









	
 Home

	 Add Document
	 Sign In
	 Create An Account














[image: PDFKUL.COM]






































	
 Viewer

	
 Transcript













A ew Algorithm for Community Identification in Linked Data Nacim Fateh Chikhi , Bernard Rothenburger, Nathalie Aussenac-Gilles Institut de Recherche en Informatique de Toulouse 118, route de Narbonne 31062 Toulouse Cedex 4 {chikhi, rothenburger, aussenac}@irit.fr



Abstract. In this paper, we propose four specifications which can be used for the evaluation of community identification algorithms. Furthermore, a novel algorithm VHITS meeting the four established specifications is presented. Basically, VHITS is based on a two-step approach. In the first step, the Nonnegative Matrix Factorization is used to estimate the community memberships. In the second step, a voting scheme is employed to identify the hubs and authorities of each community. VHITS is then compared to the HITS and PHITS algorithms. Experimental results show that VHITS is more adapted than HITS and PHITS to the task of community identification in citation networks. Keywords: authorities, hubs, authoritative documents, VHITS, HITS, PHITS, community identification, community mining, web communities.



1 Introduction Since late nineties, identification of web communities has received much attention from researchers. HITS is a seminal algorithm in the community identification (CI) algorithms family. Since its invention, HITS has been followed by a multitude of CI algorithms. Some of them are just extensions of HITS, but some others use completely different approaches (like the graph based approaches) [1]. Unfortunately, the existence of a large variety of CI algorithms has caused a new problem, the problem of their evaluation and comparison. In fact, CI algorithms are usually evaluated by examining manually the extracted communities. Therefore, we propose four specifications which can be used for the evaluation of CI algorithms. Furthermore, a novel algorithm meeting the four established specifications is presented. Although our algorithm may apply on different kinds of networks, we focus on the citation networks (or citation graphs). In a citation network, nodes correspond to web pages (resp. research papers), and edges represent hyperlinks (resp. bibliographic citations). The rest of the paper is organized as follows. In section 2, we present the four proposed specifications for CI algorithms evaluation. These specifications are used in



section 3 to analyze two popular CI algorithms. Section 4 describes our new CI algorithm. A case study in section 5 illustrates the behavior of three algorithms with respect to some specifications. Experimental results are given in section 6 before concluding in section 7.



2 Requirements for Community Identification Algorithms In this section, we propose the following requirements that a CI algorithm should meet. These specifications have been established after an analysis of existing CI algorithms. - Requirement 1: Results of the CI algorithm should be as close as possible to the communities that may be identified by a human expert. This can be confirmed using conventional clustering assessment methods such as accuracy or F-measure. - Requirement 2: CI algorithm should be able to identify the members of each community. The CI algorithm must be able to answer questions such as: “To which community does a document d belong?” - Requirement 3: the hubs and authorities identified by the CI algorithm should have a straightforward interpretability. - Requirement 4: CI algorithm should be able to handle overlapping communities.



3 A Critical Analysis of HITS and PHITS In this study, we consider only a specific category of CI algorithms which deal with the identification of hubs and authorities. HITS [2] and PHITS [3] are two of the most influential algorithms in this field [1]. 3.1 Hypertext Induced Topic Search The HITS algorithm starts from a citation graph which is represented by an adjacency matrix A. A Singular Value Decomposition (SVD) is then performed on A, yielding three matrices such that: A = USV. In the HITS’ terminology, matrix U is known as the hub matrix. It corresponds to the eigenvectors of the bibliographic coupling matrix AAT. Respectively, matrix V is called the authority matrix. It represents the eigenvectors of the co-citation matrix ATA. The major drawback of the HITS algorithm is related to the interpretability issue of the discovered communities. More precisely, it is well-known that the dominant community found by HITS can be easily interpreted because, by definition, its left and right singular vectors contain only positive values. However, the interpretability problem arises when trying to interpret the non principal singular vectors since they contain both positive and negative values [3] [4]. To bypass this problem, Kleinberg suggests an empirical rule to identify the communities in such situations. His heuristic consists in manually examining the positive and negative parts of each hub or authority vector. In fact, this rule is based on the observation that the relevant



communities are in some cases present in the positive part, and in other cases they are found in the negative part. Clearly, the Kleinberg’s rule imposes a serious limitation since we cannot automate the community identification task. By analyzing the HITS algorithm according to the requirements introduced in section 2, we can conclude the following: - Interpretation of HITS’s results is a tricky task (Req. 3). - HITS is unable to extract overlapping communities (Req. 4) since computed components are orthogonal. - Memberships of documents to communities cannot be obtained in a direct manner from matrices U and V (Req. 2). One has to use, subsequently, a clustering algorithm like K-means to get these memberships. 3.2 Probabilistic HITS PHITS is a community identification algorithm based on the PLSA model [5]. PLSA is a latent variable model which was initially proposed for text analysis. More precisely, the PLSA’s principle is that the relationship between documents and words can be explained by a small number of factors called topics. This model has been transposed by Cohn and Chang to the case of citation analysis by replacing words with citations. Although PLSA has been successfully applied to text analysis [5] and was shown to be superior to the well-known Latent Semantic Analysis through many experiments, no comparative evaluation has been carried out to validate the performances of PHITS over other CI algorithms. A notable exception is [6] where authors compare classification accuracy of PHITS to PLSI (i.e. link versus content analysis) in many configurations. Authors report a significant superiority of PLSI over PHITS. PHITS’ poor performances are actually due to its unsuitability for citation analysis. Citation (bibliographic and web) data are particular and different from other data such as texts. Especially, citation data are characterized by their large sparsity. To illustrate this specificity, let’s consider the Cora dataset used in Section 6. The dataset is composed of 3000 documents and 2500 unique words. While the total number of word occurrences is very large (170 000), the total number of links between documents is rather small (5 500). As it is well established in the discrete data analysis community, very sparse contingency tables poses many problems to techniques assuming a multinomial distribution of data and fitting models using the maximum likelihood estimation principle [7]. In section 5, we show that PHITS has poor clustering performance to find correct communities. Thus, we can claim that PHITS does not satisfy Req. 1.



4 Voting-based HITS The general approach used in VHITS is based on two steps:



Step A: Using an appropriate clustering algorithm, determine the members of each community. Here, “appropriate” means that the clustering algorithm should satisfy some requirements. These requirements include the ability to identify overlapping communities (Req. 4) and the efficiency in clustering citation data (Req. 1). In VHITS, we propose to use Nonnegative Matrix Factorization [8] which is a recent clustering algorithm meeting the aforementioned specifications. Step B: Once the communities have been identified, VHITS determines hubs and authorities characterizing each community. A voting scheme is employed so that each community elects its hubs and authorities based on the degrees of membership. 4.1 onnegative Matrix Factorization Nonnegative Matrix Factorization (NMF) is a recent statistical technique for matrix decomposition. Recently, NMF has been shown to be a powerful clustering technique. It has been explored in many data mining applications [9]. In text mining, for instance, it has been reported that NMF is able to elegantly extract the topics present in a collection of documents. p×q



NMF is based on the idea that any positive matrix M ∈ ℝ + can be approximated p× k



q× k



by two positive matrices F ∈ ℝ + and G ∈ ℝ + such that: M ≈ FG . T



Basically, NMF is an optimization problem with positivity constraints. Many versions of NMF exist, but they all differ in their objective function [8]. Here, we propose to use the objective minimizing the Euclidean distance between the original matrix M and the approximation FGT. In [8], the authors propose two simple update rules to solve the Euclidean version of NMF. These rules are used in the first part of VHITS. In our community identification task, NMF offers two important features. On the one hand, NMF clusters both rows and columns of the input data matrix. This characteristic is essential when identifying communities since rows (citing documents) and columns (cited documents) have different semantics. On the other hand, NMF is adapted to the analysis of overlapping clusters. This means that NMF allows a data point to belong to more than one cluster. In a nutshell, NMF is a soft clustering algorithm. The complete VHITS algorithm is given in Table 1. The first part (steps 1-5) of the algorithm identifies the members of the communities according to inlinks and outlinks. Thus, each community can be regarded from two different points of view: one is relative to the citing documents and the other is relative to the cited documents. In step 6 of VHITS, a normalization of communities’ indicators is performed. This normalization makes the membership levels look like fuzzy values. 4.2 Voting Scheme



The voting scheme employed by VHITS aims at ordering the hubs (resp. authorities) of each community according to their importance. It is based on the idea that, for each community, a vote is held to choose the hubs and authorities of that community. This vote is organized according to the following rules:



Algorithm: Voting-based HITS (VHITS). Input: An adjacency matrix D ∈ ℝ Output: Authority matrix A ∈ ℝ  ×K



Steps:
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×K



and the number of communities K.



, hub matrix H ∈ ℝ
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, membership matrices



×K



I ∈ ℝ and O ∈ ℝ according to inlinks and outlinks, respectively. 1. Initialization: initialize A and H with random positive values, t ← 0 ; 2. Update membership value for every document in each community according to inlinks For i=1 to N and j=1 to K T



( t +1)
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3. Update membership value for every document in each community according to outlinks For i=1 to N and j=1 to K ( t +1)



O ij



= O ij
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;
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4. t ← t + 1 ; 5. If a convergence criterion is not met then go to step 2; 6. Normalize rows of I and O to have unit L1 norm; 7. Identify authority candidates of each community



1 if I ij > 0 ACij =  0 else 8. Identify hub candidates of each community



1 if O ij > 0 HCij =  0 else 9. Compute authority score of every document in each community For i=1 to N and j=1 to K



∑



 Dmi O mj if ACij = 1 A ij =  m =1 0 else 10. Compute hub score of every document in each community For i=1 to N and j=1 to K



∑



 Dim I mj if HCij = 1 H ij =  m =1 0 else Table 1 - VHITS algorithm



- Each document has a voting right VR equal to one. However, this VR can be divided into portions in cases where the document belongs to more than one community. In such a situation, each community receives a VR part in proportion to the membership level of the document in that community. For example, if a document D belongs to communities C1 and C2 with membership degrees of 0.8 and 0.2 respectively, then, each member of C1 which is linked by D will receive a VR of 0.8, and each member of C2 which is linked by D will receive a VR of 0.2.



- An authority candidate of a community C is any member of C according to inlinks. Here, being a member of a community according to inlinks means having a non null membership in the community’s inlinks view. - A hub candidate of a community C is any member of C according to outlinks. Here, being a member of a community according to outlinks means having a non null membership in the community’s outlinks view. - In a community C, authority score of an authority candidate AC is computed by counting the sum of the VRs received by AC from the members of C which link to AC. - In a community C, hub score of a hub candidate HC is computed by counting the sum of the VRs received by HC from the members of C which are linked by HC.



5 Case Study Let us consider the citation graph depicted in Figure 1. This graph is used to illustrate which of the four requirements established in section 2, are met by the three algorithms: HITS, PHITS and VHITS. A natural analysis of this citation graph would reveal three communities: one independent (community 1: nodes 1-2-3-4-5) and two overlapping (community 2: nodes 6-7-8-9-10 and community 3: nodes 8-11-12-1314). First, we apply HITS on the adjacency matrix corresponding to the graph of Figure 1. The obtained authority matrix (AHITS) is reported in Table 2.
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Figure 1 - An illustrative web graph



A HITS



 0 0.577 0   0 0.577 0   0 0.577 0   00 00 00   0.481 0 -0.316    =  0.481 0 -0.316  0.650 0 0  0 0 0   0 0 0   0.240 0 0.633   0.240 0 0.633   0 0 0   0 0 0 



Table 2 – Authority matrix returned by HITS



From Table 2, we observe that the first component (i.e. the first column of AHITS) computed by HITS corresponds to a mix of community 2 and community 3. It is composed of nodes 6-7-8-11-12 as authorities. Apropos of this result, many studies have been carried out about the first component returned by HITS. It has been shown that HITS suffers from the Tightly Knit Community effect, which means that HITS returns in his first component the most dense structure in the graph [10]. In practice, however, this dense structure does not necessarily represent a correct community (which is the case in our example). The second component, containing only positive values, can be easily interpreted. The component corresponds exactly to the desired community 1. Now, considering the third component, it is not clear which part of the component one has to consider. The component is composed of both positive and negative values. Surprisingly, in this example, the two parts of the component make sense. The positive part (nodes 11-12) corresponds to a subset of the correct community 3 and the negative part (nodes 6-7) denotes a subset of community 2. In this example, the HITS’ results confirm its non adequacy to extract overlapping communities. The example has also elucidated its interpretability problem. Due to space limitations, we report in Table 3 membership matrix according to inlinks and authority matrix returned by running VHITS on the graph of Figure 1. Moreover, results of PHITS, for this case study, are not reported because of their high similarity with those of VHITS. Unlike HITS, VHITS successfully identifies the expected communities. Furthermore, the returned components by VHITS have a straightforward interpretability. For instance, the first membership component of VHITS (first column of IVHITS) corresponds exactly to community 3. It is also interesting to observe the ability of VHITS to localize overlapping communities. In matrix IVHITS, we note that node 8 is reported to belong to both community 2 and community 3.



IVHITS



 0  0  0  00  0  = 0 0.322  0  0 1.000 1.000  0  0



0 1.000  0 1.000  0 1.000  0 0  0 0  1.000 0  1.000 0 0.678 0  0 0  0 0  0 0  0 0  0 0  0 0  



AVHITS



 0  0  0  00  0  = 0 0.842  0  0 1.842 1.842  0  0



0 2.000  0 2.000  0 2.000  0 0  0 0  2.000 0  2.000 0 2.158 0  0 0  0 0  0 0  0 0  0 0  0 0  



Table 3 – Membership matrix according to inlinks (IVHITS) and authority matrix (AVHITS) returned by VHITS



Now, let’s consider the authorities computed by VHITS for each community. For community 2 (corresponding to the second column of AVHITS), VHITS finds that node 8 is the most authoritative in that community. This result illustrates the difference between the authority and the membership concepts. Actually, according to column 2 of matrix IVHITS, nodes 6 and 7 are more likely than node 8 to be members of community 2. However, matrix AVHITS indicates that node 8 is more authoritative than nodes 6 and 7 in that community.



6 Experimental Results We report experimental results carried out to assess the clustering quality of HITS, PHITS and VHITS. We have used two pre-classified datasets. The first one is a subset of the well-known WebKb dataset [11]. This subset is a collection of 3100 web pages, where each page belongs to one of four predefined classes. The second one is the Cora dataset [12] which is composed of 3000 scientific papers. Each paper was manually classified into one of seven categories. The clustering output of each CI algorithm is evaluated using the traditional accuracy and the normalized mutual information. Obtained results are presented in Figures 2 and 3. We observe from Figures 2 and 3 that the PHITS’ results are poor comparatively to those of HITS and VHITS. This observation is even more emphasized by the normalized mutual information measure, which is a non biased clustering assessment measure. Results show also that HITS and VHITS have almost the same performances with a slight advance for VHITS on the WebKb dataset. Let’s notice also that, for the WebKb dataset, inlinks seem to have more importance than outlinks. However, the opposite phenomenon is observed with the Cora dataset. This observation is in accordance with previously reported studies about the importance of the inlinks for web page classification, and the usefulness of outlinks for bibliographic data classification.



7 Conclusion In this paper, two contributions have been presented. On the one hand, four specifications have been proposed for the evaluation of community identification algorithms. These four requirements include: the clustering quality, the ability to assign memberships to the documents, the interpretability of identified hubs and authorities, and the ability to deal with overlapping communities. We believe that using such specifications can play an important role in the construction of new community identification algorithms. On the other hand, an original algorithm namely, VHITS, has been described. VHITS is based on two techniques: Nonnegative Matrix Factorization and a voting scheme. Unlike HITS and PHITS, VHITS satisfied the four specifications. Our further investigations include the use of additional sources of information in VHITS such as content information [13], author information or anchor text information.



Figure 2 - Accuracy (left) and NMI (right) on WebKb



Figure 3 - Accuracy (left) and NMI (right) on Cora
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