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Abstract The Pav´e style of stone-setting for precious gems in jewellery refers to the method of arranging gemstones in a tightly packed pattern so as to fill the available space as completely as possible. Pav´e is a complex art form, which owes much to subjective aesthetics of design, and yet which can also be represented as an optimisation problem, in a similar way to more traditional container-packing problems. This project looks at a number of possible nature-inspired techniques for deciding on the placing of gemstones in a piece of jewellery, including evolutionary algorithms, cellular automata, and reactiondiffusion systems, and proposes an evolutionary art-inspired method for facilitating manual user fitness selection. Attention is given to the Verlet algorithm for force-based shuffling of objects with simulated mass, which is used to ensure that gemstones do not overlap each other or the edges of the jewellery outline, and are packed together as tightly as possible. The concept of generating artificial “gravity” to pull the gemstones together is introduced. We then extrapolate further and perform experiments on a simulated system in order to discover optimal parameters, and discuss possible combinations of different techniques, in order to enable completely automated computational methods for generating and selecting aesthetically pleasing jewellery designs. Keywords Jewellery design, evolutionary algorithm, aesthetics, automated design, Pav´e, Verlet.
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Chapter 1



Introduction 1.1



Pav´ e jewellery design



Pav´e is a style of jewellery design popular particularly in rings and pendants, whereby the surface metal of the item of jewellery is totally encrusted with precious gemstones, in order to leave as little of the underlying metal showing as possible. The name comes from the French word meaning “to pave”; the item of jewellery is literally paved with precious stones. In differing styles, either a small area of the jewellery could be fashioned into Pav´e style, or the entire item could be covered. Sometimes designs are centred around a single much larger stone in order to bring focus to it.



(a) Gold brooch encrusted with red gems



(b) Wrist bangle set with diamonds



Figure 1.1: Examples of Pav´e jewellery designs



1.2



Problem definition



Pav´e is a sophisticated and complex style of jewellery design, mastered by expert craftspeople trained in the art of stone-setting. Computational creativity in areas like this is poorly understood, and it is hard 4



to perceive that current algorithms will be able to replicate the fine design work of an expert jeweller autonomously. However there are some basic features of the Pav´e style of design which can be described mathematically and therefore computed. If this can be achieved satisfactorily, it is conceivable that a variety of basic designs conforming to the Pav´e style could then be automatically produced. Besides the obvious and subjective aesthetic considerations for the design of an attractive item of jewellery, the Pav´e style additionally presents the problem of fitting a given selection of gemstones into a very specific and limited space, whilst leaving as little space uncovered as possible. This can be viewed as an aesthetically-constrained space optimisation problem, similar to the traditional container-packing problem as described by Corcoran and Wainwright (1995): “The bin packing problem is one of the classic NP-complete problems. Except for trivial cases, it is impossible to optimally solve any of these problems. . . in the classic bin packing problem, a finite collection of packages is packed into a set of bins. The packages and bins are characterized by their weights and capacities, respectively. . . the optimization problem attempts to minimize the number of bins required, or equivalently, to minimize the amount of wasted bin capacity in the packing.” The focus of this mini-project is to design and implement a number of automated methods for determining optimal placings for gemstones in a Pav´e design, and to perform experiments on these methods to investigate ideal parameters and techniques for improving the results obtained.
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Chapter 2



Considered solutions and literature 2.1 2.1.1



Cellular automata Brief introduction to cellular automata



Cellular automata (CA) were developed by Stanislaw Ulam and von Neumann (1966). They are described by Langton and In (1989) as follows: “In brief, a CA consists of a regular lattice of finite automata, which are the simplest formal models of machines. A finite automaton can be in only one of a finite number of states at any given time, and its transitions between states from one time step to the next are governed by a state-transition table: given a certain input and a certain internal state, the state-transition table specifies the state to be adopted by the finite automaton at the next time step. In a CA, the necessary input is derived from the states of the automata at neighboring lattice points. Thus, the state of an automaton at time t + 1 is a function of the states of the automaton itself and its immediate neighbors at time t. All of the automata in the lattice obey the same transition table and every automaton changes state at the same instant, time step after time step.” The state-transition table is encoded as a binary number representing, for each parent state neighbourhood, what the state of the child cell will become (Fig 2.1). Given a random initial starting state, and a CA growth rule to be applied, the resulting design can be remarkably complex and exhibit varying degrees of order or chaos (Fig 2.2). Ne ig h b o u rh o o d Ch ild s t a t e 1



0



0



1



0



1



1



1



= 151



Figure 2.1: The state-transition table for a cellular automaton using rule 151



2.1.2



Cellular automata as a design representation



It was considered that a CA may facilitate the encoding of a representation for the positions and parameters of the stones in a jewellery design. If the outline of the part of the jewellery to be filled was divided into a grid, a CA could be initialised with a random starting state and allowed to grow throughout the outline of the jewellery, such that it fills the shape of the jewellery entirely. The resulting CA could then be divided into 2 × 2 or even 3 × 3 blocks of cells (Fig 2.3), each encoding a binary representation for the type of stone, its size, colour, orientation, and any other relevant parameters. Blocks of 2 × 2 cells would allow for 24 = 8 different combinations of stones, whilst blocks of 3 × 3 cells would allow for 29 = 512 combinations; possibly more useful if extra variables such as colour and orientation of the stones are to be encoded as well. 6



Figure 2.2: An example cellular automaton created with rule 151



Figure 2.3: The CA is divided into blocks of 3x3 cells, each encoding a type of gemstone
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2.1.3



Evolving cellular automata for jewellery designs



As there are a finite number of CA rules – in the case of a neighbourhood of size three, as in Fig 2.1, 3 22 = 256 different rules – this does not leave much scope for using evolutionary techniques to produce ‘good’ rules for generating designs, as the search space is so small that the user might as well just generate designs for each of the 256 rules and choose the feasible ones manually. Wolfram (2002) divides cellular automata into four distinct classes: “In class 1, the behavior is very simple, and almost all initial conditions lead to exactly the same uniform final state [the CA dies out]. In class 2, there are many different possible final states, but all of them consist just of a certain set of simple structures that either remain the same forever or repeat every few steps [the CA becomes stable or cycles regularly]. In class 3, the behavior is more complicated, and seems in many respects random, although triangles and other small-scale structures are essentially always at some level seen. And finally. . . class 4 involves a mixture of order and randomness: localized structures are produced which on their own are fairly simple, but these structures move around and interact with each other in very complicated ways.” These four classes are illustrated in Fig 2.4.



Figure 2.4: Wolfram’s four classes of cellular automata



Clearly, in order to guarantee that the area of the jewellery will all be filled, class 1 CA must be discounted. Class 2 CA can also generally be discounted for use as jewellery design encodings, due to their simplistic and monotonous nature, which leaves CA from either class 3 or class 4 as the only suitable ones for this purpose, thus further reducing the space of feasible CA rules to choose from. Langton (1986)’s work on his lambda parameter can be used to determine in advance which CA rules are likely to fall into which of Wolfram’s four classes. The lambda parameter is simply a measure of the ratio of ‘live’ (coloured) to ‘dead’ (plain) child states. So taking rule 151 (Fig 2.1) for example, there are five ‘live’ states to the three ‘dead’ states; thus λ = 5/8. Langton noted that CA with small values of λ lead to order, whilst CA with large (→ 1) values of λ lead to chaos: “. . . one observes a phase transition between highly ordered and highly disordered dynamics, analogous to the phase transition between the solid and fluid states of matter.” (Langton, 1986) Mitchell et al. (1993) describe the behaviour of rules during the transition of λ from 0 to 1 as fixed point ⇒ periodic ⇒ “complex ” ⇒ chaotic and it is these “complex” CA which are the most interesting for the task of jewellery design. Values of λ near 12 lead to what Langton termed the “edge of chaos” where the most interesting and varied patterns can be found. It is these CA rules which are likely to produce the most suitable results for encodings of jewellery designs. So it is clear that there is little to be gained from using a genetic algorithm to choose the rules to be applied to a CA for the task of jewellery design. What can be evolved, however, is a combination of both the random initial starting state, and rules that are known to fall into Langton’s edge of chaos category. A disadvantage to using CA as encodings for the location, colour, orientation etc. of the stones in a design of jewellery, is that a CA is by its nature very discrete and ‘blocky’, and does not fit inside irregular shapes particularly well. Unless the number of cells inside the jewellery design is extremely large, the resolution of the CA is likely to be too low to allow much precision in the placing of gemstones, and the resulting designs will be more susceptible to gaps or overlap between stones. 8



2.2



Reaction-diffusion systems



A similar system related to the way in which standard CA grow and develop is the reaction-diffusion system: “It is suggested that a system of chemical substances, called morphogens, reacting together and diffusing through a tissue, is adequate to account for the main phenomena of morphogenesis. Such a system, although it may originally be quite homogeneous, may later develop a pattern or structure due to an instability of the homogeneous equilibrium, which is triggered off by random disturbances.” (Turing, 1952). Reaction-diffusion systems simulate the way in which a chemical reaction takes place whilst the two chemicals diffuse, particularly in the case of a reacting agent which produces an inhibitor as part of the reaction. They are responsible for some very complex and interesting patterns in the natural world, such as those seen in natural sponges and sea shells (Meinhardt, 2003). By experimenting with different starting parameters, Rucker (2003) has been able to mimic the ability of cellular automata to produce designs adhering to each of Wolfram’s classes, with some success in producing travelling wave patterns which self-organise from a starting state and travel about the reaction area, as well as more static Wolfram class 2 designs resembling the coats of animals such as leopards and zebras. Whilst the more natural application of this algorithm might appear to be in producing traditional artwork, clearly this system could also present a good basis for the design of an attractive item of Pav´e jewellery, providing a set of starting states and reaction parameters can be found, or indeed evolved, to produce designs conforming to some of the more interesting of Wolfram’s classes. However there remains the problem of converting a continuous art form into a representation suitable for setting stones in an item of jewellery.



2.3 2.3.1



Genetic algorithms Representation



An alternative method of generating jewellery designs is to use a genetic algorithm to directly alter the parameters (position, rotation, size, etc.) of the stones. Choosing an effective representation for the GA is crucial, as there are several distinct types of parameter for each stone which may not be crossed over. For example, it would not be wise to cross over a 16-bit RGB colour value such as 46512 with the x location of the stone, which will most likely be bounded to a much smaller pixel location on screen, as the two values will generally be wildly different and probably even break the constraints of the design. So a traditional bitstring representation, as used commonly in solving the Travelling Salesman Problem, will not be suitable. Instead it is proposed that each parameter is encoded as a variable for a given stone object, and only like parameters may be crossed over between stones.



2.3.2



Fitness evaluation



Calculating the fitness of a design should be relatively simple. At the most basic level, this problem becomes analogous to the container-packing problem as defined by Corcoran and Wainwright (1995). The biggest problem is ensuring that no stones overlap each other in 2D space on the design, as this would clearly be a physical impossibility in a real piece of jewellery. The fitness should be a function of the total area of uncovered space in the design, added to the total area of overlap of stones in the design. Designs with a high degree of overlap between stones or bad packing will be discarded, allowing more suitable designs to survive. Fitness evaluation could also be extended to take account of aesthetics of a given design. One of the more conventional ways of doing this is through a user-driven selection mechanism, whereby the user is presented with a variety of mutations of the parent design and asked to rate them or choose a favourite or favourite(s) to be bred together. However this is a very binary (ie. ‘good’ or ‘bad’) measure of fitness, and thus limits adaptation of the population to features of a wide range of designs. In addition, the size of the population presented to the user for selection on each iteration must be very small (no more than 15–20 individuals), else the effects of user fatigue will soon become evident. A more experimental method for determining fitness of aesthetics could be to automate the evaluation of certain measures of the design, such as rotational symmetry, image complexity, mirror symmetry, log9



arithmic spiral symmetry, and compliance with the golden ratio. More details for this form of automated aesthetic evaluation are given by Wannarumon and Bohez (2006).



2.3.3



Initial results



This method for designing Pav´e jewellery was implemented and tested with manual user-driven selection. It soon became clear that the fitness landscape was very unsuited to this style of search: although many designs could be seen to improve upon previous generations as the user moved through the solution space, the number of valid designs (ie. those without any overlapping stones, and a minimum of uncovered space) was always zero, as crossover tended to be destructive rather than constructive. This was due to the direct encoding of the stone locations in the GA, rather than encoding a phenotype which is used to produce always-valid designs such as with the cellular automata proposed earlier. As each design has nothing very much in common with any other on a phenotypic level, there is little use in crossing over two phenotypes in order to attempt to combine their better features. As stones are randomly copied from one design or another into a child design, they have an increasing chance of moving from a previously valid (non-overlapping) location to an invalid one in the child design, thus effectively destroying any potential for a valid design. In addition, the fitness landscape turned out to be very harsh, with the majority of solutions having a very low fitness due to the presence of many overlapping stones, and only very narrow peaks in the landscape where the designs are valid (Fig 2.5). This is sometimes termed as a “needle in a haystack” fitness landscape, and it makes it very hard for a genetic algorithm to traverse the solution space and ascend the gradient towards fitter, and ultimately completely valid, designs.



(a) Easily traversible fitness landscape



(b) ‘Needle in a haystack’ fitness landscape



Figure 2.5: Comparison of fitness landscapes



2.4



Evolutionary system



As crossover in this representation was found to be harmful rather than useful, it was speculated that there was no need for it at all. By still allowing small mutations, random variation could be maintained between parent and child designs. Technically the removal of crossover means that this is not a genetic algorithm, although it still conforms to the class of evolutionary algorithms. Clearly, as seen in the example given earlier of a stone jumping from a valid location to an invalid one, whether due to mutation or crossover, it would be useful to ensure stricter deterministic controls on the placing of stones, and utilise the evolutionary algorithm just to allow the user to perform aesthetic fitness evaluation. One obvious method for deterministically placing stones to avoid overlap is just to constrain the generation of new individuals in the population right from the start, to permit only those without any overlapping between stones. Traditional deterministic algorithms using heuristics do exist for placing objects in space at random such that they do not impinge on each other, but they require much computation, and would slow the evolutionary algorithm down greatly (Corcoran and Wainwright, 1995). A more suitable approach might be to randomly place stones in the design, regardless of whether or not they overlap, and then perform some form of shuffling to cause the stones to move apart from 10



each other such that they no longer overlap, and the design becomes valid. A force-based algorithm such as the Verlet algorithm, as described by Jakobsen (2001), could be implemented and applied to the newly-created child individuals in the population. This is the approach that was chosen for full implementation and experimentation for the purposes of this mini-project.
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Chapter 3



System design 3.1



Interface



It was decided to implement an evolutionary system for creating jewellery designs, based on user-driven selection, and with a shuffling algorithm to ensure that all individuals within the population conform to the requirements of a valid design, namely that all gemstones should fit entirely within the area of the design, and no gemstones should overlap each other. The evolutionary methods will be focussed solely on enhancing the aesthetic qualities of the resulting designs. An example of the chosen interface can be seen in Fig 3.1. It is based on a simple paradigm as used by many traditional evolutionary art interfaces, whereby the user is presented with a matrix of a number of individuals, from which he or she is free to select an individual to be the ‘parent’ for the next generation. The current parent design, on which the other individuals in the generation are based, is bordered in red for easy identification.



Evo lJe we lle ry s ys t e m



De s ig n



- x p o s it io n - y p o s it io n - ro t a t io n



Je we lle ryOu t lin e St o n e Ba g



Figure 3.1: Example interface to the EvolJewellery project
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- c o lo u r - s ize - s id e s



Number Colour Colour Colour .. .



of Stones Radius Radius Radius .. .



in Bag Number of sides Number of sides Number of sides .. .



Table 3.1: File format for describing a Bag of Stones



3.2



Program structure



The program is designed in Java such that each individual is an object of class Design, containing a JewelleryOutline to be filled, and a number of Stones picked from a Bag which describes how many Stones are available, the size and colour of each Stone, and its number of sides. Each individual Design contains a list of parameters which are applied to the Bag of Stones when drawing the Design on screen, describing where each Stone should be positioned, and by what angle it should be rotated relative to its initial angle at the moment of creation (Figs 3.1, 3.2). The Design class also contains methods for mutating itself and shuffling its Stones around in order to produce a valid layout with no overlapping gemstones, and no stones exceeding the boundaries of the JewelleryOutline. The Bag of Stones can be either randomly generated upon initialisation, or if the filename of a text file is given, the file will be read and a Bag of Stones created according to the definitions in the file. The format of the file is shown in table 3.1. The size, or radius, of a Stone is entirely relative as all Stones are scaled up or down as necessary upon program initialisation, such that the total area of all the Stones is equivalent to the total area of the JewelleryOutline, thus ensuring that the problem is not made too easy by creating only a few very small stones, or too hard by creating stones so large that they cannot all fit into the jewellery design.



Evo lJe we lle ry



De s ig n



De s ig n



De s ig n



Je we lle ryOu t lin e



Ba g



St o n e



St o n e



St o n e



De s ig n



St o n e



Figure 3.2: Program structure



3.3



Evolutionary algorithm



The evolutionary algorithm very simply copies all of the parent Design’s stone location and rotation parameters into a new Design, before randomly mutating these parameters. The mutation rate µ is set by the user. Mutation is carried out on the Stone parameters held inside the Design object only if, for a randomly selected number x, x ≤ µ holds true. If a parameter is to be mutated it is simply summed with a Gaussian-distributed number of σ = 0.25 multiplied by the parameter’s current value. This has the result that a stone’s x position, for example, will be increased 13



randomly by anything from 0 to ± 14 of its original value, and that smaller, less extreme mutations, are more likely to occur than large ones. A population size of nine individuals is shown in Fig 3.1. Due to the fact that evolution is only used to improve the aesthetics of already-valid or nearly-valid designs there is less pressure to have a population of hundreds or thousands of individuals in an attempt to evolve a valid non-overlapping design. Using a low number of individuals in the population reduces the effect of user fatigue during fitness selection as a much smaller number of designs must be manually evaluated by the user. In addition, elitism is implemented such that the user-selected individual is protected from mutation and is carried across to the next generation unchanged. In order to introduce consistency between runs of the program, the sizes of each of the stones are globally scaled up or down as required such that their total area is always equal to the total available area of the jewellery design. This avoids problems whereby the sizes of the stones are so large that they cannot physically fit into the available space, or so small that there will be a lot of wasted space in the design.



3.4 3.4.1



Shuffling designs Verlet algorithm



Jakobsen (2001) simplifies and describes an algorithm based on a Verlet (1967) integration scheme for two-body particle interaction as developed for IO Interactive’s game Hitman: Codename 47 : “Among other things, the physics system was responsible for the movement of cloth, plants, rigid bodies, and for making dead human bodies fall in unique ways depending on where they were hit, fully interacting with the environment (resulting in the press oxymoron ‘lifelike death animations’).” Briefly, if one were to imagine a box of billiard balls being dropped freely onto a table from height and landing on top of each other in a pile, it is intuitive to imagine how they would apply forces on each other due to gravity, and move apart from each other until they all come to rest on the table surface. If the gemstones are thus modelled as points with mass and a physical radius like a billiard ball, and the jewellery outline is modelled as a constraining box much like the sides of a billiard table, the algorithm developed by Jakobsen (2001) can be applied to the jewellery designs in order to cause the stones to move apart from each other and settle into a stable state contained within the bounds of the item of jewellery. Traditional particle system simulations follow Eulerian integration, whereby each particle maintains a record of its current position and velocity. At each timestep the new position and velocity can be calculated using the standard equations x0 = x + v · ∆t and v 0 = v + a · ∆t, where a is the acceleration of the particle due to the affects of the cumulative forces acting upon it, computed using Newton’s second law of motion f = m · a. Verlet integration, however, chooses to do away with the record of velocity in the representation of a particle’s location. The future position of a particle is calculated solely as a function of its current position and its previous position. The difference between the current and previous positions over a known period of time, indicates current the velocity of the particle. Jakobsen (2001) explains that this arrangement “is quite stable since the velocity is implicitly given and consequently it is harder for velocity and position to come out of sync.” The algorithm for Verlet integration is thus: x0 = 2(x) − x00 + a · ∆t2 where x is the current position of the particle, x0 is the future position, and x00 is the previous position. a is calculated using Newton’s second law of motion, f = m · a, and t is a time step constant. This is easy to extend to two dimensions in order to calculate the x and y positions, by calculating x0 and y 0 individually, as the velocity vectors are perpendicular and thus independent. The value for a in each calculation should be limited to just the x or y component of the acceleration, as relevant for the dimension in question. The x component of a force is given by cos(f ) and the y component by sin(f ). 14



3.4.2



Obtaining parameters



In order to calculate the acceleration of each stone for the Verlet integration, the forces acting upon it must be evaluated. It was decided that this could be achieved most efficiently by finding the total area by which one stone overlaps another. This was done by representing each of the stones as a Polygon object in Java, and making use of the inbuilt Area.intersect() method to find the intersect Area shared by every pair of Stones in the Design. From the resulting Area object a third Polygon was created using the PathIterator class, representing just the overlap between two stones (Fig 3.3). For many pairs of stones, this Polygon is of course equal to null as every stone in a Design is not guaranteed to overlap every other stone. For those pairs where there is a positive overlap area, the extent of this overlap can be calculated using the algorithm in Fig 3.4. The same technique can be used to determine by how much a stone exceeds the boundaries of the jewellery outline, in order to ‘bounce’ it off the edges and back inside the bounds.
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Figure 3.3: Finding the area of overlap between two stones



double o v e r l a p = 0 ; f o r ( int i = 0 ; i < o v e r l a p P o l y g o n . numpoints −1; i ++) { overlap = overlap + ( overlapPolygon . xpoints [ i ] ∗ overlapPolygon . y p o i n t s [ i +1]) − ( o v e r l a p P o l y g o n . y p o i n t s [ i ] ∗ o v e r l a p P o l y g o n . x p o i n t s [ i +1]) ; } (adapted from http://www.cs.princeton.edu/introcs/33modular/Polygon.java.html ) Figure 3.4: Determining the area of a polygon f As the required variable is a, the equation f = m · a is rearranged such that a = m . The area calculated by the algorithm given in Fig 3.4 provides the force needed for the equation, and the mass is taken as the total area of the stone acting upon the current stone. As acceleration is a vector quantity, the direction in which it is applied is also required, in addition to the magnitude which is equal to the area of the overlap between two stones. This is of course necessary to determine in which direction a stone will move when it is being pushed by another. An algorithm for determining the central point, or centroid, of a polygon is given in Fig 3.5. Once the centroids of the two stones are known, it is possible to determine the bearing from one stone to the other, that is, the direction in which the force is applied, and thus the direction in which the second stone accelerates. If a line is drawn between the two centroids of the stones, the gradient of the line is related to the bearing from one stone to the other. With the knowledge that one stone is further to the left or right, or further above or below, the other stone, it is possible to deduce in which quadrant of 2D space around the stone the second stone lies (Fig 3.6). Fig 3.7 contains an algorithm to return the bearing from a stone i to a second stone j.
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double [ ] o v e r l a p P o l y g o n C e n t r o i d [ ] = new double [ 2 ] ; o v e r l a p P o l y g o n C e n t r o i d [ 0 ] = 0 ; // x co−o r d i n a t e o f c e n t r o i d o v e r l a p P o l y g o n C e n t r o i d [ 1 ] = 0 ; // y co−o r d i n a t e o f c e n t r o i d f o r ( int i = 0 ; i < o v e r l a p P o l y g o n . numpoints −1; i ++) { o v e r l a p P o l y g o n C e n t r o i d [ 0 ] += o v e r l a p P o l y g o n . x p o i n t s [ i ] ; o v e r l a p P o l y g o n C e n t r o i d [ 1 ] += o v e r l a p P o l y g o n . y p o i n t s [ i ] ; } overlapPolygonCentroid [ 0 ] = overlapPolygonCentroid [ 0 ] / overlapPolygon . numpoints ; overlapPolygonCentroid [ 1 ] = overlapPolygonCentroid [ 1 ] / overlapPolygon . numpoints ; Figure 3.5: Determining the centroid of a polygon
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Figure 3.6: Example bearings from stone i to stone j
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(3 ,-1 )



// i [ 0 ] and i [ 1 ] a r e t h e x and y co−o r d i n a t e s o f t h e c e n t r o i d o f s t o n e i // j [ 0 ] and j [ 1 ] a r e t h e x and y co−o r d i n a t e s o f t h e c e n t r o i d o f s t o n e j double x D i f f = j [ 0 ] − i [ 0 ] ; double y D i f f = j [ 1 ] − i [ 1 ] ; i f ( y D i f f == 0 . 0 ) y D i f f = 0 . 0 0 0 0 1 ; // a v o i d d i v i s i o n by z e r o double b e a r i n g = Math . t o D e g r e e s ( Math . atan ( Math . abs ( x D i f f ) /Math . abs ( y D i f f ) )); // now c o n v e r t t o a b s o l u t e b e a r i n g i f ( x D i f f >= 0 && y D i f f < 0 ) ; // do n o t h i n g // j i s t o upper−r i g h t o f i i f ( x D i f f >= 0 && y D i f f >= 0 ) b e a r i n g = 90 + ( 9 0 − b e a r i n g ) // j i s t o lower −r i g h t o f i i f ( x D i f f < 0 && y D i f f >= 0 ) b e a r i n g = 180 + b e a r i n g ; // j i s t o lower − l e f t o f i i f ( x D i f f < 0 & y D i f f < 0 ) b e a r i n g = 270 + ( 9 0 − b e a r i n g ) ; // j i s t o upper−r i g h t o f i return b e a r i n g − 9 0 ; // a c c o u n t f o r t h e f a c t t h a t i n Java , y i n c r e a s e s from t o p t o bottom Figure 3.7: Finding the bearing from stone i to stone j



The final parameter to be entered into the Verlet equation is the time step–the amount of simulated time that passes between each update of the stone locations. Its value must be chosen carefully: if it is too high, then each update will cause the stones to move around wildly and the design will never settle satisfactorily. But if it is too low, although the stones will settle into a non-overlapping state, it will take a much larger and unnecessary number of update iterations. Due to the user-selection process being on-line and interactive, it is important that the creation of each new generation of individuals is as quick as possible in order to avoid user fatigue. Therefore the time step value must be as large as possible without causing the position updates to be too violent.



3.4.3



Other considerations



As the Verlet algorithm takes into account the acceleration of particles due to forces acting upon them, f it is trivial to introduce other forces such as drag or gravity into the equation a = m before passing this to the Verlet update equation. This could be used to implement a gravitational attraction force acting from the centre of the jewellery design on each of the stones, in order to pack them closer together in the centre of the design. Whilst updating the positions of the stones, the Verlet algorithm is run a number of times. There are a variety of methods for deciding on the stopping criteria for the Verlet update. The shuffling algorithm could be run until the total overlap of the stones is zero, although this is never guaranteed to be possible and may take an unacceptably long time for interactive user-selection even if it is possible. Alternatively, a record of the total overlap area could be kept, and the shuffling stopped when the improvement from one iteration to the next has tailed off. Finally, and most simplistically, the shuffling could be performed for a constant number of iterations. This is a valid strategy, as “the algorithm is iterative such that, from a certain point, it can be stopped at any time. This gives us a very useful time/accuracy trade-off: If a small source of inaccuracy is accepted, the code can be allowed to run faster” (Jakobsen, 2001). Stopping after a fixed number of iterations is likely to be the most appropriate strategy, as the user is always able to discard any badly-overlapping designs manually simply by not choosing them as parents for the successive generation, and the time required to run the Verlet shuffling algorithm for each design is always known in advance to be a constant.
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Chapter 4



Experiments performed Notes Unless otherwise stated, all experiments were performed under the following conditions: • A fixed bag of gemstones to be used in the design was defined in a text file and read into the program to ensure consistency across experiments and different runs therein. The bag is defined in Appendix A and is known as the control bag. • The mutation rate was fixed at 0.1 and the Verlet timestep at 0.2. • The population size is nine individuals. • A standard ‘run’ consists of thirty Verlet update iterations. • After each run, the design with the lowest amount of overlap as indicated by the program was selected as the parent for the next run. • Each experiment was repeated twice and the results averaged before graphing.



4.1 4.1.1



Tuning the Verlet algorithm Verlet timestep parameters



As previously explained, the Verlet timestep must be chosen carefully: if it is too high, then each update will cause the stones to move around wildly and the design will never settle satisfactorily. But if it is too low, although the stones will settle into a non-overlapping state, it will take a much larger and unnecessary number of update iterations. There are three suggested methods for obtaining the optimal value: • Annealing – as the Verlet shuffling takes place, the timestep value is decreased slightly at each iteration in order to allow the shuffling of the design to settle until it stops. • Self-adaptation – as the algorithm runs, the gradient of the decrease in error from each step to the next is recorded. If the gradient is shallow or reverses (that is, the Verlet update is becoming less beneficial at each iteration due to the timestep being too high), the timestep value is decreased proportionally. Otherwise, the timestep value is gradually increased to encourage convergence of the shuffling. • Constant value – a constant timestep is determined, possibly related to the mass or number of the stones in the design, and used throughout the shuffling of the stones in the design at each iteration. 18



Hypothesis Self-adaptation is likely to produce the most reliable results, yet be the most complex to implement and, in addition, slow down each update of the Verlet shuffling. Annealing, conversely, is predicted to be unnecessary or even harmful, as the Verlet algorithm is already annealing in itself. This is because, as the stones separate from each other, the total forces acting upon the stones, as calculated from the area of overlap between them, becomes smaller. Because the movement of stones is directly related to the magnitude of forces applied to them, as the forces reduce with time, so do the movements of each stone. Thus if the timestep is annealed in addition to the ‘natural’ annealing of the Verlet algorithm, this will probably only serve to prolong the final stages of the shuffling as the movements of stones at each iteration become almost insignificantly small. If a constant value for the timestep can be found which works well with all bags and sizes of stones, this would probably be the simplest method of choosing a value for the parameter. Results In order to determine a ‘control’ value for later tests on annealing and self-adaptation, the first experiment is designed to determine a workable constant timestep value for the control bag (Appendix A). Values for the timestep from 0.1 through to 0.4 were tested by choosing the fittest (lowest overlap) individual from each generation, and the resulting mean overlap error and lowest individual overlap error after each run was plotted. The mutation rate was set to 0.3 in order to prolong the Verlet shuffling (as explained in section 4.2).



Figure 4.1: Finding a value for the Verlet timestep



Fig 4.1 shows that the optimal value for the Verlet timestep lies between 0.2 and 0.3, as outside of these bounds at 0.1 and 0.4, the overlap error remains much higher. “Mean 0.1” refers to the mean total overlap of the population per run with the Verlet timestep value set to 0.1, and “Min 0.1” is the overlap of the best (least-overlapping) individual in the population. Fig 4.2 shows that a more accurate value for the timestep parameter is in the region of 0.23. 19



Figure 4.2: Refining the value for the Verlet timestep



Conclusion The Verlet algorithm is shown to work well with a constant value for the timestep of around 0.23 and thus, due also to time constraints, the self-adapting and annealing update rules were not implemented or tested. Simulated annealing on top of the Verlet algorithm is not expected to be beneficial, as explained in the hypothesis, but this could be tested later.



4.1.2



Improving Verlet shuffling



Hypothesis It is conceivable, although unobserved, that in certain circumstances stones in the design could oscillate back and forth during Verlet shuffling, usually if they are caught between two or more ‘immovable’ other stones, with the design therefore never settling. In an attempt to prevent this cyclic behaviour, it was considered that a small amount of random noise could be added to each calculated force vector as used in the Verlet update equation. This could also secondarily add a degree of random mutation into each design. Results A random amount of noise was added to the x and y component of the acceleration vector a of each stone during the Verlet update. This noise took the form of multiplying the acceleration component by a Gaussian-distributed number and adding the result back onto the component. Three different widths of the Gaussian function for calculating random noise were tested: σ = 0.1, σ = 0.5, and σ = 1.0 (the ‘normal’ distribution), and a control run with no random noise was also created. In Fig 4.3, “Mean 0.5” refers to the mean total overlap of the population per run with the random noise as a Gaussian with width = 0.5, and “Min 0.5” is the overlap of the best (least-overlapping) individual in the population. 20



Figure 4.3: Adding random noise to Verlet update algorithm



Conclusion The results clearly show that, rather than benefiting the Verlet shuffling, the random noise causes the update iterations to become very chaotic, prolonging the number of iterations required to achieve convergence. In no case was either the mean or minimum overlap error lower for a run with random noise, than the control run without random noise. Due to the fact that the exact conditions required for one or more stones to remain locked into a perpetually oscillating position are extremely unlikely to occur, and that for any design in which this does occur, the user is free to discard it anyway, it was considered that this modification was not beneficial, and should be abandoned.



4.2



Mutation rates



Hypothesis Mutation is designed to introduce variation to the individual designs in the population, but may also have a secondary effect on the ability of the Verlet algorithm to shuffle stones. This is because, each time a stone is mutated by rotating or shifting it, it affects the space available for other stones to fit into. Thus the Verlet algorithm will have to perform extra iterations to account for the new position of the stone, and the design will suffer from overlapping stones for a greater period of time, the higher the rate of mutation. If the mutation rate is reduced to zero, only the randomness of the initial locations of the stones in each individual brings variation to the population, and the remainder of the Verlet shuffling is entirely deterministic. This is likely to reduce the amount of Verlet shuffling required to produce a valid design, but individuals will not vary much from generation to generation, thus reducing the possibilities of generating aesthetically-pleasing designs. The aesthetics of using mutation to bring variation into the population can be tested subjectively by examining visualisations of a population after mutating it by different amounts. 21



Figure 4.4: Varying mutation rates and effects on shuffling time



Results Although the graph of individual ‘best’ designs (the dotted lines in Fig 4.4) seems to indicate that greater mutation is somehow more beneficial, this is only due to the initial starting errors of each test being different; the errors actually descend at the same rate regardless of the amount of mutation being applied. What is more interesting is the mean total overlap error graph. Despite the initial total error being similar in each experiment, the plot clearly shows that the lower the mutation rate, the more quickly a valid, non-overlapping population of designs will be reached. This confirms the hypothesis that greater mutation is harmful in this respect. Considering that larger mutation rates lead to slower convergence of the population on a valid, nonoverlapping state, it is important to balance the requirement for variation in the population against the requirement to keep the mutation rate low. Fig 4.5(a) surprisingly shows that, even when mutation is switched off completely, there are small variations between each individual in the design. Despite this, it is easy to see how each child is related to the parent design (highlighted in red) as the differences are only subtle. Fig 4.5(b), with a mutation rate of 10%, seems to strike a reasonable balance between variation in the population, whilst still producing children which are clearly related to the parent design, and relatively unchaotic results. As the rate of mutation increases, the resulting child designs become more chaotic (Fig 4.5(c), 4.5(d)). In fact, the designs with the mutation rate set at 30% suffer from large amounts of overlapping between stones and also the outside edge of the jewellery design even after thirty iterations of the Verlet shuffling. Conclusion Mutation in a design adjusts the location and/or rotation of individual stones, but this has a cascade effect once the Verlet algorithm has to shuffle the newly located stones into a valid space; this causes all other neighbouring stones also to have to move, and the design can look very different with even a small amount of mutation. Larger mutation rates lead to highly chaotic individuals in the 22



(a) Mutation = 0



(b) Mutation = 10%



(c) Mutation = 20%



(d) Mutation = 30%



Figure 4.5: Sample designs after ten runs



population, and only serve to prolong the amount of Verlet shuffling required for a valid, non-overlapping design. Instead, a rate of 10-20% seems large enough to introduce enough random variation into the population. Switching off mutation does not have the expected effect of creating identical designs which are all shuffled in the same way. Instead, there are still subtle variations between individuals. This is likely to be due to imprecision in the calculations for overlap and bearings in the Verlet shuffling; once one small difference in forces is applied to a single stone in a design, its slightly different movement compared to the same stone in other designs will have a knock-on effect on other stones in its path, and thus the whole design will appear slightly differently to the rest of the population.



4.3 4.3.1



Packing stones together Gravitational attraction



Hypothesis The Verlet algorithm can produce designs in which there are no overlapping stones, and all stones are within the bounds of the jewellery outline, but that still have significant gaps between the stones. This is inconsistent with the Pav´e style, which tries to minimise the gaps between stones by packing them together as tightly as possible. One intuitive and simple method for helping the designs to remain tightly packed is to initialise the stones at random locations confined to a central portion of the design (Fig 4.6). This will prevent any random initial locations of stones at the boundaries of the jewellery design, where they may be in a valid, 23



non-overlapping position, but where they will not have any reason to move towards other stones due to the repulsive forces employed by the Verlet shuffle. As was described in section 3.4.3, the Verlet algorithm can take more than one force acting upon the stones of the design into consideration. An attractive ‘gravitational’ force has been implemented in an attempt to draw all stones towards the centre of the jewellery design. It is believed that this should result in valid, non-overlapping designs which are more closely packed together in the Pav´e style than those created without an attraction force.



Figure 4.6: Initial random stone locations restricted to the middle third of a design



Results In addition to calculating the total area of overlap between all stones in a design, a measure of how closely-packed the stones are was employed as a fitness function. The degree of packing was calculated using Pythagoras’ triangle theorem a2 = b2 + c2 to cumulatively sum the distances from every stone to every other stone. Four values for the strength of the ‘gravitational’ force were examined, from 0 to 0.3, with the overlap error and ‘closeness’ value of the most valid (least-overlapping) design plotted for each run. Fig 4.7 shows the Verlet shuffling becoming gradually less efficient as the gravitational force is increased, as indicated by the slower improvements in the overlap error curve for the larger values of gravitation. This is to be expected, as the inwardly-acting gravitational force pushes more and more strongly against the outwardly-acting overlap force. However there is a corresponding global decrease in the cumulative distances between stones for different gravitation values, meaning that the gravitation is having the desired effect of pulling the design more tightly together. Fig 4.8 shows that at much larger gravitation force values, although the improvement in the cumulative distances between stones is better-defined on a downwards curve than for small values of the force, 24



Figure 4.7: Overlap and cumulative distance for different values of the gravitational force
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Figure 4.8: Overlap and cumulative distance for more extreme values of the gravitational force



(a) Gravity off



(b) Gravity on, set to 1



Figure 4.9: Designs after thirty runs, with and without gravitational attraction between stones
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the gravitation force starts to become counter-productive when attempting to produce valid designs. For relatively little improvement in the distances between stones (ie. the gaps in the design), there is a corresponding marked increase in the amount of overlap error. During shuffling with these large values, stones in the designs were observed to ‘ballooning’ in and out: contracting and packing together under gravity and overlapping each other, until the expansion force caused by the overlap becomes too great and all stones are forced apart from each other at speed. This can be seen particularly in the plot for a gravitation force value of 10, whereby the overlap decreases as normal until stones begin to pile up on top of one another. As they do so and the overlap increases, a rapid decrease in the overlap is recorded as the stones explode apart from each other. This less tightly-packed design is again improved upon by the Verlet shuffling before a second rapid expansion, with the result that the design never settles into stable equilibrium. Fig 4.9(a) is an example of a design which has been shuffled for many iterations (thirty runs) under standard conditions. Although many stones are packed tightly together, there is some obvious unnecessary empty space between stones, particularly those around the large red pentagon, and outliers such as stones 19, 20, and 21. Fig4.9(b) shows a design created with a gravitational force of 1 applied to the stones in addition to the standard overlap force. Note the tightly-packed arrangement of stones in the upper-right quadrant of the design (stones 0, 5, 8, 13, 14, 21, and 23) which is much more appropriate to the Pav´e design style. There are, however, still some anomalous stones such as numbers 3 and 12 which seem to be further away from the centre than necessary. Conclusion Gravitational attraction between stones and the centre of the design works well at low values to encourage the design to pack together more tightly in a Pav´e-like style, but is not guaranteed to minimise unused space in the centre. At higher values of the force, stones pack together more tightly, but they are forced to overlap each other, and thus work against the repulsive overlap force, with the result that the design balloons in and out from the centre perpetually as the group of stones expands and contracts. This type of ballooning could still be beneficial in some cases, as it will cause stones to move around each other and give them different routes towards the centre of the design, should they become stuck together so tightly in a rigid pattern that they prevent each other from moving freely during shuffling.



4.3.2



Initial randomising of stone rotation



Hypothesis As seen in Fig 4.9, there are many cases where a stone becomes trapped against the corner of a poorly-aligned neighbouring stone, and cannot move past it in order to fill an empty space during shuffling. In other cases, the alignment of a stone is not what would intuitively be expected for close packing together with others; for example the blue four-sided stones surrounding the large red stone and which do not share the same orientation as it. Clearly in some of these cases, the Verlet shuffling would benefit from having stones that are already aligned with each other before they are shuffled. The original design of the system randomly rotates stones whilst placing them in the initial populations. It is proposed that removing this random rotation, and preventing the stones from rotating during mutation (such that only the x, y position of the stone is mutated), will provide the shuffling algorithm with a collection of stones that should easily form into a lattice. This should reduce both the overlap and the distances between stones. Results As in the previous experiment, a range of values for the gravitation force were tested, but with mutation by rotation of stones disabled completely; all stones were initialised with the same orientation, and remained as such for the duration of the experiment. Preventing the rotation of stones in order to pack the stones together was actually more successful at reducing overlap, than at achieving the predicted effect of packing the stones closer together. The lowest overlap error (the plot in Fig 4.10 with gravity disabled) was approximately 100, which is far better than any of the best values in the preceding experiments. The cumulative distance error is surprisingly high, and gradually increases with time for the plot with gravity disabled, whereas the three plots with gravity enabled show an approximately similar improvement to each other in cumulative distance error. The cumulative distances are marginally better than those seen in the previous experiment on gravitational force. However, as noted in the previous 27



Figure 4.10: Overlap and cumulative distances between stones for different gravitational forces, with mutation by rotation disabled



experiment, the higher gravitational force values have a side-effect of producing much higher overlap errors. Again, though, this appears to be worse for designs with non-rotating stones than for the designs where stones are allowed to randomly rotate. Fig 4.3.2 shows some example designs produced from each run of the experiment, with different gravitational force values. It is clear that the simulated gravity is having the desired effect of bringing the stones closer together, and many of the stones are packing together more tightly than in designs where the stones are permitted to randomly rotate. However, there are still some obviously unintelligent positionings of stones, particularly those with large gaps around them to one side. Fig 4.11(d) is the most impressive in terms of causing the design to pack together closely, yet still has some odd positionings, such as the gaps between stones 7 and 9, and the position of stone 2. Conclusion Preventing stones in a design from rotating at random has unexpected benefits in reducing overlap between stones, but surprisingly does not greatly enhance the packing-together of the design. This does not, therefore, appear to be a feasible method for improving the design of the jewellery. What would perhaps be better is to permit the rotation of stones in a design, but to allow the forces acting upon stones to cause them to rotate according to the angle at which the forces are applied, in a more accurate simulation of the real world.



4.4



Basic aesthetics



Hypothesis In the Pav´e style it is common for one large precious stone to sit in the centre of the design, with a paving of smaller stones around it. It is already clear from the various examples throughout this 28



(a) Gravity = 0



(b) Gravity = 0.5



(c) Gravity = 2



(d) Gravity = 10



Figure 4.11: Sample designs with mutation by rotation disabled



section (Figs 4.5, 4.9,and 4.3.2) that this does not occur with the random mutation and force-based Verlet shuffling currently employed. However there is a possibility of using the gravitation force introduced previously to cause larger stones to accelerate towards the centre of the design more swiftly than smaller stones. Although this is not strictly how gravity works – all objects accelerate at the same rate due to gravity, regardless of mass – it is a commonly-held misconception of how gravity acts, and could be usefully implemented. It is proposed that multiplying the gravitation force, as supplied to the Verlet shuffling algorithm, by the square of the mass of the stone upon which the force acts, will produce the desired behaviour. Results The prediction has proved to be correct, as the larger stone in each of the designs became, and remained, centered very quickly due to the additional force pulling it inwards. The green eight-sided stones, which are marginally larger than the blue four-sided stones, also exhibit this effect by clustering closely around the large central stone (Fig 4.4).



(a) Standard conditions



(b) Rotation of stones disabled



Figure 4.12: Sample designs with mass-dependent gravity Fig 4.12(b) is an experimental run with random mutation by rotation of stones disabled, as described in the previous section. The stones at the top of the design have formed themselves into an attractive lattice and those around the bottom of the large central stone are tightly-packed. Conclusion Although not necessarily aesthetically pleasing, and still exhibiting a large degree of overlap, these results show that using mass-dependent gravity to arrange the stones more radially in order of size, is a very promising technique for generating the type of Pav´e jewellery as laid out in the project specifications. It appears that preventing the stones from rotating, and thus ensuring they share the same orientation, enhances this technique still further.
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Chapter 5



Conclusions Packages to aid in the automated construction of Pav´e jewellery exist, although at a price. One such example is ArtCAM1 , which makes use of a largely user-driven method of setting stones in jewellery: the user overlays a lattice of stones onto the item of jewellery, and all stones which overlap the edges of the piece are removed. The user then inserts small ‘bead’ stones in the remaining spaces. This mini-project has investigated more intelligent automated methods for creating such designs. Although the results are not yet sufficiently refined enough to be modelled directly onto jewellery, the techniques explored show much promise for future work and enhancement. Importantly, this miniproject presents a novel approach to automated evolutionary creativity, an area which remains poorlyunderstood. Particularly promising for the function of designing jewellery are the Verlet shuffling algorithm, and the work on simulating artificial ‘gravity’ to pull larger stones towards the centres of the designs; smaller stones are then seen to arrange themselves around the focal point automatically. The system developed during this mini-project does suffer from problems with stones overlapping each other, which would of course be impractical in an actual item of jewellery. The Verlet algorithm is designed to reduce this effect, but it has not been successful to the extent of totally removing all overlap between stones, particularly if the artificial ‘gravity’ is constantly pulling them in towards each other. Clearly, this system in its current form will not replace a professional jeweller, but it does provide a framework for allowing the creation of feasible design suggestions. One obvious application would be in an interactive system through which non-expert users can experiment with designs of jewellery they wish to commission. The intuitive evolutionary-art interface facilitates this idea further, as the user would be presented with a selection of designs similar to the one they are working on, and offered the choice of incorporating different, possibly novel, features into their design simply by selecting a different individual from the population and allowing the evolutionary algorithm to incorporate the changes. For further work on this mini-project, one obvious extension would be to experiment with different and more varied shapes of jewellery outline, rather than the rectangle presented in this report. The Verlet algorithm already caters for irregular outlines, but the program would have to be extended to support this. It would be interesting to see if stones ‘pile up’ in sections of an irregular design such that they cannot move past one another, or if the Verlet shuffling is able to evenly distribute the stones across the face of the jewellery. A very important addition to the Verlet shuffling would be to model the stones as fully free objects including rotational axes, such that a stone pressing against the corner of another stone will cause them both to rotate against each other until they fit snugly next to each other. This may greatly enhance the ability of stones in the designs to pack together closely in the Pav´e style. The Verlet timestep parameter produces fairly stable updates when held at an appropriate constant value, due in part to the self-annealing nature of the shuffling, but improvement may be gained by allowing the value to self-adapt according to the level of overlap error being experienced by the system in each design. Finally, and most ambitiously, a measure of automated aesthetic evaluation could be implemented. Such methods have been outlined by Wannarumon and Bohez (2004) and Wannarumon and Bohez 1 http://www.artcamjewelsmith.com/
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(2006), and include features such as rotational symmetry of designs, mirror symmetry, complexity, use of the golden ratio, unpredictability, and use of colour. If these measures were implemented, this would allow much larger population sizes to be evolved, as only the ‘best’ (as determined by the automated aesthetic evaluation) small selection of designs need be presented to the user. The user could have a genuine choice from a selection of attractive designs, which would improve greatly on the current system with only nine individuals in the population, none of which are guaranteed to conform to measures of ‘attractiveness’. This would, in turn, allow for a greater chance of evolving an attractive item of jewellery automatically.



31



Appendix A



Definition of gemstones used for testing The following is a copy of the text file used to define the Stones read into the Bag from which the Designs were created. 25 000012000 000012000 000012000 000012000 000012000 000012000 000012000 000012000 000012000 000012000 000012000 000050000 000050000 000050000 000050000 000050000 000050000 000050000 000050000 000050000 000050000 000050000 000050000 000050000 820000000



20 20 20 20 20 20 20 20 20 20 20 20 20 20 20 20 20 20 20 20 20 20 20 20 50



4 4 4 4 4 4 4 4 4 4 4 8 8 8 8 8 8 8 8 8 8 8 8 8 5



This creates a set of 25 Stones, 11 of which are four-sided and blue in colour with a radius of 20 pixels, 13 of which are eight-sided and green in colour with a radius of 20 pixels, and one of which is five-sided and red in colour with a radius of 50 pixels. A selection of sample layouts using this Bag of Stones can be seen in Fig A.1.
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Figure A.1: Sample designs created from the standard stones bag used for testing



33



Appendix B



Project proposal
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