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1.1 The Retail Store Chain



This paper describes the methodology adopted, techniques applied and lessons learned in building a data warehouse for a retail store chain. Primarily, the data warehouse is developed to create a central repository for a significant part of the data (sales and inventory) that the company collects. The data warehouse is to be utilized in extracting and exploring interesting information patterns, which will provide business insights that will assist management in improving business performance. In the course of the study, data warehouse technology is explored and appropriately applied to meet the intrinsic requirements of an organization with distributed operations but centralized management.



Sweet Dreams is a small retail chain company that sells a variety of goods. It has approximately 400 employees with 20 branches spread across the country and its warehouses are located at the central office. Although day-to-day retail operations are decentralized, management of the stores is centralized. Each branch runs a POS (point-of-sale) system that links to a server in the head office. Two or more ECRs (Electronic Cash Register) are connected to the branch computer system. Processing of transactions is distributed among branches (where each branch maintains its own database), although a central operational database and server are maintained in the head office; operational data from the branches are periodically uploaded and consolidated in the head office. Daily, the on-line transaction processing system (OLTP) generates about daily reports and approximately 5,000 transactions. Less than 10% of these reports are considered useful to support strategic decision-making. Data stored in the relational database may be characterized as detailed, current, with high update frequency and designed (record oriented) to optimize transaction performance. Although the OLTP has proved very useful in record keeping and reporting, it is unable to perform complex queries needed by executives in analyzing business operations and performance.
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1. INTRODUCTION In today’s very dynamic and highly competitive business environment, if there is a single key to survival, it is through the ability of organizations to analyze, plan and react to changing conditions rapidly. To do this, top managers, analysts and knowledge workers need more and better information. Today, a growing number of companies are turning to data warehousing as a strategic tool for decision-making. Analytical processing of voluminous and historical data generated by transaction processing systems can provide insights as well as emphasize critical information that can improve business performance such as increasing sales, lowering costs, gaining new customers, etc. Through the years, because of the enormous cost, time and risk involved in the implementation, data warehousing has been an option mostly for large companies. However, the recent introduction of turnkey integrated analytical tools has vastly reduced the cost of data warehousing technology and consequently, this has made it practical and even a competitive requirement for smaller companies to turn to data warehousing solutions as well. [16,13] This paper narrates the experience of Sweet Dreams1, a small company that opted to use data warehousing as a strategic tool to help it improve business performance. 1



“Sweet Dreams” is a fictitious name used in the paper. However, the company referred to in this paper is an existing full-pledged retail company.



Due to lack of appropriate information to support strategic decision-making, the company has been confronted with several business problems. For instance, the company experiences considerable loss for surplus or expired products brought about by inaccurate inventory estimates and sales projections. Also, the current system does not have the facility to keep track of customer’s purchasing habits, which if available, would greatly assist the company in pursuing various business strategies. Furthermore, the present OLTP does not store historical data, which is needed for business characterization, comparison and predictions (e.g. comparing sales performance, finding sales patterns of specific products, etc).



1.2 Research Motivation To solve the company’s present problems, the research focuses on building a data warehouse, which will give company executives, who make the decisions, the access to the data they need in a flexible and timely manner in order to increase value [11], without sacrificing the performance of the OLTP. The data warehouse will serve as a physical implementation of a decision support model and will house the information needed to make strategic decisions



[10]. It will be used to extract and explore interesting information patterns, which will provide business insights that will assist management in discovering customer’s purchasing habits for better retail stocking, capturing new markets through analysis of detailed customer buying trends, creating new revenue streams through effective advertising or promotions, and increasing productivity of executives through informed decisions [15].



2. Building the Data Warehouse Building a data warehouse is distinctly different from developing a traditional transaction processing system. Primarily, the heart of a data warehouse is data, while an operational system is focused on business processes and associated functionalities. Also, in contrast to a traditional transaction processing system, the process of designing a data warehouse follows an iterative development cycle. Often, data warehousing projects fail because of the (incorrect) way of applying or implementing the technology. With an iterative process, organizations minimize the risk of failure and increase productivity through an improved return on investment. [1,6,7]



2.1 Methodology The successfully implementation of a data warehouse requires a proven framework or methodology. The methodology advanced in this research is adapted from two models namely, DLSC (Decision Support Life Cycle), a methodology tailored for the development of a data warehouse [12] and CRISP-DM [6] a standard process model for data mining. Building the data warehouse for the company consisted of the following iterative phases: requirements gathering, data understanding, logical and physical data warehouse design and development, data mapping and transformation, populating the data warehouse (ETL), automating data management procedures, information modules (application) development, evaluation, and deployment. The order of executing the phases is not rigid. Moving back and forth between different phases is a requirement. [6]



2.2 Understanding the Business and the Data This initial phase of building the company data warehouse focuses on understanding the project objectives and requirements from a business perspective [6]. In gathering the business requirements, all available information about the company’s business situation (such as present company operations and procedures, customer satisfaction rating, competitive advantage factors, users expectations and perceived problems) were collected through survey questionnaires and interviews. Ultimately, the primary business objectives of why the company should pursue a data warehousing solution were identified. As gathered from interviews and surveys, specifically, company executives would like to have easy access to information that would characterize and discriminate sales and inventory data for specified periods by certain criteria such as “by branch”, “by product”, etc. They would like to use a more reliable model that would assist them in



forecasting sales and in discovering relationships/associations among their product lines (which would be used for marketing and sales strategies). During the data understanding phase, the gross properties of the data were examined, properties of attributes were analyzed in detail, and the quality of data was verified. The present OLTP has a relational database, which is built on a DOS version of Microsoft FoxPro. It consists of 17 tables, 328 fields, and 21 foreign keys. An initial exploration of the operational data showed that approximately 20% have missing values and 4% is noisy. At the conclusion of the data understanding phase, a subset of the attributes was chosen and considered relevant for analytical processing of sales and inventory.



2.3 Data Warehouse Schema: Dimensional Model Data warehouses have offered new ways to use and analyze corporate data. Their uses have evolved and expanded beyond centralized, enterprise-wide systems. However, data warehouses tend to be complex, expensive, and time consuming. [5] In order to standardize data analysis and enable simplified usage patterns, data warehouses are normally organized as problem-driven, small units, called “data marts”. Each data mart is dedicated to the study of a specific problem. [2] Increasingly, organizations are in need of more analysis, typically on a narrower range of data, than that provided by a data warehouse. For these applications, organizations turn to data marts. [5] To meet the requirements (as identified and gathered from the interviews and surveys conducted) of the users belonging to different business functions (departments), specifically sales and inventory, data marts are constructed for the retail company instead of a corporate data warehouse. The use of data marts will improve end-user response time due to lesser volume (a subset of the data warehouse) of data to access. Besides, each group of users, which belongs to a specific business function, has a collective view of data that is more clearly defined and can therefore be more easily targeted to obtain support for the system. The most popular model for a data warehouse or data mart is a multidimensional model, which allows the viewing of data in the form of a data cube. The multidimensional model can exist in the form of a star schema, a snowflake schema or a fact constellation schema. [10] The data mart model for the retail company uses the star schema. The star schema allows us to build a database structure that maps to how company executives want to view information, that is, through aggregated values (measures) and by specific criteria (or dimensions). The data mart model of the retail company consists of two star schemas namely, Sale and Inventory. Figure 1 shows the Inventory star schema, which consists of an inventory fact table and six dimension tables.



RDBMS, and to load preprocessed data to the MDBMS. An OLAP component is incorporated to improve decision-making. The OLAP component gets data from existing MDBMS and calculates a multidimensional hypercube, which is then graphically presented to the user in the form of bar chart, pie chart, grid, etc. It also allows pivoting of a resulting hypercube interactively.



2.5 Populating the Data Warehouse through ETL



Figure 1: Inventory Star Schema [15]



2.4 Data Warehousing System Development Framework Figure 2 shows the development framework adopted and various software tools used to build the data marts. It consists of several components, namely, Application Program Interface (API), Relational Database Management System, Multidimensional Database Management System (MDBMS), OLAP Component, and Windows Installer. The Data Warehousing System (DWS)2 of the company is implemented using Enterprise Manager of SQL Server 2000.
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Incomplete, noisy and inconsistent data are common properties of large real-world databases. However, processing of dirty data could lead to incorrect results or misleading statistics. In order to improve the quality of the data and consequently the quality of analytical or mining results, operational data must be preprocessed when loaded into the data warehouse. Data preprocessing consists of several operations, namely, selection, transformation, cleaning, integration and reduction. [10,14] It is sometimes referred to as the Extract-Transform-Load (ETL) process of data warehouses. The DWS has ETL protocols that provide automated methods to populate the data warehouse and ensure the quality of the data loaded. Particularly, the data selection protocols allow the user to choose which data is relevant to analytical processing of inventory and sales data. The DWS makes use of a data map and provides the user with a facility to define/select the source fields, destination fields, and transformation rules/procedures to be applied when converting the data from their present form and location to their desired format and destination. For example, to create the Products dimensional table, data is extracted from three tables in the operational database. During extraction, the source fields are mapped to the respective destination fields and the values of the primary key of the dimension table are automatically generated.
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Figure 2. DWS Development Framework [15] The APIs are developed to connect to the RDBMS used by the present OLTP sy stem, to extract and transform data from the
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Although data marts are built instead of a corporate data warehouse, in this paper, the system is called Data Warehousing System (DWS).



Data cleaning is another important operation of the ETL process. Ideally, it attempts to fill-in missing values, identify outliers and smooth out noisy data, and correct inconsistencies. In the DWS, protocols are devised to ensure that null and missing values are not accepted. However, since some data in the operational database (as discussed in section 2.1) are missing, the system fills-in the missing values by supplying default values. Also, the DWS is equipped with protocols that can identity and exclude redundant/duplicate data from the data warehouse. Furthermore, it has built-in procedures that detect some erroneous data (e.g. negative values for inventory levels) and then correct such data by providing default values. Unlike operational databases, data warehouses do not require current updates. However, the DWS has a facility to perform periodic updates. To refresh the data warehouse, the user may



select the subset of data to be uploaded by specifying the period covered (start date and end date). Actual loading of data is done through execution of SQL statements in stored procedures.



2.6 Data Warehousing System Architecture The DWS runs on a separate computer system that is linked to the server of the operational system. Figure 3 shows the network architecture of the DWS. Data is extracted and loaded directly from the operational server to the Data Warehouse server. This architecture mirrors the present organizational set-up of the retail company, that is, although day-to-day retail operations are decentralized, management of the stores is centralized. The target users of the DWS are mostly managers. To view queries or generate analytical reports, the user (through the client) runs the main interface from the OLAP system, constructs the desired query through the interface provided, sends the queries to the system and then waits for the results to be displayed on the screen or printed as reports. Once a request has been received from the client, the OLAP server checks the availably of the data, processes the queries and returns the results to the client. Branch 1 Headquarter Servver
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Figure 3: Network Architecture of Data Warehouse System [15]



the DWS performs OLAP operations (e.g. rotate, slice and dice, drill, roll-up) and produces charts (e.g. bar charts, line charts, step charts and 3D charts) and analytical reports (e.g. product relationships, characterization of products and branches, discrimination between products and branches). An OLAP interface allows company executives to analyze company data on several dimensions, view corporate changes over a period of time, perform various what-if analyses, and drill-down and discover the pattern of sales of certain products in a given period of time. [9] The DWS also holds metadata, which is often defined as data about data. In data warehousing, “meta-data” refers to anything that defines a data warehouse object, such as a table, a column, a query, a report, a business rule, or a transformation algorithm. [8] In the DWS, the MOLAP database has a data dictionary, which describes the attributes in the dimensional tables and their corresponding source location. It provides a blueprint for extractors that extract data from the OLTP and load it into the data warehouse. It serves as a map to the locations where information is stored in the warehouse. 2.7 Evaluating the DWS The evaluation phase assesses the degree to which the DWS meets business objectives of the retail company [6]. Several tests were conducted to determine the functional correctness, performance and acceptance of the system. Evaluation of the entire system consisted of four stages namely, unit testing, integration testing, system testing and acceptance testing. In unit testing the smallest elements of software, which include forms and modules (developed in Visual Basic 6.0) were tested. Regression testing and configuration testing were then conducted to measure the reliability and robustness of the integrated components and subsystems. Different software (e.g. Windows XP, Windows and Windows 2000 Advanced Server) and hardware configurations (e.g. Pentium desktop PC and AMD desktop PC) were used to evaluate support for the system. In regression testing, previously tested versions of the system were compared against the new version. During the development period, several versions have been created, each tested against previous versions to ensure that quality has not regressed with the new design, bugs or defects found in a previous version have been fixed and the new design has not introduced new defects. In the system testing stage, functionality and performance of the system were evaluated. Functionality tests ensure that each software function (e.g. load, rotate, slice) performs the desired behavior. Furthermore stress tests were conducted to evaluate the behavior of the system under abnormal or strenuous conditions. Table 1 shows the stress testing results of the system. The results show that load time and aggregation time increases linearly with respect to the database size.



Figure 4. DWS Architecture Figure 4 shows the multi-tiered architecture of the DWS, which is based and adapted from the multi-layered architecture suggested in [10,4,8]. Besides the ETL functions (discussed in section 2.5),



Table 1: Stress Test Results File: company.mdf
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Finally, a user evaluation test was conducted to validate the acceptability of the system. Thirty users were allowed to test run the system and subsequently were surveyed to evaluate the system. About 93% of the respondents think that the system is easy to use, 100% of them agreed that the new system provides full access to historical records, 90% of users think that the system can help them track customer behavior and 87% think the new system can assist them in forecasting sales. However, only 50% of users think that new system provides more functions. Such may be the view of half of the respondents because the new system does not capture day to day transactions and focus more on analyzing historical data. In terms of usefulness and trustworthiness of output generated by the system, all of the 30 respondents think that the new system produces better queries/reports/results. With regards to the functional correctness and performance of the system, 83% of users think that the system is stable (less vulnerable to system breakdown or data loss) and 83% of users think the speed of data retrieval and report generation is satisfactory.



3. Organizational Influence of Data Warehouse Two months after the system was deployed, an organizational evaluation was conducted to assess whether the business objectives were being met by the system. During the evaluation period, the company has been observed to obtain better sales forecasts, new marketing promotions were launched, there was a drop in sales returns, and performance of products and branches were properly monitored. With regards to the inventory performance, the following were observed: better product placement led to lesser inventory on hand, reorder level increased due to increase in sales, and transportation costs decreased due to better distribution decisions.



4. Some Lessons Learned



The experience of building and implementing a data warehousing system has taught us some valuable lessons. We would like to share some important observations and offer some recommendations in which future data warehouse projects can be built upon. First, from day one, it should be established that data warehousing is a joint user/builder project. A strong partnership should be established between the builders and the users of the system. Also, it is important to win the highest possible level of cooperation and support of decision makers, who settle funding and political issues. Second, the data warehousing team (consisting of builders and users) should have a sense of direction or focus. Right at the beginning, the team should be able to identify the specific business objectives and success criteria of the data warehouse project. Third, it should be established that maintaining data quality would be a continuing joint user/builder responsibility. We have observed that data problems are continually discovered. It is best to establish on day one that the task of ensuring data quality is going to entail some additional responsibility on users’ part too. And fourth, the user should be trained about the data stored in the data warehouse. We have observed that users often need more training about the data than about the tools used to access the data. User’s faith in the integrity of the warehouse data has played a major role during the development phase. The trustworthiness of the results of the system will depend on the quality of the data.



5. Conclusion Sweet Dreams is a small retail company that opted to use data warehousing as a strategic tool to help it improve business performance. The implementation of a data warehousing system gives the company a significant competitive advantage. Historical data is now used to identify trends. Current information is used to determine if those trends are occurring or changing. If the company extends this capability to permit the use of these patterns and trends to model future market and company behaviors, its ability to use its information is maximized. Consequently, the enterprise is able to move from making shortterm tactical decisions to making significant strategic long-term plans.
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