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CHAPTER 7 Reflection Justification is one among many dimensions of epistemic evaluation. We evaluate beliefs not only for justification and the lack of it, but also for truth and falsity, reliability and unreliability, knowledge and ignorance, and so on. Justification comes apart from these other dimensions of epistemic evaluation, since justified beliefs fall short of knowledge when they are false or when they are true but unreliable. A theory of justification should explain what justification is and how it differs from these other dimensions of epistemic evaluation. Knowledge is traditionally analyzed as justified true belief. On this analysis, justification is the property that turns true belief into knowledge. But one lesson of Gettier’s (1963) counterexamples to the traditional analysis is that there is no unique property that satisfies this description: justification is merely one among many properties that are necessary for a true belief to be knowledge. The failure of the traditional analysis means that we need an alternative account of what sets justification apart from other necessary conditions for knowledge. William Alston (2005) argues that debates about the nature of justification threaten to descend into purely terminological disagreements in which different epistemologists use the term ‘justification’ to pick out different epistemic properties that are necessary for true beliefs to be knowledge. The danger, Alston writes, is that “controversies over what it takes for a belief to be justified are no more than a vain beating of the air” (2005: 11). His reaction is to urge that epistemology should broaden its focus from traditional questions about the nature of knowledge and justification to include questions about the nature, importance, and inter-relations among a much wider range of epistemic desiderata. Alston’s epistemic pluralism is salutary. We should recognize multiple dimensions of epistemic value that matter to us in various different ways. At the same time, we need not follow his recommendation to eliminate use of the term ‘justification’ in epistemology. Instead, we can avoid the threat of purely terminological disagreement by defining justification in terms of its distinctive role in epistemic evaluation and then asking what justification must be like to play this role. On this approach, what matters is not so much the terminology that we use to pick out epistemic properties, but rather the role that they play in epistemic evaluation. As David Chalmers writes, “Instead of asking, ‘What is X?’, one should focus on the roles one wants X to play, and see what can play that role” (2011: 538). This is an application of the same methodology that Edward Craig recommends for the theory of knowledge: We take some prima facie plausible hypothesis about what the concept of knowledge does for us, what its role in our life might be, and then ask what a concept having that role would be like, what conditions would govern its application. (1990: 2) The general strategy is to begin by considering the purpose of using a concept in epistemic evaluation and to use this in constraining an account of the epistemic property picked out by the concept in question. A constraint of adequacy on an account of any epistemic property is
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that it should explain and vindicate the role that our concept of the property plays in epistemic evaluation. This methodology has several advantages. First, it promises to illuminate the value of justification. When we evaluate beliefs as justified or unjustified, these evaluations matter to us. A theory of justification should explain why they matter – that is, why justification is an important dimension of epistemic evaluation. Second, it promises to illuminate the nature of justification, since we can ask what justification must be like in order to play its distinctive role in epistemic evaluation. Third, it provides resources for resolving disagreement in intuitive judgments about cases, since we can appeal to the role of justification to adjudicate between conflicting intuitions. And finally, as noted above, it enables us to avoid purely terminological debates about how to use the word ‘justification’. What matters is not which terminology we use to pick out an epistemic property, but rather the nature and importance of its role in epistemic evaluation. This chapter explores the hypothesis that we use the concept of justification because of its connection with the practice of reflection on the epistemic credentials of our beliefs. Although I draw this hypothesis from the work of William Alston, I’ll develop it in a way that diverges from his own theory of justification. I’ll argue for the JJ principle, according to which you have justification to believe a proposition just in case you also have higher-order justification to believe that you have justification to believe it. Moreover, I’ll defend this proposal against a series of objections raised in recent work by Hilary Kornblith. Here is the plan. I’ll begin with the proposal that justification is an epistemic property that makes a belief stable under justified reflection (section 1). I’ll then use this proposal in arguing for the JJ principle (section 2) Finally, I’ll defend this proposal against Kornblith’s objections: the over-intellectualization problem (section 3), the regress problem (section 4), the empirical problem (section 5), and the value problem (section 6). I’ll conclude with some general reflections on the debate between internalist and externalist theories of epistemic justification. 1. Rationality and Reflection The guiding hypothesis of this chapter is that we use the concept of justification in epistemic evaluation because of its connection with the practice of critical reflection. This idea is perhaps most clearly articulated by William Alston, who writes: Why is it that we have this concept of being justified in holding a belief and why is it important to us? I suggest that the concept was developed, and got its hold on us, because of the practice of critical reflection on our beliefs, of challenging their credentials and responding to such challenges – in short, the practice of attempting to justify beliefs. (1989: 236) Critical reflection is the activity of revising our beliefs in light of our higher-order reflections on their justificatory credentials. In critical reflection, we reflect on which beliefs we have justification to hold, and we revise our beliefs accordingly. The aim is to bring our beliefs into line with our higher-order reflections about which beliefs we have justification to hold.
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As Alston construes it, critical reflection is the activity that we engage in when we attempt to justify our beliefs by reflecting on what makes them justified. He is careful to distinguish the activity of justifying our beliefs from the property of being justified, which is what we reflect upon when we engage in the activity. As I’ll explain, having justified beliefs requires neither engaging in the activity of justifying those beliefs through reflection nor even having the psychological capacity to do so. Alston’s proposal is not that reflection is what makes one’s beliefs justified, but rather that the importance of justification derives from its connection with the activity of reflection. To add some more detail, the proposal is that the standards for a belief to be justified can be defined by reference to the activity of critical reflection. Alston writes: It would, of course, be absurd to suggest that in order to be . . . justified, a belief must have actually been put to such a test and emerged victorious. In suggesting that the concept has developed against the background of such a practice the idea is rather that what it is for a belief to be justified is that the belief and its ground be such that it is in a position to pass such a test; that the subject has what it takes to respond successfully to such a challenge. A justified belief is one that could survive a critical reflection. (1989: 225-6) To a first approximation, the proposal is that a justified belief is stable under reflection in the sense that if it were subjected to reflection, then it would survive. Alston denies that a justified belief must actually survive the test of reflective scrutiny, so long as it has the potential to survive the test. Justification on this view is the epistemic property in virtue of which a belief has the potential to survive reflection.1 Alston’s proposal needs to be qualified in various ways. First, it is vulnerable to the objection that an unjustified belief could survive reflection if its basis were to change in the process. To avoid this objection, we can say that a justified belief is one that would survive reflection on its actual basis. So, for instance, a justified belief that is held on the basis of perceptual experience could survive reflection on the same basis (or a similar enough basis), although it would then be held reflectively, rather than unreflectively. Second, Alston (1989: 226, n. 45) registers doubts about whether the concept of justification extends to unreflective creatures, such as animals and children. But we can assuage these doubts by noting that a justified belief has the potential to survive critical reflection in virtue of the basis on which it is held and not in virtue of the subject’s reflective capacities. A justified belief is one that would survive on its actual basis if it were subjected to critical reflection by some idealized counterpart of the subject with the very same evidence together with the capacity to reflect on it. Animals and children can have justified beliefs in the absence of any capacity to engage in critical reflection, so long as their beliefs could survive on their actual basis in some idealized counterpart who has the relevant capacities. 1 Compare Audi’s process-property integration thesis: “a belief is justified . . . if and only if it has one or more other, non-normative properties such that (i) in virtue of them it is justified, and (ii) citing them can, at least in principle, both show that it is justified and (conceptually) constitute justifying it” (1988: 6). 
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Third, Alston’s proposal is vulnerable to the objection that when reflection is done poorly, justified beliefs can be abandoned and unjustified beliefs can be retained. To avoid this objection, we need to invoke another kind of idealization. We need to idealize not the subject’s capacity to engage in critical reflection, but the way in which this capacity is exercised. On a revised version of Alston’s proposal, a justified belief is one that is stable under justified reflection. Reflection is justified when you form justified higher-order beliefs about which beliefs you have justification to hold and you revise your beliefs in light of these justified higher-order reflections.2 Of course, this proposal contains an element of circularity. After all, I’ve just used the concept of justification in stating the conditions for a belief to be justified. This is no objection, however, since the proposal is not designed to give a reductive analysis of justification in more basic terms. Moreover, the circularity doesn’t make the proposal trivial. The general form of the proposal is that a belief is justified if and only if you would hold the belief in ideal conditions. This proposal is trivial if ideal conditions are simply defined as conditions in which your beliefs are justified. On my proposal, however, ideal conditions are defined in terms of justified reflection. Reflection is justified when you bring your first-order beliefs into line with your justified higher-order reflections. It is a substantive commitment of the proposal, but an extremely plausible one, that first-order beliefs formed in this way are themselves justified. Alston’s proposal is concerned with doxastic justification, rather than propositional justification: it is a thesis about the conditions under which one’s beliefs are justified, rather than the conditions under which one has justification for holding beliefs that one may not actually hold. Even so, the proposal can be extended as follows: A belief is doxastically justified if and only if you hold the belief on some basis on which it would be held after justified reflection. A belief is propositionally justified if and only if you have some basis on which the belief would be held after justified reflection. The key difference is that doxastic justification, unlike propositional justification, requires proper basing: that is, you must hold the belief on the same basis that the belief would be held after justified reflection. One objection to this proposal is that it commits a version of the conditional fallacy. After all, the process of engaging in justified reflection may have psychological side effects that change which propositions I have justification to believe. For example, if I were to 2 Foley (1993) gives a closely related analysis of “egocentric rationality” as invulnerability to self-criticism by one’s own deepest epistemic standards. However, Foley’s analysis does not allow for idealization in one’s epistemic standards, or one’s ability to apply them, but only in the conditions in which they are applied. Therefore, Foley’s analysis counts some dogmatic and delusional beliefs as rational, where I count them as unjustified because they would not survive appropriate idealization in one’s capacity for critical reflection. 



4



reflect on my justification to believe that rhubarb is a vegetable, then I would gain justification to believe that I was thinking about rhubarb. As things are, however, I’m not thinking about rhubarb, and so I don’t have any justification to believe that’s what I am thinking about. To avoid this problem, we need to understand the idealization in a way that brackets its psychological side effects. Following Michael Smith (1994), we can mitigate this problem to some extent by distinguishing two models of the relationship between one’s actual self and one’s ideal self, which Smith calls the example model and the advice model. On the example model, you have justification to believe a proposition if and only if your ideal self would believe it. On the advice model, in contrast, you have justification to believe a proposition if and only if your ideal self would advise that you believe the proposition. The conditional fallacy problem arises for the example model, but not the advice model, since your ideal self would not advise you to follow their example in cases where the idealization affects which propositions you have justification to believe. Hence, which propositions you have justification to believe is determined by the advice, rather than the example, of your ideal self.3 I’m now less optimistic than I used to be that this provides a fully general response to the conditional fallacy objection.4 Consider a case in which I have finkish evidence that justifies believing an omissive Moorean conjunction – say, it’s raining and I don’t believe it’s raining. In that case, my ideal self would neither believe the Moorean conjunction nor advise me to believe it. My reaction is that we should abandon the project of giving a conditional analysis of propositional justification in terms of the hypothetical responses of ideally rational agents. Any such analysis will be vulnerable to counterexamples involving finkish evidence. That doesn’t mean that we need to jettison Alston’s proposal altogether, but only that we need to restrict it to non-finkish cases: that is, cases in which the idealization doesn’t affect your justification to believe a given proposition. Alston’s proposal – as I’ve been developing it – gives an illuminating account of the connection between justification and reflection that holds in general, but not without exception. It fails in finkish cases where you justification to believe a proposition is affected by the process of engaging in justified reflection. Even so, it holds in non-finkish cases when engaging in justified reflection doesn’t affect your justification to believe the proposition in question. In such cases, you have justification to believe a proposition if and only if you have some basis on which you would believe the proposition after justified reflection. Epistemic agents can be idealized along many different dimensions, but many of these are irrelevant for understanding the concept of justification. Justified reflection cannot require being omniscient or infallible about the external world, since this would imply that 3 There is a structural parallel between this analysis of propositional justification and Smith’s (1994, Ch. 5) analysis of normative reasons in terms of hypothetical desires, according to which you have a reason for action if and only if you would desire that you so act if you were ideally rational. Smith’s idealization is rather different from mine, however, since his ideally rational agent is also omniscient and infallible about everything. 4 See Smithies 2015 for this response to the conditional fallacy objection. But see Smithies 2016 for discussion of Moore’s paradox and finkish evidence. 
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you have justification to believe all truths and only truths. Justified reflection must be understood in a way that allows for ignorance and error about the external world. Reflection is not a matter of gathering new evidence, but is a matter of reflecting on the evidence that is currently in your possession. Your reflection on your evidence can be fully justified even when your evidence is inaccurate and incomplete. Therefore, justified reflection is compatible with massive ignorance and error about the external world. Even the victim of a skeptical scenario, such as a brain in a vat, can engage in fully justified reflection. Given epistemic pluralism, we can allow that there are some epistemic properties that we care about because of their connection with the activity of gathering new evidence, as distinct from the activity of reflecting on the evidence that you already have. For instance, one lesson of Gilbert Harman’s (1973) assassination case is that knowledge must be stable under the acquisition of new evidence that you could easily possess. Suppose you read in the newspaper that the President has been assassinated, but (unbeknownst to you) the story is retracted in a media conspiracy later that day. In that case, your belief is justified because it is stable under reflection on the evidence that you currently possess. At the same time, your belief is not knowledge because it is not stable under reflection on evidence you do not possess, but which is easily available in your social environment. Justification is merely one among many conditions that are necessary for a belief to be knowledge. Since Gettier (1963), it has been widely assumed that justification is necessary but not sufficient for knowledge. Even so, this assumption is sometimes rejected.5 But it can be supported the proposal that justification is what makes a belief is stable under reflection. Justified belief is necessary for knowledge, since knowledge is stable under reflection, but a belief is stable under reflection only if it is justified. Justified belief is not sufficient for knowledge, however, since a belief can be stable under reflection even if it is false or accidentally true. In that case, the belief is justified, but it is not knowledge. 2. An Argument for the JJ Principle In this section, I’ll use the proposed connection between justification and reflection to argue for JJ principle below: The Propositional JJ Principle: Necessarily, you have justification to believe that p if and only if you have justification for the higher-order belief that you justification to believe that p. This version of the JJ principle is formulated in terms of propositional justification, rather than doxastic justification. As such, it needs to be distinguished sharply from the doxastic version of the JJ principle stated below:



5 Foley 1993, Lewis 1995, and Audi 2001 deny that justification is necessary for knowledge, while Sutton 2007, Littlejohn 2011, and Williamson 2013 claim that justification is sufficient for knowledge. 
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The Doxastic JJ Principle: Necessarily, your belief that p is justified if and only if it is properly based on a justified higher-order belief that you have justification to believe that p. The doxastic JJ principle implies the propositional JJ principle, but not vice versa, since you can have propositional justification to believe that p without having a doxastically justified belief that p. As I’ll explain in sections 3 and 4, the doxastic JJ principle is subject to an overintellectualization problem and a regress problem, whereas the propositional JJ principle avoids these objections. I’ll now argue for the JJ principle by appealing to the proposal that justification is what makes a belief stable under justified reflection. Here, as before, I’ll take Alston’s work as my starting point. Alston argues that a belief is justified and so has the potential to survive critical reflection only if its justifying ground or basis – what he calls a ‘justifier’ – is accessible to the subject upon reflection alone: A justified belief is one that could survive a critical reflection. But then the justifier must be accessible to the subject. Otherwise the subject would be in no position to cite it as what provides a sufficient indication that the belief is true. (1989: 225) And yet Alston denies that you always have higher-order epistemic access to the justificatory status of your beliefs. Instead, he defends a hybrid view – “internalist externalism” – which says that one must have access to one’s justifiers, although one need not have access to the facts in virtue of which they play their justifying role. Alston claims that one’s justifiers play their justifying role in virtue of their reliable connections to the external world. On his view, one’s justifiers must be accessible, but the facts in virtue of which they justify one’s beliefs – namely, their reliable connections to the external world – need not be so accessible. As a result, one might have access to one’s justifiers without having access to the facts about which beliefs they justify. The problem with Alston’s internalist externalism is that it undermines his proposal about the connection between justification and reflection. On his view, one’s beliefs can be justified without thereby having what it takes to survive a justified process of reflection. Indeed, Alston seems to acknowledge this point in the following passage: To illustrate, let’s suppose that experiences can function as justifiers, and that they are accessible to us. I can always tell what sensory experiences I am having at a given moment. Even so, if I am unable to tell what belief about the current physical environment is justified by a given sensory episode, I am thereby unable to regulate my perceptual beliefs according as they possess or lack experiential justification. (1989: 221) Suppose I form a justified belief on the basis of perceptual experience. And suppose my perceptual experience is accessible, but the fact that it justifies my belief is not. In that case, my belief is not stable under justified reflection. After all, the aim of reflection is to bring my beliefs into line with my justified higher-order reflections about which beliefs I have justification to hold. If don’t have justification to believe upon reflection that I have justification for my perceptual belief, then it cannot survive a justified process of reflection. 
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So, my justified beliefs are not stable under justified reflection unless what is accessible to me includes not only my justifiers, but also the facts about which beliefs they justify. My main goal here is not to criticize Alston’s internalist externalism, but rather to use a modified version of his proposal about the connection between justification and reflection in arguing for the JJ principle. Here is the argument in outline: (1) You have justification to believe that p if and only if you have some basis on which you would believe that p after justified reflection. (2) You have some basis on which you would believe that p after justified reflection if and only if you have justification to believe on reflection that you have justification to believe that p. (3) Therefore, you have justification to believe that p if and only if you have justification to believe on reflection that you have justification to believe that p. I defended both premises of this argument in section 1. The first premise states the proposal that justification is what suits a belief to withstand justified reflection, while the second premise articulates what it is for reflection to be justified. To recap, reflection is the activity of forming reflective beliefs about which beliefs you have justification to hold and revising your beliefs accordingly. Reflection is justified when you bring your beliefs into line with justified higher-order reflections about which beliefs you have justification to hold. This is why a belief is suited to withstand justified reflection just in case you have higher-order justification to believe that you have justification for the belief in question. The JJ principle follows given the further premise that you have justification for a belief just in case it has the potential to withstand justified reflection. As we saw in section 1, the premises of this argument are vulnerable to the conditional fallacy objection. My response was to restrict these premises to non-finkish cases in which engaging in justified reflection doesn’t affect your justification to believe that p. This means that the conclusion is restricted to non-finkish cases too. But it’s reasonable to regard this as a special case of a more general thesis that holds in finkish cases too. After all, the JJ principle doesn’t state the conditions for justification in terms of counterfactual conditionals, so the conditional fallacy objection doesn’t apply. Indeed, the JJ principle is what grounds the truth of the relevant counterfactuals in non-finkish cases. Why is it that if you have justification to believe that p, you have some basis on which you would believe that p after justified reflection? The answer is that, given the JJ principle, anything that justifies believing that p also justifies believing that you have justification to believe that p. In nonfinkish cases, this is enough to guarantee that you have some basis on which you would believe that p after justified reflection. If your reflection is justified, then you will form the justified higher-order belief that you have justification to believe that p, and you’ll thereby come to believe that p. Those who reject the JJ principle must reject one or both of these premises. In doing so, however, they must be careful to avoid purely terminological disagreement. Merely replacing the proposed conditions for justification threatens to change the subject by using the word ‘justification’ to pick out a different epistemic property. Given a reasonable epistemic pluralism, we can recognize many different epistemic properties that play many different roles in epistemic evaluation. We are not committed to the claim that all of these 
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epistemic properties are luminously accessible. The claim is that there exists some epistemic property that is luminously accessible, and this is the property for which we reserve the term ‘justification’. To accept the existence of such a property, while using the term ‘justification’ to pick out a different property, is to oppose accessibilism on purely terminological grounds. Those who oppose accessibilism on substantive grounds must argue that there is no important epistemic property is luminously accessible in the sense defined. In the rest of this chapter, I’ll defend this theory of justification against a series of objections raised by Hilary Kornblith. In his book, On Reflection, Kornblith criticizes what he regards as a chronic tendency in philosophy towards inflating the significance of reflection. More specifically, he argues against theories of knowledge and justification that give a central role to reflection, including those proposed by Laurence BonJour and Ernest Sosa. In what follows, I’ll explain how my own theory of justification provides the resources for answering Kornblith’s objections. I’ll also sketch a more general account of the significance of reflection that withstands Kornblith’s criticisms. 3. The Over-Intellectualization Problem BonJour (1985) argues that a belief is justified, and so constitutes knowledge, only if it is held responsibly on the basis of reflection. He motivates this claim using his example of Norman, who believes on the basis of a reliable clairvoyant power that the President is in New York. BonJour argues that Norman’s belief is unjustified, and so cannot be knowledge, because it is not held responsibly on the basis of reflection. He writes: Norman’s acceptance of the belief about the President’s whereabouts is epistemically irrational and irresponsible, and thereby unjustified, whether or not he believes himself to have clairvoyant power, so long as he has no justification for such a belief. Part of one’s epistemic duty is to reflect critically upon one’s beliefs, and such critical reflection precludes believing things to which one has, to one’s knowledge, no reliable means of epistemic access. (1985, 42) BonJour’s argument can be summarized as follows. A belief is justified only if it is held in an epistemically responsible way. Epistemic responsibility requires doing your epistemic duty, but one of your epistemic duties is to reflect critically on what you believe. More specifically, you have an epistemic duty to avoid beliefs which you have no justification to believe upon reflection are likely to be true given your evidence. Norman has no justification to believe upon reflection that he has any reliable evidence about the location of the President. So, in forming the belief that the President is in New York, he violates an epistemic duty. His belief is unjustified because it is not responsibly held on the basis of reflection. Kornblith’s first problem for BonJour’s account is the over-intellectualization problem. We often form beliefs automatically on the basis of perception, memory, or testimony without first reflecting on whether these beliefs are justified. BonJour’s account seems to have the skeptical implication that these beliefs are unjustified and so cannot be knowledge. As Kornblith writes, “Most of our beliefs are formed without the benefit of critical reflection, and so, on BonJour’s view, most of our beliefs are not in fact justified, and we thus have precious little knowledge” (2012: 11).
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In response, BonJour might challenge the assumption that critical reflection is not implicated in the formation of our perceptual beliefs. It’s certainly true that we rarely think consciously about the epistemic credentials of these beliefs. But it’s also quite plausible that we have standing higher-order beliefs that our perceptual beliefs are justified, reliable, and knowledgeable. If these higher-order beliefs are undermined – for instance, when we see mirages in the desert – then we tend to withhold forming beliefs on the basis of vision. Reflection may be poised to inhibit perceptual belief-formation even if our default setting is to form beliefs automatically on the basis of perception. Kornblith’s main point, however, is that you don’t need any capacity for reflection at all in order to have perceptual knowledge or justified belief. Some philosophers argue that having justified beliefs (and even having beliefs at all) requires being responsive to reasons, which in turn requires the capacity for reflection. In response, however, Kornblith argues that while justified belief requires responding to reasons, it doesn’t require conceptualizing reasons as reasons, and so it doesn’t require any capacity for reflection. Moreover, he argues on empirical grounds that many human infants and non-human animals have the capacity for cognition but not metacognition. In this connection, he cites the broken wing display in piping plovers, termite fishing in chimpanzees, and linguistic abilities in three-year-old children who fail the false belief task. In these cases, he argues, information is represented and integrated in cognition in ways that manifest the kind of responsiveness to reasons that is required for justified belief. As BonJour (2003, 34) concedes, his account seems to imply that human infants and non-human animals cannot have perceptual knowledge of the external world. This is hard to swallow. Another response is to maintain that justified belief requires the capacity for reflection, while denying that knowledge requires justified belief so construed. Ernest Sosa gives a version of this response by drawing a distinction between what he calls “animal knowledge” and “reflective knowledge”. He explains: For animal knowledge one needs only belief that is apt and derives from an intellectual virtue or faculty. By contrast, reflective knowledge always requires belief that is not only apt but also has a kind of justification, since it must be belief that fits coherently within the epistemic perspective of the believer. (1991: 145) According to Sosa, animal knowledge requires only true belief that is “apt” in the sense that it derives from a reliable disposition or “intellectual virtue” of the believer. It doesn’t require beliefs to be justified by reflection. Reflective knowledge, in contrast, requires that true beliefs are not only formed in a reliable way, but also justified by reflection on the reliable way in which they are formed. My main objection is that this proposal collapses the intuitive distinction between perceptual knowledge and clairvoyance. Sosa accounts for animal knowledge by rejecting the justification condition altogether and replacing it with a reliability condition. On this view, Norman’s clairvoyant beliefs satisfy the conditions for animal knowledge, since they are
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formed in a reliable way.6 But this is the wrong result: there is no sense in which Norman’s belief is justified and no sense in which it is knowledge. To avoid this result, we cannot entirely sever the connections between knowledge, justification, and reflection. Instead, we need a more nuanced account of these connections. BonJour claims that a justified belief must actually withstand reflective scrutiny, whereas I have claimed (following Alston) that a justified belief is one that has the potential to withstand reflective scrutiny. This doesn’t mean that the believer must have the reflective capacities needed to realize this potential. A justified belief has the potential to survive reflection in virtue of the basis on which it is held and not in virtue of the believer’s reflective capacities. It is based in such a way that it would survive on its actual basis if it were subjected to reflective scrutiny by some idealized counterpart of the subject who has the very same evidence but also has the requisite capacity for reflection. This provides an alternative to BonJour’s diagnosis of why Norman’s clairvoyant beliefs are unjustified. The crucial issue is not whether Norman engages in critical reflection or even whether he has the capacity to do so. Rather, the crucial issue is whether his belief has the potential to survive an ideally justified process of critical reflection. Norman’s belief is unjustified because it doesn’t satisfy this condition. After all, Norman has no justification to believe upon reflection that his evidence makes it likely that the President is in New York. As BonJour puts the point, “Critical reflection precludes believing things to which one has, to one’s knowledge, no reliable means of epistemic access” (1985: 42). You don’t need reflective capacities in order to satisfy this condition. Animals and children can have justified beliefs in the absence of any capacity for reflection so long as their beliefs are based in a way that gives them the potential to survive ideal reflection. Indeed, beliefs formed on the basis of perceptual experience typically satisfy this condition. An idealized counterpart of the subject can reflectively endorse the belief by recognizing that it is justified by the perceptual experience on which it is based. In conclusion, we can avoid the over-intellectualization problem without severing the connections between knowledge, justification, and reflection. Unlike BonJour, we needn’t deny that unreflective creatures can have knowledge, since some of their beliefs have the potential to survive ideal reflection. Unlike Sosa, we needn’t accept that Norman’s clairvoyance gives him knowledge, since his beliefs don’t have the potential to survive ideal reflection. In this way, we can avoid the problems that arise for both BonJour’s and Sosa’s theories of justification. 4. The Regress Problem Kornblith’s second problem for BonJour is the regress problem. On BonJour’s account, a first-order belief is justified only if it is based on justified second-order reflection, which is justified only if it is based on justified third-order reflection, and so on ad infinitum. But no 6 If animal knowledge is not available to reflective agents, then we can stipulate that Norman has no capacity for reflection. Compare Sosa: “no human blessed with reason has merely animal knowledge of the sort attainable by beasts” (1991: 240). 
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finite creature can have an infinite hierarchy of higher-order justified beliefs of infinitely increasing complexity. So, BonJour’s account generates the skeptical conclusion that no finite creature can have any justified beliefs at all. As Kornblith remarks, “No amount of reflective scrutiny is enough, for, whenever one stops reflecting, there is always some belief playing a would-be justificatory role which has itself gone unreflected upon” (2012: 13). A similar problem remains if we weaken the conditions for justified belief to require a capacity for justified higher-order reflection that may or may not be exercised. The problem for this account is that the capacity for justified second-order reflection requires a capacity for justified third-order reflection, and so on ad infinitum. And yet no finite creature has unlimited capacity for reflection: there are limits on the length and complexity of the reflective processes that we are capable of undertaking. So this account cannot avoid the skeptical consequence that no finite agent can have justified beliefs. My proposal avoids these skeptical consequences. A justified belief is stable on reflection in virtue of the basis on which it is held and not in virtue of one’s reflective capacities. There are limits on the length and complexity of the reflective processes that we are capable of undertaking, but not on those that our justified beliefs have the potential to withstand. A justified belief has the potential to withstand reflection of any finite length and complexity when conducted by an idealized counterpart of the subject with the very same evidence together with the requisite capacity for reflection. There are no finite limits on the length and complexity of reflective processes that our idealized counterparts can perform. The point remains that for every finite process of reflection, “there is always some belief playing a would-be justificatory role which has itself gone unreflected upon”. But this point is not damning for me in the way it is for BonJour. The problem for BonJour is that one’s reflections cannot contribute towards the justification of one’s beliefs unless they are justified by reflection themselves. Skepticism follows, since no finite subject can engage in reflection of infinite length and complexity. In contrast with BonJour, however, I don’t claim that a belief is justified only if it is based on reflection. A belief can play a justificatory role without being reflected upon, so long as it has the potential to withstand reflection by an appropriately idealized counterpart of the subject. Unlike BonJour, I formulate the reflective constraints on justification in terms of propositional justification, rather than doxastic justification. The version of the JJ principle that I argued for in section 2 generates an infinite regress for propositional justification, but not for doxastic justification. If you have first-order justification to believe that p, then you have second-order justification to believe that you have first-order justification to believe that p, and so on ad infinitum. However, it doesn’t follow that your first-order belief is justified only if it is properly based on a justified second-order belief, and so on all the way up the hierarchy. Your first-order belief that p is justified when it is properly based on the evidence that justifies believing that p. It’s just that your evidence justifies the first-order belief that p only if it also justifies the second-order belief that your evidence justifies the first-order belief that p, and so on ad infinitum. The infinite regress for doxastic justification is vicious because it implies the skeptical conclusion that no finite agent can have justified beliefs. In contrast, the infinite regress for propositional justification is benign, since it has no such skeptical implications. It just means 
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that whenever you have justification to believe a proposition, you also have justification to believe an infinite series of metajustificatory propositions. This is no more problematic than the claim that whenever you have justification to believe that p, you also have justification to believe that p or q, and that p or q or r, and so on ad infinitum. In the rest of this section, I’ll defend the infinite regress of propositional justification against three objections. The first objection is that the infinite regress is vicious because it implies that the chain of justificatory dependence has no end point. If the chain of justificatory dependence has no end point, then no beliefs can be justified in the first place. So the threat of skepticism reappears after all.7 In reply, this objection conflates necessitation and dependence. The JJ principle implies that first-order justification necessitates higher-order justification, but it doesn’t imply that first-order justification depends on higher-order justification. Dependence is more fine-grained than necessitation. According to the JJ principle, for instance, necessitation relations hold in both directions between first-order and higher-order justification, whereas dependence holds only in one direction. This is because dependence is asymmetric, whereas necessitation is neither symmetric nor asymmetric.8 There is no commitment to the claim that first-order justification depends upon higher-order justification. Indeed, in chapter 6, I argued that higher-order justification depends on first-order justification, not vice versa. When my evidence justifies the first-order belief that p, it thereby justifies the second-order belief that it justifies the first-order belief that p, and so on ad infinitum.9 The second objection is that the infinite regress implies that we are rationally required to believe infinitely many propositions. But this is absurd. After all, finite agents cannot believe infinitely many propositions, but surely we don’t violate the requirements of epistemic rationality just by virtue of being finite agents. Epistemic rationality doesn’t require that we have infinite capacities! In reply, this objection assumes an implausible connection between propositional justification and requirements of rationality. Epistemic rationality requires that you believe propositions only when you have justification to believe them, but it doesn’t require that you always believe propositions whenever you have justification to believe them. When your evidence justifies believing that p, it also justifies believing that p or q, that p or q or r, and so on ad infinitum. As Gilbert Harman (1986) notes, however, epistemic rationality doesn’t require cluttering up your mind with pragmatically irrelevant disjunctions. The third objection is that the infinite regress of propositional justification implies that you cannot always convert your propositional justification into doxastic justification. After all, it implies that you sometimes have justification to believe metajustificatory 7 This is a standard objection to infinitist conceptions of justification. Add references. 8 See Fine (2001) and Schaffer (2009) for the claim that grounding – that is, dependence – is more fine-grained than necessitation. 9 In Smithies 2014, I make this point in defending foundationalism against the arguments of Sellars (1956), BonJour (1978, 1985) and Klein (2005). 
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propositions that are so complex that you’re incapable of believing them at all. This violates the following doxastic constraint on propositional justification: The doxastic constraint: necessarily, you have propositional justification to believe that p only if you’re capable of believing that p in a way that is doxastically justified. In reply, however, I’ll argue that there is no compelling basis for the assumption that there is any such doxastic constraint on propositional justification. According to evidentialism, your evidence determines which propositions you have justification to believe. In some cases, however, your evidence may justify believing propositions that you cannot believe at all or perhaps only in a way that is unjustified. Richard Feldman and Earl Conee make this point in their classic defense of evidentialism: Suppose that there were occasions when forming the attitude that best fits a person’s evidence was beyond normal cognitive limits. This would still be the attitude justified by the person’s evidence. If the person had normal abilities, then he would be in the unfortunate position of being unable to do what is justified. (1985: 19) We can use this point to generate counterexamples to the doxastic constraint. Suppose Dr. Watson and Sherlock Holmes have exactly the same evidence which justifies the conclusion that the butler committed the crime. Since the evidence is very complicated, only an expert detective like Sherlock Holmes can solve the case. An amateur like Dr. Watson may be unable to form a justified belief on the basis of the evidence. For a more extreme case, consider a patient with Capgras delusion who believes that his spouse has been replaced by an imposter. All the evidence suggests otherwise, but since the patient is delusional, he is incapable of forming a justified belief on the basis of the evidence.10 Are there any good reasons to accept the doxastic constraint? Some philosophers argue for the doxastic constraint by defining propositional justification in terms of doxastic justification. Here, for example, is a proposal from John Turri: Necessarily, for all S, p, and t, if p is propositionally justified for S at t, then p is propositionally justified for S at t because S currently possesses at least one means of coming to believe p such that, were S to believe p in one of those ways, S’s belief would thereby be doxastically justified. (2010: 320) According to this proposal, what makes it the case that you have propositional justification to believe that p is that you have some way of forming the doxastically justified belief that p. A consequence of this proposal is that the limitations of your doxastic capacities constrain which propositions you have justification to believe. Turri’s proposal is subject to counterexamples involving finkish evidence. Since evidence for an omissive Moorean conjunction is always finkish, one cannot satisfy the 10 See Feldman and Conee (1985: 17), Alston (1988: 286-8), Pryor (2001: 114-5), and Christensen (2004: 161-2) for additional examples of this kind. 
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proper basing relation that converts propositional justification into doxastic justification. However, it doesn’t follow – as Turri’s proposal implies – that you cannot have evidence that gives you propositional justification to believe an omissive Moorean conjunction. You can certainly have evidence that it’s raining, while also having evidence that you don’t believe that it’s raining. In that case, however, your evidence justifies believing an omissive Moorean conjunction.11 A more standard view is that doxastic justification can be defined in terms of propositional justification plus proper basing. Here is a more precise statement of this view: Necessarily, for all S, p, and t, S’s belief that p is doxastically justified at t if and only if at t, S has evidence e that makes it the case that p is propositionally justified for S, and S believes that p in a way that is properly based on evidence e. This is not to give a reductive definition of doxastic justification in terms of propositional justification. There may be no way to define proper basing except non-reductively as the relation that converts propositional justification into doxastic justification. Indeed, I suspect that no reductive definition of proper basing is immune from counterexamples of exactly the kind that Turri (2010) proposes. Like Williamson and others, however, I tend to regard the project of reductive definition in epistemology as fairly moribund.12 The case for the doxastic constraint evaporates on this account of the connection between propositional and doxastic justification. Having the capacity to form a doxastically justified belief that p requires not only having evidence that gives you propositional justification to believe that p, but also having the doxastic capacity to believe that p in a way that is properly based on the evidence. But there is no guarantee that meeting the first condition suffices for meeting the second condition. You might have evidence that gives you propositional justification to believe that p without having the doxastic capacity to believe that p in a way that is properly based on the evidence. Indeed, that is exactly what we say in the examples of Dr. Watson and the Capgras patient. We can articulate a much tighter connection between propositional justification and doxastic justification in the case of ideally rational agents. If you’re ideally rational, and you adopt some doxastic attitude towards the proposition that p, then you have propositional justification to believe that p if and only if you have a doxastically justified belief that p. But ideal rationality is a standard that we humans don’t satisfy and we’re probably incapable of satisfying. Hence, there is no basis here for the doxastic constraint. I suspect that much of the attraction of the doxastic constraint comes from the reliabilist project of defining propositional justification in terms of doxastic justification, 11 See Smithies 2015 for a more extended discussion of this point. 12 In chapter 10, I explicate proper basing in terms of safety from absence of propositional justification, but I doubt that the relevant conception of safety can be understood except in terms of doxastically justified belief. Compare: Williamson (2009) understands knowledge in terms of safety from error, but he denies that the relevant conception of safety can be understood except in terms of knowledge. 



15



which is then defined in terms of reliable doxastic dispositions.13 But we don’t need to subscribe to this reliabilist project in order to explain how epistemic facts about propositional justification are determined by non-epistemic facts. In chapter 5, I argued for a version of phenomenal mentalism on which epistemic facts about propositional justification are determined by non-epistemic facts about our phenomenally individuated mental states, rather than by our doxastic dispositions to respond to those mental states. Another argument for the doxastic constraint is that justification is a source of epistemic obligations that cannot bind you unless you’re capable of fulfilling them. This argument appeals to a deontological conception of justification together with an epistemic ‘ought’ implies ‘can’ principle: (1) The deontological conception of justification: If you have propositional justification to believe that p, then you ought to believe that p in a way that is doxastically justified. (2) The epistemic ‘ought’ implies ‘can’ principle: If you ought to believe that p in a way that is doxastically justified, then you can believe that p in a way that is doxastically justified. Therefore, (3) The doxastic constraint: If you have propositional justification to believe that p, then you can believe that p in a way that is doxastically justified. I’ll consider two options for blocking this argument: either (i) reject the deontological conception of justification or (ii) reject the epistemic ‘ought’ implies ‘can principle. I’ll argue that, given the context-sensitivity of ‘ought’ claims, there is no deep question about which of these options we should prefer. The first option is to deny premise (1) by rejecting the deontological conception of justification as a source of epistemic obligations that we are required to comply with. For example, William Alston (1988) argues that we should reject this in favor of an evaluative conception of justification as a source of epistemic values or evaluative ideals. On this view, there is no epistemic obligation to form beliefs rationally on the basis of evidence, but there is nevertheless a distinctive kind of epistemic value in doing so. The second option is to deny premise (2) by rejecting the epistemic ‘ought’ implies ‘can’ principle. Richard Feldman (2000) argues that there are so-called ‘role oughts’ which apply to anyone who plays a certain role, regardless of how well they are capable of playing that role – for instance, chefs ought to make delicious food and jugglers ought to keep their balls in the air. Similarly, Feldman argues, there are epistemic ‘oughts’ that apply to us in virtue of our role as believers: “It is our plight to be believers. We ought to do it right. It doesn’t matter that in some cases we are unable to do so” (2000: 676). Deciding between these options depends on how we understand the relationship between values and obligations. Are we obliged to achieve evaluative ideals or merely to approximate towards them as closely as we can? It seems to me that there is no deep answer to this question. On the one hand, we can recognize a “thin” sense in which we ought to 13 Goldman 1979 is a very clear example of this project, e.g. he defines ex ante justification in terms of ex post justification, and gives a reliabilist theory of ex post justification. 
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achieve ideals regardless of whether we’re capable of doing so. As Feldman and Conee say, “In any case of a standard for conduct . . . it is appropriate to speak of ‘requirements’ or ‘obligations’ that the standard imposes” (1985: 19). On the other hand, we can also recognize a “thick” sense in which we can held responsible for fulfilling our obligations in a sense that makes it appropriate to adopt reactive attitudes, such as praise and blame. Our obligations in this thick sense depend on our limited capacities – that is, we’re obliged to do only what we’re capable of doing. After all, we wouldn’t blame someone who violates an ideal, but who nevertheless comes as close as she can.14 The argument for the doxastic constraint equivocates between thick and thin senses of ‘ought’. Given this ambiguity or context-sensitivity of ‘ought’ claims, both premises can be given a true reading. However, there is no single reading of the argument on which both premises are true. In the thin sense of ‘ought’, premise (1) is true, but premise (2) is false: we’re not always capable of fulfilling our epistemic obligation to form beliefs rationally on the basis of evidence. In the thick sense of ‘ought’, premise (2) is true, but premise (1) is false: we have no epistemic obligation to form belief rationally on the basis of the evidence, but there is nevertheless some distinctive epistemic value in doing so. However we interpret the argument, it fails to establish that rational ideals must be humanly attainable. In general, there is no good reason to suppose that all evaluative ideals worth caring about must be humanly attainable. We can and do evaluate the performance of human beings along dimensions whose extremes lie beyond human reach. Rational ideals – like ideals of morality, scientific understanding, and chess – may lie beyond our limited human capacities. The ideals themselves need not be humanly achievable so long as we can make sense of better and worse approximation towards those ideals. Christensen (2004: 162) puts the point effectively: “Not all evaluation need be circumscribed by the abilities of the evaluated. In epistemology, as in various other areas, we need not grade on effort.” One might object that this idealized conception of justification loses touch with our ordinary practices of epistemic evaluation. Frege’s belief in Axiom V was surely justified by ordinary standards, even though it was not ideally justified, since it was not suited to survive ideal reflection on the set-theoretical paradoxes later discovered by Russell. In reply, we can recognize a distinction between ordinary and ideal conceptions of justification while recognizing an explanatory connection between them. Being justified by ordinary standards is a matter of meeting some contextually determined threshold on a scale that is defined by reference to the ideal – in other words, it is a matter of approximating towards the ideal to a sufficiently high degree. On this view, we can reconstruct everyday notions of justification by reference to an idealized notion of justification that abstracts away from our contingent psychological limitations together with further assumptions about the nature and extent of those limitations.15 14 Pryor (2001: 115, fn. 36) draws a related distinction between thick and thin senses of ‘obligation’. This context-sensitivity can be modeled using Kratzer’s (1981) semantics for ‘ought’ and other modal expressions. [Say more?] 15 I’ll say much more about this distinction between ideal and non-ideal conceptions of epistemic justification in chapter 9. 
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5. The Empirical Problem The third problem that Kornblith raises is the empirical problem. Why suppose that our beliefs are justified only when they have the potential to survive reflection? It is often assumed that reflection makes us more reliable by weeding out logical fallacies, hasty generalizations, baseless prejudice, and wishful thinking. There is empirical evidence, however, that reflection doesn’t always make us more reliable and that it often makes us less reliable. Kornblith concludes, “What commonsense tells us is a way of screening our beliefs in order to make them more accurate turns out, instead, in many cases, to be a route to little more than self-congratulation” (2012: 3). Here are the key points that Kornblith makes in the course of his extensive review of the empirical literature. There are many cases in which our beliefs are influenced by seemingly irrelevant factors that we are not consciously aware of and whose influence on our beliefs is undetectable by means of introspection. At the same time, we have a tendency to confabulate post-hoc rationalizations for these beliefs without recognizing that this is what we’re doing. I’ll mention just one classic study from a much larger literature. Richard Nisbett and Timothy Wilson (1977) found that subjects showed a strong right-hand-side bias when choosing between qualitatively identical pairs of socks, although subjects were unaware of this bias, and tended to rationalize their choices by citing non-existent differences in texture, color, and so on. After surveying many other experimental results of this kind, Kornblith concludes: “Asking subjects to introspect more carefully, or think longer and harder about the sources of their beliefs, is entirely useless in many of these cases” (2012: 23). I’ll make three points in response to this empirical problem. The first point is that even if reflection tends to make us less reliable when it is done poorly, it tends to make us more reliable when it is done well. In Nisbett and Wilson’s study, for instance, subjects cannot know by reflection the motivating reasons for which they act as they do. After all, they cannot know by reflection that they’re susceptible to right-hand-side bias. However, they can know by reflection that there are no good normative reasons for choosing the socks on the right, since there’s no reason to believe that they are qualitatively different from the socks on the left. Insofar as these subjects believe they are acting for good reasons in choosing the socks on the right, they are not reflecting in a rational way. Of course, what the empirical findings show is that reflection is not always done rationally – we do sometimes engage in confabulation and perhaps much more often than we tend to realize.16 The second point, however, is that the empirical evidence about the power of reflection is not universally negative. Reflection can and sometimes does increase our reliability in reasoning about a range of distinct topics. Here are just three examples from a recent review. (1) Logical reasoning: Gagne and Smith (1962) found that performance on the Tower of Hanoi problem was improved in subjects who were required to verbalize their reasons for each move. (2) Moral reasoning: Small et al. (2007) counteracted the identifiable victim effect by instructing subjects to engage in deliberation about their decisions to donate money to charity. (3) Emotion regulation: Pennebaker and Chung (2007) found that asking 16 The literature on implicit bias is especially relevant here. See Gendler (2014) for a recent review and discussion. 
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subjects to reflect on traumatic personal experiences caused improvements in health that resulted from analyzing the trauma.17 The third and final point is that our account of the reflective stability of justified belief needs to be qualified in light of these empirical facts. When reflection is done poorly, justified beliefs can be abandoned and unjustified beliefs can be retained. So a justified belief cannot be defined as one that is stable under any empirically plausible process of reflection. Instead, a justified belief should be defined as one that is stable under an idealized process of reflection – that is, a process of reflection that is ideally rational, reasonable, or justified. Human reflection may never satisfy this ideal, but the crucial point is that it can be evaluated by the degree to which it approximates towards this ideal. Kornblith (2012, Ch. 4) criticizes a related proposal that Christine Korsgaard makes about the nature of reasons. She writes: We need reasons because our impulses must be able to withstand reflective scrutiny. We have reasons if they do. The normative word ‘reason’ refers to a kind of reflective success. (1996: 93) Korsgaard presents this proposal as a metaphysical account of the source of normativity. The proposal is that normativity has its source in reflection: the correct normative standards are the standards that we would endorse upon reflection. The problem is that there is no guarantee that our reflections will converge upon correct normative standards given the empirical facts about the unreliability of reflection. Korsgaard invokes an idealization to solve this problem: she appeals to “a person who reasons all the way back, who never gives up until there is a completely undeniable, satisfying, unconditional answer to the question”. As Kornblith argues, however, this doesn’t solve the problem, since idealizing the length of reflection without idealizing its quality does nothing to guarantee that it will converge upon correct normative standards. What Korsgaard needs is an idealization that is understood in more robustly normative terms, but she cannot avail herself of this without compromising her own metaphysical project of explaining the source of normativity. My own response to the empirical problem invokes a normative idealization: I claim that a justified belief is stable under reflection that is ideally rational, reasonable, or justified. Given Korsgaard’s project, this kind of normative idealization is illegitimate, since it presupposes normative facts of the very same kind that she seeks to explain. My own project is different from Korsgaard’s, however, since I am not trying to give a metaphysical account of the source of normativity. Given my project, it is perfectly legitimate to appeal to normative facts in constraining the idealization. Kornblith (2016) raises some doubts about this appeal to normative idealization. On my view, agents who engage in ideal reflection are infallible about which propositions they have justification to believe. This is a consequence of the JJ principle together with the claim 17 See Baumeister, Masicampo, and Vohs 2011. The official topic of the review is the role of consciousness in reasoning, but the authors define consciousness in terms of reflection or higher-order thought, so they review empirical evidence concerning the role of reflection. 



19



that ideal reflection requires forming justified beliefs about which propositions you have justification to believe. Kornblith’s objection is that no conception of ideal reflection that requires infallibility can be regarded as an idealized version of the reflective mechanisms that we actually have. He concludes, “the conception of idealized reflective processes which Smithies offers us seems to have lost all connection with the phenomenon of human reflection which it sought to use to illuminate both reflection and knowledge” (2016, 77). Kornblith illustrates the point by drawing an analogy with vision. The human visual system is unreliable under certain kinds of distorting conditions, such as bad light or fog, but it is much more reliable under optimal conditions when these distortions are absent. Even so, it’s not perfectly reliable, even under these ideal conditions, since it’s vulnerable to certain kinds of visual illusion. Moreover, it’s not clear that we can make any sense of an idealization that makes the visual system completely immune from visual illusions. After all, visual illusions result from the proper functioning of the visual system, and not from distortion or outside interference. As Kornblith says, “The human visual system without the visual illusions is not an idealized visual system. It is no visual system at all” (2016, 76). Kornblith suggests that the situation in the case of reflection is much the same. Just as vision generates illusions, even under ideal conditions, so does reflection. For example, the subjects in Nisbett and Wilson’s experiment took themselves to have direct introspective access to their reasons for action, when in fact they were just confabulating. What the subjects were doing, Kornblith says, is performing an unconscious explanatory inference: “Why did I pick the socks on the right? I must have had some good reason, so the socks on the right are somehow preferable.” In this case, the inferential mechanisms involved in reflection lead us into error. In other cases, however, the same inferential mechanisms are responsible for our knowledge of our reasons for action. But we cannot make any sense of mechanisms of reflection that are so idealized that they are entirely immune from error. Kornblith writes, “Talk of idealized reflection which isn’t subject to . . . errors postulates a mechanism which is nothing short of a miracle. It is not reflection without interfering factors; it is reflection without reflective processes” (2016, 77). I’ll make two points in responding to Kornblith’s challenge. The first point is that explanatory inference may be required for reflective knowledge of motivating reasons for which we act, but it’s not required for reflective knowledge of our normative reasons for acting. Similarly, explanatory inference may be required for reflective knowledge that our beliefs are based in a way that makes them doxastically justified, but it’s not required for reflective knowledge of which beliefs we have propositional justification to hold. In earlier chapters, I’ve argued that we’re always in a position to know which beliefs we have propositional justification to hold on the basis of introspection and a priori reasoning alone. Moreover, I’ve argued that introspection is epistemically privileged in the sense that it is less vulnerable to ignorance and error than other ways of knowing about the world, including both visual perception and explanatory inference. The claim is not that the mechanisms of introspection are completely immune from error – they are certainly not – but rather that introspective errors always reflect some rational failing. This point has no analogue for either visual perception or explanatory inference. The second point is that Kornblith’s model of idealization is not the same as mine. His model is to consider how a mechanism would function in optimal conditions in which 
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there is no distortion or outside interference. This is a perfectly legitimate conception of idealization, but it is not the one I have in mind. I’m appealing to a more robustly normative conception of idealization, according to which ideal reflection meets the most demanding normative standards of ideal rationality. I don’t claim that all human deviations from ideal rationality can be explained in terms of distortion or interference. Ideal rationality may simply lie beyond our limited human capacities. If so, then perhaps ideal rationality requires superhuman cognitive capacities. Does that mean we humans have no reason to care about ideal rationality? Not at all: we care about being more or less rational, and ideal rationality is the limiting case. Ideal rationality may not be humanly achievable, but that doesn’t mean we shouldn’t care about coming as close to ideal rationality as we can. One final point: my proposal, unlike BonJour’s, makes no commitment to the claim that we have a standing obligation to engage in reflection. Kornblith raises the objection that we’re under no such obligation when we have empirical reason to believe that engaging in reflection is likely to make us less reliable. What this shows, I think, is that for non-ideal agents like us, sometimes the best strategy for forming justified beliefs that are stable under reflection is actually not to engage in reflection at all. But this is consistent with the proposal that ideal reflection sets the standards for what counts as a justified belief in the first place. 6. The Value Problem The fourth and final problem that Kornblith raises is the value problem. If justification is the epistemic property that makes a belief stable under reflection, then why should we care about justification? Why regard this an important dimension of epistemic value? One answer is that reflection makes us more reliable and hence beliefs that are stable under reflection are objectively more likely to be true.18 The empirical problem, as we’ve just seen, is that reflection sometimes makes us less reliable and also less justified. I’ve argued that we can respond to this problem by invoking an idealization. This doesn’t solve the value problem, however, for at least two reasons. First, not even fully rational reflection guarantees reliability, since it’s compatible with the kind of massive ignorance and error that obtains in skeptical scenarios. And second, whatever reliability can be achieved through rational reflection can in principle be achieved without it by means of reliable first-order beliefforming processes. Kornblith’s view is that reflection has no distinctive epistemic value. On this view, reflection is just one among many ways of forming beliefs about the world. It is valuable insofar as it makes us more reliable and not otherwise. Here is Kornblith: From an epistemological point of view, we should value reflection to the extent that, and only to the extent that, it contributes to our reliability. Epistemologically speaking, there is no reason to value reflectively arrived at belief in general over unreflective belief. (2012: 34) 18 Given evidentialism, there is a trivial sense in which justified beliefs are epistemically likely to be true, since the epistemic likelihood of a proposition can be defined as the likelihood that it is true given the subject’s justifying evidence. 
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Here, Kornblith seems to be assuming a form of epistemic monism, the thesis that truth is the only intrinsic epistemic value. It follows that the epistemic value of reflection must be explained instrumentally in terms of its reliability or truth-conduciveness. According to epistemic pluralism, in contrast, there are multiple dimensions of epistemic value, not all of which can be explained in terms of reliability. In the present context, it is question-begging to assume that reliability is the only dimension of epistemic value, since many internalist theories deny that the value of justification can be explained in terms of reliability. Even so, the challenge remains to explain why reflection is valuable given that it is not always guaranteed to increase reliability. Are there any other benefits that reflection provides that cannot be achieved in any other way? My proposal is that reflection has normative significance because it is the sine qua non for being a person – that is, someone who can legitimately be held responsible for their beliefs and actions. On this account, persons are distinguished from other animals by features of their individual psychology – namely, their capacity for reflection. But the significance of this capacity emerges only given its function in the social and interpersonal context of participation in human relationships. As I use the concept, personhood is a normative kind, rather than a biological kind. Harry Frankfurt puts the point eloquently below: The criteria for being a person do not serve primarily to distinguish the members of our own species from the members of other species. Rather, they are designed to capture those attributes which are the subject of our most humane concern with ourselves and the source of what we regard as most important and most problematical in our lives. (1971: 6) Even if homo sapiens is the only species whose members meet the criteria for being persons, there is no reason in principle that members of other species, such as intelligent aliens, couldn’t satisfy these criteria too. What are the criteria for being a person? Persons are distinguished from other animals by the fact that they can be legitimately held responsible for their beliefs and actions. In this context, responsibility is a matter of accountability: persons can legitimately be held responsible for their beliefs and actions whether or not they fulfill their responsibilities. Of course, persons sometimes violate their responsibilities. When they do, it is sometimes appropriate to hold them responsible by subjecting them to what Peter Strawson (1962) called “reactive attitudes”, such as praise and blame, gratitude and resentment, and so on. We don’t normally regard it as appropriate to adopt these reactive attitudes towards other animals. As Kornblith remarks: “When my neighbor’s dog runs loose in my garden and destroys the flowers, it is not the dog who is responsible, but my neighbor” (2012: 75). Responsibility is not the same as rationality: it is a more demanding status. I agree with Kornblith that many non-human animals can form beliefs and perform actions that are justified by their responsiveness to epistemic or practical reasons. Even so, we don’t usually regard it as appropriate to hold non-human animals responsible for the justification of their beliefs and actions. This calls for explanation. What makes it the case that persons can be 
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held responsible for their beliefs and actions in a way that other animals cannot? Responsiveness to reasons is not sufficient for responsibility, since some non-human animals are responsive to reasons, and yet we cannot hold them responsible. What’s needed in addition is some capacity for reflection: that is, for reflecting on what one has reason to believe and do and regulating one’s beliefs and actions in light of these reflections. This gives us an argument for the traditional Lockean thesis that persons are distinguished from other animals by their capacity for reflection.19 The argument so far is a kind of inference to the best explanation: the thesis that responsibility requires a capacity for reflection explains why these two things are correlated. We need to say more, however, in order to elucidate the connection. Why does responsibility require any capacity for reflection? Here it helps to consider the rationale for our practice of holding each other responsible for our beliefs and actions by adopting reactive attitudes. The point of adopting these reactive attitudes is to make demands on each other to comply with certain normative standards, including standards of morality or rationality. But this presupposes that we all have some understanding of the relevant normative standards and some capacity to bring this understanding to bear in regulating their beliefs and actions. In other words, it presupposes that we all have some capacity for reflection. We don’t regard it as appropriate to adopt reactive attitudes towards non-human animals because we know they cannot understand the normative demands we are thereby placing on them. They can be more or less responsive to the normative standards themselves insofar as they are capable of responding to reasons for belief and action. Since they lack the capacity for reflection, however, they cannot understand those normative standards and bring this understanding to bear in regulating their beliefs and actions. That is why they cannot legitimately be held responsible for their beliefs and actions. Responsibility requires not only responding to reasons, but also appreciating your reasons as reasons, and this in turn requires the capacity for reflection. This argument gives us an answer to the value problem. Reflection is valuable not just because it tends to make us more reliable, but because it is the sine qua non for being a person. Because persons have the capacity for reflection, they are capable of achieving a distinctive kind of rational value. Like other animals, their beliefs and actions can be justified when they are sufficiently responsive to reasons. Unlike other animals, however, they can also be held responsible for the justification of their beliefs and actions. When their beliefs and actions are justified, persons can be responsible not only in the sense of accountability, but also in the sense of credit. Persons gain a kind of credit for the justification of their beliefs and actions when this results from the exercise of their reflective capacities. This is a distinctive kind of rational value that comes only with the capacity for reflection. To explain the value of reflection in terms of reliability alone is to miss the evaluative significance of the distinction between persons and other animals.20 19 According to Locke’s definition, a person is “a thinking intelligent being that has reason and reflection and can think of itself as itself, a thinking intelligent thing, in different times and places” (1689: II xxvii 9). 20 My account of the value of reflection is strongly influenced by Burge’s (1996, 1998) work on critical reflection and its connection with responsible agency. 
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7. Conclusions The debate between internalism and externalism in epistemology tends to oscillate between two extremes. Internalist theories tend to over-intellectualize the requirements for justified belief by exaggerating the connections between justification and responsibility. According to BonJour, for example, “The idea of avoiding . . . irresponsibility, of being epistemically responsible in one’s believings, is the core of the notion of epistemic justification” (1985: 8). On this view, a justified belief is one that is epistemically responsible. As I’ve just argued, however, an epistemically responsible belief is one that is held on the basis of reflection. The effect of BonJour’s proposal, as many externalist critics have noted, is to rule out the possibility of unreflectively justified belief. Externalist theories tend to recoil in the opposite direction by severing the connection between justification and responsibility altogether. This dialectical situation is exacerbated by the fact that the connection between justification and responsibility disappears from view when we focus on cases of unreflectively justified belief. After all, as I’ve argued in this chapter, the significance of the concept of justification emerges only in the context of its role in reflection. In order to reach a satisfactory resolution of the debate between internalism and externalism in epistemology, we need to allow for the possibility of unreflective justification without losing sight of the significance of justification in the practice of critical reflection. The theory of justification proposed in this chapter is designed to occupy this elusive middle ground. On the one hand, a justified belief must have the potential to withstand an epistemically responsible process of critical reflection. On the other hand, a justified belief need not actually be held on the basis of epistemically responsible reflection. We can therefore preserve the connection between justification and reflection without succumbing to the dangers of over-intellectualization.
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