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Abstract The design and evaluation of subword-based spoken term detection (STD) systems depends on various factors, such as language, type of the speech to be searched and application scenario. The choice of the subword unit and search approach, however, is oftentimes made regardless of these factors. Therefore, we evaluate two subword STD systems across two data sets with varying properties to investigate the influence of different subword units on STD performance when working with different data types. Results show that on German broadcast news data, constrained search in syllable lattices is effective, whereas fuzzy phone lattice search is superior in more challenging English conversational telephone speech. By combining the key features of the two systems at an early stage, we achieve improvements in Figure of Merit of up to 13.4% absolute on the German data. We also show that the choice of the appropriate evaluation metric is crucial when comparing retrieval performances across systems.
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Introduction



An important information retrieval task is Spoken Term Detection (STD), in which all occurrences of a word or phrase need to be found in a collection of multimedia documents containing speech. To make the speech parts of these documents searchable, speech recognition is used. A drawback of a word-based recognizer is the dependency on a word lexicon. If a word is not in the lexicon, the recognizer will not be able to transcribe it and thus makes a substitution, insertion or deletion error. To alleviate this out-of-vocabulary (OOV) problem, a popular method is to perform speech recognition based on subword units, such as phones or syllables, instead of words. As the inventory of a subword unit is finite and known prior to recognition, all words can be successfully



represented in terms of this inventory. This means that there are no OOV queries for subword based systems. However, speech recognition errors still occur, causing a mismatch between what was spoken and the output of the decoder. Much of the STD research focuses on coping with this mismatch by, e.g., indexing lattices (or lattice-like variants) [11], and using fuzzy matching between query and transcription [15, 8]. Often, STD systems are designed to use a particular subword unit and retrieval approach, with performance reported on speech of a specific language and domain. One aspect, which has so far not received much attention, is whether a system that performs optimally on a particular data set is also the optimal solution when applied to data with different characteristics. It is important to compare STD approaches across data sets as certain properties of the data may vary, such as linguistic features of the language or the recognition difficulty of the speech. Because different subword units and search approaches have been used for various data sets and applications, an understanding of the benefits and shortcomings of STD approaches in different evaluation scenarios is crucial when making design decisions. Another under-investigated aspect of STD system evaluation is how the choice of evaluation metric influences the conclusions made. In particular, metrics are typically designed to emphasize performance in a particular operating region of interest. The STD approach that maximizes this metric may then depend on which approach is most effective in this operating region, and also on the characteristics of the data searched. In this contribution we cross-evaluate and combine two subword STD systems. One was developed at Queensland University of Technology and uses fuzzy phone lattice search to search English telephony speech, and the other was developed at Fraunhofer/NTNU, employing exact syllable lattice search to retrieve queries from German broadcast news. Rather than just proposing a novel search approach, we fo-



cus in this work on an in-depth analysis and understanding of the subword STD systems using contrastive data sets and evaluation metrics. The objective of this contribution is to present results from a broad perspective, by observing the trends that appear when using systems that represent two extremes for subword STD, that is, exact search in a syllable lattice and fuzzy search in a phone lattice, in inherently different application scenarios. We also propose to combine the defining characteristics of the systems into a novel, hybrid subword retrieval approach. The generalizability of the systems in isolation and combination is investigated by comparing the performance across German broadcast news data and English conversational telephone speech, using two established STD accuracy metrics: Figure of Merit (FOM) and Maximum Term Weighted Value (MTWV). We give an overview of subword-based STD in the next section, followed by a description of the STD systems used. In section 4, we present the evaluation setup. The results are presented and discussed in section 5 and we conclude in section 6.
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Subword Spoken Term Detection



Performing ASR based on subword units is a common approach to cope with OOV words. In STD, an important question is which subword unit to choose. Phones have been used widely [1, 6], but one can also enforce more constraints on the recognition process by concatenating phones into larger subword units such as syllables [7] since larger units represent a compromise in terms of modeling context and lexicon tractability. Although different units have been compared previously [12, 17, 14], such comparisons often do not address the questions of whether the various units are optimal across contrastive data sets, using different search approaches and according to alternative metrics of accuracy. An important question is the effect of the degree of constraints introduced during decoding on the STD performance. In this paper we investigate whether the use of more decoding context and prior knowledge, and hence more constraints, improves the STD performance across data types. Frequent subword sequences should be recognized more robustly by using a large-span language model (LM), meaning that constrained decoding could be beneficial for STD. Recognition of less frequent terms, on the other hand, could potentially suffer, as these terms may be incorrectly substituted if their language model probability is low. The latter would be especially harmful for a STD system, as many queries contain such infrequent words.
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STD System Descriptions



This section describes the systems used in this crossevaluation. The first system was developed at Queensland University of Technology and is described in [15]. It uses dynamic-match lattice spotting based on phones. The second systems was developed by Fraunhofer IAIS and NTNU.



It was proposed in [7] and is based on exact syllable lattice search. Henceforth, the systems are called Phone system and Syllable system, respectively. Finally, we propose a novel Combination system which uses syllables as decoding units, but expands syllable to phone lattices for fuzzy search. We compare these systems as both were developed for different application scenarios using different subword units. The Phone system has been used successfully on English telephony speech whereas the Syllable system’s application is German broadcast news. Besides gaining insights into the fundamental behavior of subword units and search approaches, such a comparison allows us to draw conclusions of a more practical nature: how well does a system perform in a scenario for which it initially was not developed for? 3.1 Phone system When using phones, the goal is to not constrain the decoder with additional lexical knowledge, but to focus on the acoustics of the signal. As in [11] the system uses lattices to cope with uncertainty inherent to 1-best decoding. The recognized phone sequences contained in each lattice are then grouped into n-grams, where the used n was fixed to 11, and stored in a hierarchical look-up table for efficient retrieval. At search time, the textual query is converted into its phonetic representation, either with a lexicon or with letter-tosound rules. To overcome the inherently high error rates of unconstrained phonetic decoding, a Minimum Edit Distance (MED) is used to allow for a mismatch between the phones in the query, Y , and a phone sequence found in the indexed lattices, X. A confusion matrix, trained on some held-out data, is used to define the costs of phone substitutions, insertions and deletions between X and Y [16]. Term length normalization of the MED score is used to ensure scores are commensurate amongst terms of differing phone lengths, by using Score = −(M ED − N ∗ K), where N is the number of phones in the search term and K is a constant, defined as the expected cost of phone substitution when searching for any phone, assuming a uniform prior distribution of target phones. That is, 1 XX P (Ex |Ry ) ∗ Cs (x, y) (1) K= M y x where M is the number of phones in the language, P (Ex |Ry ) is estimated from a phone confusion matrix during development and is the likelihood that a true occurrence of phone y in the reference was emitted by the phone decoder as x, and Cs (x, y) is the substitution cost of the target phone y with x. 3.2 Syllable system This system utilizes a syllable lexicon and a large-span LM to perform robust syllable recognition. As we will show later, introducing more constraints to the decoding can reduce recognition error rates compared to purely phonetic decoding. Again, lattices are used to encode multiple recognition



Table 1. Recognition accuracy (%). Phones



Syllables



Data set



Phone acc



Phone acc



Syll acc



English German



57.9 69.8



67.4 82.9



58.3 73.7



for example in [11, 3, 13]. Such approaches, however, mainly focus on an output combination of the systems applied in isolation, e.g., by merging word and subword retrieval output. Our approach differs in that it combines the systems at an early stage to merge the benefits of syllable decoding with fuzzy phone search.



4 hypotheses. Acoustic and language model scores of the paths in the lattices are stored in a global inverted index. Since syllables tend to follow a Zipf-like distribution [7], we first retrieve the subset of lattices that contain the least frequent query syllable at search time to reduce the search space. We chose to not use fuzzy search on syllable lattices, as proposed in [8], because we want to compare two established STD approaches which represent opposite extremes, i.e., fuzzy search on unconstrained phone lattices versus exact search on constrained syllable lattices. We use the acoustic and LM likelihoods, LAM and LLM respectively, to calculate a confidence score for each putative hit Q, as in [1]: Q Lα (qf )Lβ (ql ) q∈qf ...ql LAM (q)LLM (q) (2) S(Q) ≈ Lbest Lα and Lβ correspond to the forward / backward likelihoods leading in and out of the first node of the hit, qf , and the last node of the hit, ql . Lbest is the likelihood of the Viterbi path through the lattice. If the score is above threshold θ, the putative hit is accepted. Although using fuzzy search on syllable lattices is another possible approach [8], due to space constraints that is not considered here. 3.3



Combination system



We propose a system combination that merges the strengths of the two presented subword systems into a unified search approach. The idea is to initially constrain the decoder by using syllable recognition of the Syllable system, but then expand the resulting syllable lattices to a phone level. This is implemented by replacing each syllable in the lattice with its phone sequence and preserving all links throughout the lattice. The Phone system requires timing information of the phones within the lattices. Therefore, phone time boundaries are linearly estimated from the syllable boundary times. Given the generated phone lattices, the Phone system is used to index and retrieve using fuzzy phone search, as described in section 3.1. The motivation of combining the two systems is to use the lexical constraint enforced by a syllable LM as a pre-processor and then apply fuzzy phone search to cope with additional recognition errors. Compared to exact syllable search, this system should be able to cope with incorrect syllable boundaries and other recognition errors, but, at the same time, also benefit from lattices of improved quality. System combination in ASR has been applied successfully [4, 2] by reconciling the output of multiple ASR systems. Also, combining STD approaches has been proposed before,



4.1



Experimental Setup Evaluation metrics



In this work, we use two well-established metrics to quantify the accuracy of STD results: FOM and MTWV. We use two metrics because it is important to empirically analyze and compare the behavior of evaluation metrics in various situations. It is essential to first understand this behavior to be able to interpret results and make STD system design decisions based on those results. It will be shown that, in some circumstances, the approach that appears to perform best depends on the choice of evaluation metric used for evaluation. Figure of Merit: The FOM for STD is a well established evaluation metric [10]. It was defined as the average percentage of correctly detected term occurrences (detection rate) over all operating points between 0 . . . 10 false alarms per keyword per hour (FA/kw-hr). The term-weighted detection rate is used to calculate FOM in this work, that is, the overall detection rate is defined at each threshold as the average across the evaluation search terms. The FOM thus reports average performance across a range of operating points. An alternative is to plot the receiver operating characteristic (ROC) curve, which displays the detection rate achieved at each possible FA/kw-hr rate. The FOM then corresponds to the normalized area under the ROC curve between 0 . . . 10 FA/kwhr. Calculating the FOM requires that the system operates in a 0 . . . 10 FA/kw-hr region. Systems that use fuzzy subword matching are typically able to operate in these regions. Exact search approaches, however, tend to generate fewer false alarms, and are often not able to perform at false alarm rates as high as 10 FA/kw-hr. If a system stops producing results before 10 FA/kw-hr, the detection rate will be limited to that achieved at that operating point, and the FOM for such systems will be negatively affected. The detection rate at an unsupported operating point appears as horizontal extrapolation of the curve after no additional results are returned. Term Weighted Value: An alternative to FOM is a metric introduced by the National Institute of Standards and Technology [9], namely the Term-Weighted Value. It is generated by first computing miss and false alarm probabilities for each query term, from which term-specific values are derived. These are then averaged over all terms, to produce an overall value while avoiding being biased toward frequently occurring terms. We report the Maximum TWV (MTWV), which is the highest value obtained over all values of the threshold, θ. Unlike FOM, the MTWV reports the value achieved at the particular operating point that gives the max-



Table 2. STD accuracy measured by MTWV and FOM for all systems across both data sets. Bold numbers indicate the best results comparing the Phone and Syllable systems, and italic numbers denote best overall performances across all systems. Phone Sys.



Syllable Sys.



Combination Sys.



Data set



MTWV



FOM



MTWV



FOM



MTWV



FOM



German English



0.455 0.250



0.652 0.558



0.710 0.299



0.731 0.481



0.755 0.305



0.865 0.550



imum value. The point at which this occurs is influenced by the definition of a pre-determined cost-value ratio, designed to reflect the user’s relative preference for a high detection rate or a low false alarm rate. The cost-value ratio used in this work is 0.1, as defined by NIST in [9]. 4.2



Data and ASR



We use two evaluation data sets: one from English speakers, the other from German speakers. The English data set is comprised of a subset of 9 hours from the Fisher corpus, consisting of English spontaneous conversational telephony speech. We use 400 randomly chosen query terms, all with a pronunciation of 6 phones in length. The German data consists of half spontaneous and half read broadcast news speech, amounting to 3.5 hours of clean speech. 213 queries were collected by specialists and contain single- and multi-word phrases. For each language we set up two recognizers, one performing phone recognition and the other syllable recognition, to generate phone and syllable lattices for both data sets. All recognizers use triphone acoustic models trained on 160h and 80h of speech for English and German, respectively, using HTK [18]. For decoding the English data, we use HTK with 4-gram phone and syllable LMs1 , which are trained on 3.2M words obtained from Fisher transcripts. The German decoders are based on Julius [5] and also use 4-gram LMs, obtained from 80M running newswire words, for both subword units. For syllable decoding, we use a 7.6k syllable lexicon for the English and a 10k lexicon for the German data. Note the difference in LM training data between the two languages. Baseline recognition accuracies are reported in table 1.
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Results Results on German data



As shown in table 2, exact syllable search clearly outperforms phone search according to both metrics. In particular, syllable search outperforms the Phone system by 7.9% absolute in terms of FOM, whereas the MTWV yields a larger improvement of 25.5% absolute. Figure 2 displays a ROC plot for the three systems on German data, and will be used to 1 For both languages, we regard a 4-gram phone LM as weak lexical constraint, whereas a 4-gram syllable LM as strong lexical constraint.



demonstrate why the improvement from the Syllable system compared to the Phone system is greater when measured by MTWV rather than FOM. Firstly, notice the small crosses marked on the ROC plot, which indicate the operating point at which the MTWV was achieved. Clearly, this occurs at very low FA rates, which is an indication that the MTWV tends to reflect the system’s accuracy in this low FA rate operating region. In contrast, recall that the FOM reflects the average accuracy across all operating points up to 10 FA/kw-hr. Now, the Phone system allows for fuzzy matching, which tends to improve the detection rate at high FA rates, but at the expense of reduced performance at low FA rates. Thus, MTWV is substantially worse for the Phone system, whereas the FOM is less affected, because it reflects the advantages of fuzzy search at higher FA operating points. The results of using the Combination system on German data exceed the respective results from both other approaches, as shown in table 2 and figure 2. The use of the Combination system results in a large improvement in FOM, and a smaller improvement in MTWV. Here it is again clear that the introduction of more fuzzy search benefits FOM more than MTWV. This is because the FOM reflects the gains in accuracy that are achieved in the high FA rate operating region, whereas the MTWV operating point is again located at a very low false alarm rate. Nonetheless, the approach of decoding with syllables before Combination to phones results in an improvement in FOM and MTWV, which means that first restricting the decoder and then loosening the search is beneficial, in general, for the German data set. This also suggests that the Syllable system outperforms the Phone system not because fuzzy phone search is ineffective, but more likely that lattices of improved quality are produced by using constrained decoding with a syllable LM. Table 1 does show that using syllable decoding results in improved phone recognition accuracy, which supports this explanation. 5.2



Results on English data



Unlike on the German data, as seen in table 2, the Phone system appears to outperform the Syllable system in terms of FOM. In this scenario this could be explained by the fact that the higher recognition error rates associated with this data set translate into more erroneous lattices and therefore require fuzzy techniques to cope with misrecognitions, as the syllable lattices will not contain as many true positives compared to the German data. On the other hand, here a higher MTWV is achieved using the Syllable system than the Phone system, that is, 0.299 and 0.250 respectively. This is the same finding as on the German data, but contradicts the FOM results just discussed. To gain more insight, as before, we compare the ROC plots for the three approaches on English in figure 3. By plotting the operating point at which the MTWV was achieved, we can again see that this occurs at very low false alarm rates. For



5.3



Observations across metrics



Comparing the results across the metrics, we observe that FOM prefers systems which can generate many putative hits, whereas MTWV tends to prefer approaches with fewer, but more precise results. In particular, we have seen that exact syllable search produces few false alarms, and therefore appears much more favorable when evaluated with MTWV. Conversely, fuzzy phone search clearly appears to work well when operating at a higher false alarm rate, and thus appears to be an attractive solution when comparison is performed on the basis of FOM. On the German data, using the Syllable system rather than the Phone system provides an improved detection rate particularly at low false alarm rates. For this reason, the MTWV obtained with the Syllable system is much improved, because MTWV emphasises the performance in this low FA/kw-hr operating region. As the Syllable system has a good coverage and only produces few FAs, the FOM is also improved in this case, but by a smaller margin. On the other hand, phone search performs better than syllable search for data with a higher ASR error rate, according to FOM. This is exemplified by the English data results, where phone search is 7.7% absolute better than syllable search. This can also be seen in figure 3, where the area under the curve (i.e. FOM) of the Phone system is larger than that of the Syllable system. This demonstrates that FOM does not penalize high FA rates up to 10 FA/kw-hr as long as additional hits can be retrieved. As on the German data set, the
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Figure 1. ROC curves of the systems on German data (the region of 0-2 FA/kw-hr is shown to highlight the differences between systems). 1
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the Phone and Combination systems which use fuzzy phone search, the MTWV is achieved at the highest possible threshold θ, which corresponds to retrieving exact phone sequence matches only. On the other hand, the scoring used in the Syllable system, that is S(Q), allows for differentiation between top-scoring matches. The ability to operate in this very low FA rate region results in a higher MTWV for the Syllable system. On English data, the benefits of the Combination technique are not as obvious as for the German data set. The MTWV is slightly higher than both of the other approaches, but the FOM achieved is quite similar to that of the Phone system. Comparing the Phone and Combination systems, the Combination system has a higher accuracy in the region of < 4 FA/kw-hr, however this is reversed in operating regions > 4 FA/kw-hr. In general, however, as FOM averages the results between 0 . . . 10 FA/kw-hr, these effects even out, resulting in similar FOM scores for the Phone and the Combination systems. It thus appears that the use of the syllable LM to constrain decoding is not particularly helpful in this case. This could be explained by the fact that the syllable recognition accuracy is much lower (58% compared to 74% on German data) which suggests that constraining the phone sequences to recognized syllables in this way is less effective in the presence of a higher syllable error rate.
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Figure 2. ROC curves on English data. MTWV is again higher for exact syllable search compared to phone search, but on the English data set, where syllable decoding is less accurate, the advantage of syllable search is reduced from 25.5% to 4.9% absolute. These results indicate that the different metrics place emphasis on performance at different operating regions. Systems with characteristics that make them excel in particular operating regions will clearly appear to perform well if that operating region corresponds or overlaps with that emphasized by the chosen metric. As most search approaches unavoidably perform better in some regions than others, it is essential to apply an appropriate metric which reflects the same operating region as the one in which the user wants to operate in. In some applications, operating regions up to 10 FA/kwhr may not be desirable, for example when users search for terms in very large archives, as a high number of incorrect results will be presented to the user. On the other hand, FA



rates up to 10 FA/kw-hr are more likely to be tolerable in tasks such as surveillance, when a high detection rate is much more valuable than a low false alarm rate, or when the system is used in conjunction with a secondary processing stage to filter the results. Even though using a metric that produces a single value for evaluation helps when directly comparing two systems, a drawback is the limited descriptive power with respect to certain aspects of the system. On the other hand, ROC plots describe these aspects of the system’s behavior in more detail, but are at the same time much more difficult to decisively compare.
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Conclusion



In this contribution we present a cross-site comparison of two subword-based STD systems developed for two different data sets which varied in their languages and difficulties. The motivation was to examine and assess the ability of the systems to work in application scenarios with varying properties. As the systems differed in some crucial aspects, we analyzed the performance differences when using the different subword search systems and the effect of using different evaluation metrics to compare results across data sets. Furthermore, we investigated the feasibility of a combination of both systems. In general, using constrained decoding in the form of a syllable language model was helpful on German broadcast news data. Fuzzy phone search, however, performed well on more difficult English conversational telephone speech data, where the gains of using syllables were not high. For data where higher recognition accuracy was possible, the gap between both approaches increased, with syllables providing superior performance to phones. Using a system combination that first made use of constrained decoding followed by fuzzy phone search produced the best results, with gains of up to 13.4% absolute on the German data. These findings indicate that the choice of subword unit, and therefore the optimal degree of decoding constraints, is by no means a universal constant for subword-based STD systems, but needs to be adapted to the characteristics of the data that is to be searched. In practice, this means that an established system tuned for a specific application scenario might not perform equally well when applied on different data sets. We also showed that the choice of the evaluation metric is crucial since different metrics focus on different operating points. Results show that MTWV is biased toward exact search approaches resulting in low FA rates, while FOM, which averages over all data points up to high FA rates, is biased towards preferring fuzzy search techniques which produce many putative hits. As it is difficult to separate the effects of language and other data set properties, future work should concentrate on the explicit influence of different languages on the STD approach, e.g., by comparing data sets with similar properties and using more languages in the evaluation. Comparing other subword units, such as morphemes, could help to shed more



light on the important question of which decoding unit to use for which application and data type.



7



Acknowledgments



This work was supported by the SMUDI project under the Research Council of Norway’s VERDIKT programme.



References [1] L. Burget et al. Indexing and search methods for spoken documents. Lecture Notes in Computer Science, 4188:351–358, 2006. [2] J. Fiscus. A post-processing system to yield reduced word error rates: Recognizer output voting error reduction (rover). In Proc. IEEE ASRU, pages 347–354, 14-17 1997. [3] J. Gao, Q. Zhao, Y. Yan, and J. Shao. Efficient System Combination for Syllable-Confusion-Network-Based Chinese Spoken Term Detection. In Proc. ISCSLP, pages 1–4, 2008. [4] B. Hoffmeister, D. Hillard, S. Hahn, R. Schluter, M. Ostendorf, and H. Ney. Cross-site and intra-site asr system combination: Comparisons on lattice and 1-best methods. In Proc. ICASSP, pages 1145–1148, 2007. [5] A. Lee, T. Kawahara, and K. Shikano. Julius—an Open Source Real-Time Large Vocabulary Recognition Engine. In Proc. Eurospeech, pages 1691–1694, 2001. [6] J. Mamou and B. Ramabhadran. Phonetic query expansion for spoken document retrieval. In Proc. Interspeech, pages 2106–2109, 2008. [7] T. Mertens and D. Schneider. Efficient Subword Lattice Retrieval for German Spoken Term detection. In Proc. ICASSP, pages 4885 – 4888, 2009. [8] T. Mertens, D. Schneider, and J. K¨ohler. Merging Search Spaces for Subword Spoken Term Detection. In Proc. Interspeech, pages 2127 – 2130, 2009. [9] NIST. The spoken term detection (std) 2006 evaluation plan. http://www.itl.nist.gov/iad/mig/tests/std/2006/docs/std06evalplan-v10.pdf, 2006. [10] J. R. Rohlicek, W. Russell, S. Roukos, and H. Gish. Continuous hidden Markov modeling for speaker-independent wordspotting. In Proc. of ICASSP, pages 627–630, 1989. [11] M. Saraclar and R. Sproat. Lattice-based Search for Spoken Utterance Retrieval. In Proc. HLT-NAACL 04, pages 129–136, 2004. [12] I. Sz¨oke, L. Burget, J. Cernocky, and M. Fapso. Sub-word modeling of out of vocabulary words in spoken term detection. In Proc. SLT, pages 273–276, Dec. 2008. [13] I. Sz¨oke et al. Spoken term detection system based on combination of lvcsr and phonetic search. In Proc. MLMI, pages 237–247, 2008. [14] J. Tejedor, D. Wang, J. Frankel, S. King, and J. Cols. A comparison of grapheme and phoneme-based units for spanish spoken term detection. Speech Communication, 50(1112):980 – 991, 2008. [15] R. Wallace, R. Vogt, and S. Sridharan. A phonetic search approach to the 2006 NIST spoken term detection evaluation. In Proc. Interspeech, pages 2385 – 2388, 2007. [16] R. Wallace, R. Vogt, and S. Sridharan. Spoken term detection using fast phonetic decoding. In Proc. ICASSP, pages 4881– 4884, 2009. [17] D. Wang, J. Frankel, J. Tejedor, and S. King. A comparison of phone and grapheme-based spoken term detection. In Proc. ICASSP, pages 4969–4972, 2008. [18] S. Young, D. Kershaw, J. Odell, D. Ollason, V. Valtchev, and P. Woodland. The HTK Book Version 3.0. Cambridge University Press, 2000.



























[image: SELECTION AND COMBINATION OF ... - Research at Google]
SELECTION AND COMBINATION OF ... - Research at Google












[image: Combination of Trastuzumab and Radiotherapy ... - OMICS International]
Combination of Trastuzumab and Radiotherapy ... - OMICS International












[image: Combination of NH2OHÂ·HCl and NaIO4: a new and mild ... - Arkivoc]
Combination of NH2OHÂ·HCl and NaIO4: a new and mild ... - Arkivoc












[image: Comparison and Combination of BPEL and SCA]
Comparison and Combination of BPEL and SCA












[image: Combination of conflicting visual and non-visual ...]
Combination of conflicting visual and non-visual ...












[image: SITE MEASUREMENT WITH COMBINATION OF POCKET PC AND ...]
SITE MEASUREMENT WITH COMBINATION OF POCKET PC AND ...












[image: A combination of SharePoint and CRM to ensure atomic transactions ...]
A combination of SharePoint and CRM to ensure atomic transactions ...












[image: SITE MEASUREMENT WITH COMBINATION OF POCKET PC AND ...]
SITE MEASUREMENT WITH COMBINATION OF POCKET PC AND ...












[image: Linear Combination of Random Variables.pdf]
Linear Combination of Random Variables.pdf












[image: combination of statistical and rule-based approaches for spoken ...]
combination of statistical and rule-based approaches for spoken ...












[image: a winning combination]
a winning combination












[image: Appliance leakage current interrupter and nightlight combination]
Appliance leakage current interrupter and nightlight combination












[image: Activity Recognition Using a Combination of ... - ee.washington.edu]
Activity Recognition Using a Combination of ... - ee.washington.edu












[image: Combination pocket article.]
Combination pocket article.












[image: Gas combination oven]
Gas combination oven












[image: EXPERIMENTAL AND NUMERICAL EVALUATION OF ...]
EXPERIMENTAL AND NUMERICAL EVALUATION OF ...












[image: EVALUATION OF ABSOLUTE AND RELATIVE ...]
EVALUATION OF ABSOLUTE AND RELATIVE ...












[image: EVALUATION OF ABSOLUTE AND RELATIVE ...]
EVALUATION OF ABSOLUTE AND RELATIVE ...












[image: Evaluation and management of postpartum hemorrhage consensus ...]
Evaluation and management of postpartum hemorrhage consensus ...












[image: Diagnosis, Management, and Evaluation of ...]
Diagnosis, Management, and Evaluation of ...












[image: PREPARATION AND QUALITY EVALUATION OF NUTRITIOUS.pdf ...]
PREPARATION AND QUALITY EVALUATION OF NUTRITIOUS.pdf ...












[image: EVALUATION OF SPEED AND ACCURACY FOR ... - CiteSeerX]
EVALUATION OF SPEED AND ACCURACY FOR ... - CiteSeerX















Cross-site Combination and Evaluation of Subword ...






Subword Spoken Term Detection Systems .... with uncertainty inherent to 1-best decoding. .... alarms, and are often not able to perform at false alarm rates. 






 Download PDF 



















 177KB Sizes
 2 Downloads
 242 Views








 Report























Recommend Documents







[image: alt]





SELECTION AND COMBINATION OF ... - Research at Google 

Columbia University, Computer Science Department, New York. â€  Google Inc., Languages Modeling Group, New York. ABSTRACT. While research has often ...














[image: alt]





Combination of Trastuzumab and Radiotherapy ... - OMICS International 

Feb 28, 2018 - Overall Survival (OS) [1]. Many clinical trials and meta-analyzes have standardized the use of anthracyclines and Taxanes in the adjuvant.














[image: alt]





Combination of NH2OHÂ·HCl and NaIO4: a new and mild ... - Arkivoc 

reactions1 as well as the carbon-metal atom bond formation such as Grignard's reagent,2-5 .... Chalcone containing electron donating â€“OMe group on the.














[image: alt]





Comparison and Combination of BPEL and SCA 

entry points or binding specific endpoint addresses, while the targets of the wires ... http://zouzhile.googlepages.com/webservices, including source code, as-.














[image: alt]





Combination of conflicting visual and non-visual ... 

non-linearity were detected when the data corresponding to the day on which ..... a big amplitude error (in absolute value) could be ... Individual data analysis.














[image: alt]





SITE MEASUREMENT WITH COMBINATION OF POCKET PC AND ... 

paper we propose low cost devices that give information precise enough to use in ... preliminary design, create concept, layout and master plan, but the accuracy.














[image: alt]





A combination of SharePoint and CRM to ensure atomic transactions ... 

structured Data. Social. Engagement & ... Data. Interactions,. Activities &. Tasks. Information. Generation &. Analytics. Formalized ... One of the big benefits is to ...














[image: alt]





SITE MEASUREMENT WITH COMBINATION OF POCKET PC AND ... 

In present day, GPS technology presents various tools to use in survey. However, a high ... results of site information for many purposes, such as on-site meeting,.














[image: alt]





Linear Combination of Random Variables.pdf 

Linear Combination of Random Variables.pdf. Linear Combination of Random Variables.pdf. Open. Extract. Open with. Sign In. Main menu. Displaying Linear ...














[image: alt]





combination of statistical and rule-based approaches for spoken ... 

... Frey* and Leon Wong. Microsoft Research, One Microsoft Way, Redmond, Washington 98052, USA ... Applications of task classification include call routing and information ..... International Conference on Speech and Language. Processing ...














[image: alt]





a winning combination 

The principles of building an effective hybrid monetization strategy . . . . . . . . . . . . .12. A framework for segmenting users . ... Read this paper to learn: B What an effective hybrid monetization model looks like ... earn approximately 117% mo














[image: alt]





Appliance leakage current interrupter and nightlight combination 

Apr 23, 2003 - ?cation/Data Sheet for RV4145A Integrated Circuit, Fairchild. (21) Appl. ... Powering an appliance includes an ALCI Plug having a. 361/45 78.














[image: alt]





Activity Recognition Using a Combination of ... - ee.washington.edu 

Aug 29, 2008 - work was supported in part by the Army Research Office under PECASE Grant. W911NF-05-1-0491 and MURI Grant W 911 NF 0710287. This paper was ... Z. Zhang is with Microsoft Research, Microsoft Corporation, Redmond, WA. 98052 USA (e-mail:














[image: alt]





Combination pocket article. 

'Be' it known that I, STEFAN MACHUGA, a subject ofthe King of Hungary, residing at. Denver, in the county of Denver and State of Colorado, have invented ...














[image: alt]





Gas combination oven 

Sep 17, 1987 - system, a conventional gas-?red snorkel convection .... ture and other control data. A display 46 shows ..... An alternate gas distribution system.














[image: alt]





EXPERIMENTAL AND NUMERICAL EVALUATION OF ... 

considered to be the primary unit of cancellous bone, are aligned along the ...... GSM is that its non-zero coefficients are clustered about the diagonal and the ...














[image: alt]





EVALUATION OF ABSOLUTE AND RELATIVE ... 

and Jolene Sy is now at the University of Florida. ..... Reinforcer assessment data for Aaron (top), Logan (middle), and Derrick (bottom). Data are depicted as.














[image: alt]





EVALUATION OF ABSOLUTE AND RELATIVE ... 

... in partial fulfillment of the requirements of the MA degree by the first author. ... schedules of reinforcement by using a computer program that gradually .... consumed. Trained undergraduate and graduate students ..... Science, 134, 943â€“944.














[image: alt]





Evaluation and management of postpartum hemorrhage consensus ... 

Evaluation and management of postpartum hemorrhage consensus from an international expert panel.pdf. Evaluation and management of postpartum ...














[image: alt]





Diagnosis, Management, and Evaluation of ... 

ferentiation should be based on history and comparison to baseline findings and the .... posure to neurotoxic chemotherapy; (3) the nerve cell bodies and axons of the ...... Tunis S, Shuren J, Fernandez MJ: Medicare coverage Policy NCDs,.














[image: alt]





PREPARATION AND QUALITY EVALUATION OF NUTRITIOUS.pdf ... 

Page 1 of 6. 50. PREPARATION AND QUALITY EVALUATION OF NUTRITIOUS. INSTANT BABY FOOD FROM INDIGENOUS SOURCES. Saeeda Raza ...














[image: alt]





EVALUATION OF SPEED AND ACCURACY FOR ... - CiteSeerX 

CLASSIFICATION IMPLEMENTATION ON EMBEDDED PLATFORM. 1. Jing Yi Tou,. 1. Kenny Kuan Yew ... may have a smaller memory capacity, which limits the number of training data that can be stored. Bear in mind that actual deployment ...


























×
Report Cross-site Combination and Evaluation of Subword ...





Your name




Email




Reason
-Select Reason-
Pornographic
Defamatory
Illegal/Unlawful
Spam
Other Terms Of Service Violation
File a copyright complaint





Description















Close
Save changes















×
Sign In






Email




Password







 Remember Password 
Forgot Password?




Sign In



















Information

	About Us
	Privacy Policy
	Terms and Service
	Copyright
	Contact Us





Follow us

	

 Facebook


	

 Twitter


	

 Google Plus







Newsletter























Copyright © 2024 P.PDFKUL.COM. All rights reserved.
















