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Estimating demand in online search markets, with application to hotel bookings Sergei Koulayev November 6, 2012



Abstract When consumers search for di¤erentiated products, a given search decision can be explained either by low search cost, or by low tastes for the set of products observed prior to that decision. We propose an identi…cation strategy that allows to separate the e¤ect of search cost from the e¤ect of preferences. Our strategy relies on the use of conditional search decisions: search actions together with previously observed product displays.An attractive feature of this approach is that it does not require data on search cost shifters, which is rarely available in online markets. We estimate a structural model of search, using a unique dataset of searches for hotels on a major website. Median search cost in this environment varies from 4 to 16 dollars depending on search attempt, while some consumers have search costs as high as 30 dollars. We interpret these values as costs of processing information on a page of results, which includes 15 hotel options: prices, non-price characteristics and match values of these hotels. The estimates of the elasticity of search-generated demand show a static discrete choice model, which ignores search decisions, will generally lead to biased results. We also …nd evidence of multi-modality of the search cost distribution.
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Introduction



In markets with multiple sellers and frequently changing prices, consumers often have to engage in costly search in order to collect information necessary for making a purchase. The search process leads to a collection of products from which the purchase decision is made. These search-generated choice sets possess two distinct properties. First, since search is costly, they are usually limited compared to the full set of available products: according to comScore data1 , only a third of all consumers visit more than one store while shopping online. Second, they are correlated with consumer preferences, since the decision to stop searching is in part dictated by the expected bene…t of search. These properties violate key assumptions behind the commonly used approach to demand estimation (e.g., Berry (1994), Berry, Levinsohn and Pakes (1995)), and new techniques need to be developed in order to infer consumer preferences in search markets. When consumers search before they buy, the unobserved search cost becomes an integral part of consumer choice, and failure to account for its role generally leads to biased estimates of consumer preferences. Beyond the issues of demand estimation, the proper estimates of search costs are necessary for optimal design of search platforms, where one needs to make predictions of consumer reaction to new search tools, changes in the size of results page, changes in recommendation rankings, etc. As pointed out by Sorensen (2001) and Hortacsu and Syverson (2004), explaining search decisions made by consumers with heterogeneous preferences contains an identi…cation problem. A person may stop searching either because she has a high valuation for the products already found, or because she has a high search cost. Therefore, an observed measure of search intensity can be explained either by taste for product characteristics, such as price sensitivity, or by moments of the search cost distribution. One way to solve this problem is to use exogenous shifters of search costs: Moraga-Gonzalez, Sandors and Wildenbeest (2010) use distances between buyer’s homes and dealer’s locations to estimate demand for automobiles2 . Data on search cost shifters is rarely available in online markets, where typically little is known about visitors of a particular website, so alternative approaches are needed. However, the advantage of an online context is that a lot is known about consumer search actions. For example, Kim, Albuquerque and Bronnenberg (2010) exploit the unique properties of the recommendation system on Amazon.com to identify search costs, when products are di¤erentiated. In the case of homogeneous products (search for the best price), de los Santos, Hortacsu and Wildenbeest (2012) use search data from comScore to create non-parametric estimates of search costs. In this paper, we explore identi…cation of search costs when consumers search for di¤er1



As reported by de los Santos (2008), the number is 27 percent in 2002 and 33 percent in 2004. In our data, too, only a third of searchers look at more than one page of hotel options resulting from the search request. See also Johnson et al. (2004) for additional evidence on search intensity on the web. 2 Also, Brynjolfsson, Dick and Smith (2010) o¤er a way to approximately estimate search costs by compensating variation between a smaller (no search) and a larger (search) choice sets. However, their approach requires existing demand estimates, so that valuations can be computed.
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entiated products. Our approach relies on the fact that website managers can typically use server logs to retrieve data on search histories. To achieve identi…cation, the data should have a particular structure: as a sequence of conditional search decisions. A conditional search decision includes a search action together with the set of products observed by the searcher prior to search. The collection of already discovered products constitutes a fall back option, or status quo. Consumers with higher status quo are less likely to search, for any given search cost. The variation in product displays observed prior to search provides an exogenous source of variation in the status quo, which can be used to identify the distribution of search costs. For the case of logit demand, we show that the search cost distribution can be identi…ed non-parametrically. To our knowledge, this is the only theoretical result concerning the identi…cation of search costs in the context of di¤erentiated products. We then apply our identi…cation strategy to estimate a dynamic model of search, using a unique dataset consisting of observation histories, search actions and clicks for hotels from a major website. In our model, consumers make a sequence of forward-looking search decisions. The search process unfolds in two stages: …rst, consumer decides whether to search at all, and if yes, then which search strategy to choose; second, consumer decides for how long to search along the chosen search strategy. After the search is over, consumer decides what hotel to click on, among the previously observed ones. This search framework is general enough to be applicable in a variety of settings of online search. We derive closed-form expressions for the likelihoods of joint searching and clicking decisions, conditional on unobserved consumer-level traits (tastes, search cost). Doing so reduces the burden of numerical integration of a dynamic model to that of a static discrete choice model. Using results from the search model, we estimate dollar values of search costs in this environment. Each search attempt results in 15 more hotel options, so we interpret a search cost as a cognitive cost of comparing prices and other characteristics of these hotels, as well as learning their match values. These costs are substantial, with median cost of around 10 dollars per page of results, and can be as high as 30 dollars for a subset of population. These values of search cost are re‡ecting the fact that many consumers choose to forego potential bene…ts of search, which are substantial for highly di¤erentiated products such as hotels. A recent paper by Ghose, Ipeirotis and Li (2012), which also studies search for hotels, …nds search costs of similar magnitude. Further, we …nd evidence of multi-modality of search costs among population, with modes in 10, 24 and 30 dollars of search costs. This result calls for more ‡exible forms of search cost distribution than the log-normal distribution, which is currently a popular choice in empirical search literature. An important phenomenon in the data is consumers returning to the previously found search results. A stationary sequential search model, with unchanging search cost, cannot rationalize such observations. A su¢ cient (but not necessary) condition for the rationality of
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return is that reservation utilities are declining with each search attempt. In the search model, this property is primarily achieved through increasing search costs: median cost increases from 4 dollars per …rst search, to 16 dollars per …fth search3 . A related result is that search costs vary on the ranking criterion by which search results are sorted, i.e. it matters whether consumer is looking at results sorted by price, or by distance to city center, or by popularity. Comparing demand estimates from the search model to those obtained under static discrete choice model, we …nd that endogeneity of search-generated choice sets can lead to substantial biases. For example, the bias in price elasticity of demand is in the order of 30%. As pointed out previously, there are two kinds of search decisions: the choice of search strategy and the choice of search length. We …nd that both types of search decisions are highly informative of consumer preferences. For example, consumers who decided to search by price sorting are twice more price sensitive than the average consumer. Brynjolfsson et al. (2010) also evaluate the endogeneity bias in the price sorted environment: they estimate a static discrete choice models on two sub-samples, one of users who did not search and clicked on the …rst page, and another of those who turned the page to look at more expensive books. They …nd signi…cantly higher price elasticity in the …rst group than in the second, indicating that the static model over-estimates price elasticity.
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Related literature on empirical search



In order to relate this work to other studies on empirical search, it is important distinguish between two types of search, or two stages of a search process. On the …rst stage, consumer is engaged in "discovery", where she is learning about existing product varieties and their prices. During this stage, the information about the actual …t between consumer’s needs and the product may be imperfect. For example, typically only a limited amount of hotel attributes can be observed from a search results page. On the second stage, consumer is engaged in learning about match values among the set of previously identi…ed brands. In a hotel market, consumers click on the selected hotels, visit hotel’s website to learn more, visit Tripadviser, etc. As a result of this re…nement of preferences, only a small portion of clicked hotels actually result in bookings. Our work focuses on the "discovery" stage of the search process, leading to a selection a hotel to click (but not necessarily to purchase). Papers by Sorensen (2000), Hortacsu and Syverson (2004), and in the context of search for best price, by Hong and Shum (2006) and de los Santos (2008), can also be classi…ed as "discovery" models. The literature on consideration set formation, exempli…ed by the work of Roberts and Lattin (1991), Mehta et al. (2003), focuses on the second stage of search, where consumers learn 3



This result is obtained without apriori imposing the restriction of increasing search costs. In the optimum, increasing search costs are achieved because otherwise some likelihoods turn to be zero.
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about quality of brands through their past experience, as well as costly search. Later studies by Kim, Albuquerque and Bronnenberg (2010), Moraga-Gonzalez, Sandor and Wildenbeest (2010), and more recently, Ghose, Ipeirotis and Li (2012) are also formulated as consumer learning about the match value of a known brand. The latter paper is most closely related, and is complementary, to ours: while we model search process that leads to click, Ghose et al (2012) explain what happens between the click and the purchase.
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Data



A consumer is searching for a hotel in Chicago on a popular search aggregator. To begin search, she submits a search request, which includes the city (Chicago), dates of stay, number of guests, and number of rooms. On average, a search request results in more than 140 available hotels. Upon entering the search request, the visitor observes the …rst page of results, which contains 15 hotel options sorted by a default ranking criterion as a part of website’s recommendation system. To explore more options, users can ‡ip through pages of recommended hotels or employ various sorting and …ltering tools. As soon as the user …nds a preferred hotel, she can click on it, which redirects the user to another website where a booking can be made. If several clicks are made (about 40% of users do so), we take the last click for the analysis. Typically, users do not continue searching after making their last click, so consider the click to be the end of the search session. In total, the dataset contains 23,959 unique search histories, by consumers who visited the website during May 2007. For every search history we observe: (1) parameters of the initial request (including the date of search), (2) the sequence of search actions, (3) the contents of displays of hotels and their prices, observed after every search action and (4) identities and prices of clicked hotels. There is a separate dataset with the cross-section of Chicago hotels and their non-price characteristics. The dataset o¤ers a very detailed picture of the user search experience: search actions, observation histories and the context in which search decisions are made. This sets it apart from the datasets on consumer search behavior used in other studies. For all its bene…ts, these data have two shortcomings. Since the website is a search aggregator, it does not sell actual hotel bookings. For this reason, we observe only clicks, but not purchases. This limitation is common to online data, as discussed by Brynjolfsson et al. (2010). In another study, Brynjolfsson and Smith (2002) compare clicks and actual purchases of books and conclude that a click is a valuable indicator of preferences, albeit a noisy one. Our results also lend support to this conclusion, as we …nd economically plausible e¤ects of hotel’s characteristics on the click rate. Therefore, we will assume that a click is a revealed preference action, where the utility of a clicked hotel is higher than the utilities of other hotels in the choice set. This is not to say that clicks data can be used in place of purchase data:
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there is a gap between click and purchase where consumer is learning more about the quality of a hotel and its …t to her preferences (learning the match value, in other words). Another limitation of the data stems from the fact that users are anonymous (unregistered). We cannot tell if two search sessions were made by the same person, if they were made more than 24 hours apart. Therefore, we need to assume that each search session is performed by a separate individual. To the extent that the possibility of future search can serve as a substitute for current search e¤ort, our estimates of search costs will be biased upward. The issue with future search is that hotel prices change rapidly (at least in the Chicago market), so that the consumer who decides to search later may not be able to return to the previously found results. As such, the decision to search requires a di¤erent modeling approach. In this paper, we focus on search decisions made within a relatively short time frame of a single search session, when all previously observed results are available.



3.1



Search strategies



Explaining the observed searching and clicking decisions in this search environment is a challenging task. The strategy space that this website o¤ers to a searcher is very rich. One solution to this problem would be to focus on a subset of consumers who employed a narrowly de…ned search strategy. For example, in our data there are 8,300 observations from consumers who did not search; at the same time, the most popular search strategy is used only by 3,108 consumers. If the estimation sample is constrained to these observations, the implied search rate is 3,108/(3,108+8,300)=27%. This is substantially smaller than the search rate in the total sample, which is 65%. Therefore, we do not pursue this approach, as it is likely to give biased results – both in terms of search cost estimates and demand estimates. At the same time, it is not feasible to include into a structural search model all variety of search strategies used by the remaining 52% of consumers. We attempt to strike a balance between these extremes. We choose a handful of the most popular search strategies, and explain the decisions made by consumers who used these strategies in a fully structural way. For other consumers, take only the …rst search decision and ignore the rest. In this way, we expect to obtain an unbiased view on the baseline search cost associated with initial search action. We choose the following search strategies, whose usage is summarized in Table 1. The …rst "strategy" is not to search at all: after observing the …rst page, either to click on one of those hotels, or to leave the website without clicking. Note that the …rst page of results appears immediately after the search request, and so it is seen by all visitors. This passive option is by far the most popular one, preferred by 35% of visitors. The most popular search strategy is to ‡ip pages of recommended hotels (the …rst page also consists of recommended hotels). With each search e¤ort, another 15 hotel options are revealed. In total, 13% of users choose this way of search. In practice, we limit the length of search by six pages, which is generous 6



Table 1: Composition of the sample by search strategies



Obs [1] [2] [3] [4]



[5] [6] [7] [8] [9] [10] [11] [12] [13] [14] [15] [16] [17] [18] [19]



Sequential search strategies Consider only the first page Only flip default sorted results Sort by price and flip Sort by distance and flip Structural sample First search action only Filter by distance to city center, within 10 miles Filter by distance to city center, within 2 miles Filter by distance to city center, within 5 miles Filter by landmark - Navy Pier Filter by landmark - O'Hare airport Reset landmark filters Filter by neighborhood - Gold Coast Filter by neighborhood - Loop Filter by price -- max 200 Filter by price -- max 300 Filter by price -- max 400 Next page Sort by distance to center Sort by increasing price Sort by decreasing star rating Total Estimation sample Rare search actions (dropped obs) Original sample



%



8,300 3,108 1,209 313 12,930



34.6% 13.0% 5.0% 1.3% 54.0%



269 264 411 244 430 209 264 227 505 278 218 1,232 263 1,264 283 6,361 19,291 4,668 23,959



1.1% 1.1% 1.7% 1.0% 1.8% 0.9% 1.1% 0.9% 2.1% 1.2% 0.9% 5.1% 1.1% 5.3% 1.2% 26.5% 80.5% 19.5% 100.0%



Notes: Composition of the original sample by the search strategy employed. [1]



These consumers only saw the initial page of search results and did not search



[2]



Observed the initial page and flipped at most 5 default-sorted pages



[3]



Observed the initial page, sorted by price and flipped at most 5 pages



[4] Observed the initial page, sorted by distance and flipped at most 5 pages [5-19] For these consumers, we explain only the first search decision. The expected benefit of the first search action is computed in a "myopic" way, i.e. it includes only immediate search results, but does not include the option value of searching further. For example, the difference between [3] and [18] is that we explain all search decisions made by [3], but only the first search decision in [18]. Otherwise, the distribution of search results following the first search attempt is the same in both.
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Table 2: Searching and clicking activity in the structural sample



N pages observed 1 2 3 4 5 6



% of sample



click rate



% of all clicks



64.2% 17.3% 9.1% 4.4% 2.9% 2.1%



29.6% 34.3% 31.5% 33.3% 30.9% 26.8%



61.9% 19.3% 9.4% 4.8% 2.9% 1.8%



Note: number of observations is 12,930 (structural sample)



given that less than 1% of users search more. The second most popular search strategy is to sort hotels by increasing prices, it is chosen by 5% of users. Following that action, the user observes the 15 cheapest hotels. From there, she can continue by ‡ipping pages of hotels sorted by increasing price. Finally, the user can sort hotels by increasing distance to city center, a strategy chosen by 1.3% of users. In total, the population of consumers whose behavior falls into one those categories amounts to 54% of the sample, or 12,930 unique search histories. We call this a "structural sample", because we model decisions of these consumers in a structural way. Other visitors employed …ltering tools in a combination with sorting and ‡ipping. Some consumers who employed …ltering tools seem to have very speci…c search goals: they restrict results to a particular hotel brand, or neighborhood. Others employed a mix of sorting tools, such as by price and then by distance. We di¤erentiate among these consumers only by their …rst search action, with lines 5-19 in the Table providing the breakdown. For each search action, we will construct an empirical distribution of hotels (and prices) that the user should expect to see on the next page. Adding lines 1-19 leads to the estimation sample of 19,291 observations, or 80% of the original sample. The other consumers have used rare …rst search actions, which we do not model (for example, typing in the name of the hotel).



3.2



Searching and clicking



Figure 1 presents search intensities in the estimation sample. The darker areas correspond to the structural sample, and the lighter area corresponds to the …rst search action made by users who chose other search strategies (lines 5-19 in Table 1). Within the structural sample, the search intensity falls very quickly: with every next page, the number users who decide to continue searching is reduced by roughly one-half. At the same time, the …gure makes it clear that a substantial part of search activity happens outside the structural sample, so it is important to account for this activity in the inference of search costs. 8
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Figure 1: Search intensity in the data



Table 2 presents a breakdown of joint searching and clicking intensities by consumers in the structural sample. Rows correspond to the total number of pages observed by the user (including the …rst page, observed by everybody): if someone has seen 4 pages, it means she has performed 3 search actions. Conditional on the number of pages, we report the number of observations, the click rate and the contribution to the total number of clicks. Consumers who actively search also click more actively: the click rate among passive users is 29.6%, while among those who made a search e¤ort it is 34.3%. Accordingly, searchers bring a disproportionate share of total clicks: being 35.8% of the sample, they bring 38.2% of clicks. This fact is consistent with a discrete choice model, which stipulates that consumers who observed more options (e.g., made a search e¤ort) are more likely to click.



3.3



Chicago hotels



In total, 148 various Chicago hotels were displayed to users who searched during May 2007. Since we do not observe the total availability for each request, we assume that all 148 hotels were available4 . Figure 2 demonstrates a wide geographical dispersion displayed hotels. They are located in the city of Chicago itself, in satellite towns (Evanston, Skokie, etc.), or in the proximity of airports (O’Hare, Midway). For each hotel, search results display its name, chain (if any), price, star rating, neighborhood, distance to the city center. Although additional information can be collected, in the estimation we only use characteristics that were displayed to the user, as they were likely to have the most immediate e¤ect on the click rate. Table 3 summarizes hotels by brand, neighborhood and star rating; the …gure on the lower panel plots the distribution of hotels by distance to the city center. There are two well de…ned clusters: hotels located within …ve miles of the city center, and those far from the city, 4



This assumption is relevant for the speci…cation of consumer’s beliefs, and only in this way it a¤ects our results. We checked the availability by entering search requests are various dates, and found that it did not vary much.
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Figure 2: Geographical dispersion of Chicago hotels
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Table 3: Non-price characteristics of Chicago hotels in the sample



brand none Best Western Hampton Inn Holiday Inn Marriott Hilton Super 8 Comfort Inn Hyatt



count 34 7 6 6 6 5 5 4 4



neighborhood Chinatown Gold Coast Loop South West Midway North Side O'Hare West Side



count 3 51 22 15 12 21 20 3



stars one two three four five



count 9 40 55 42 2



Note: in total, 148 Chicago hotels had online prices and were displayed to users in May 2007
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between 10 and 20 miles away. These clusters are largely accounted for by the neighborhoods.



3.4



Price variation



The relevant product de…nition in this market is a one night stay at the speci…ed date in the future. If several room types are available, the website shows the cheapest among them. Fortunately for us, the hotel market exhibits signi…cant price ‡uctuations: average price is 230 dollars with a standard deviation of 127 dollars. There are three main sources of price variation, within or across hotels: …rst, di¤erences in quality characteristics among hotels; second, the changes in the attractiveness of a hotel over time (e.g.,hotels that are close to the stadium will receive a premium during games); third, changing inventory of rooms available at a given hotel for a future date. The second and the third factors imply that if two users search on di¤erent days, or for di¤erent arrival dates, they are likely to see di¤erent prices for the same hotel. We also …nd a substantial component of within-hotel price variation that cannot be explained by these economic factors: searchers with the same or very similar combinations of date of search and date of arrival are shown di¤erent prices for the same hotel. This is surprising because such searchers look identical from the hotel’s perspective. Our hypothesis is that hotels or OTA’s are engaged in a sort of "experimental" pricing, where they randomly change prices in order to capture some of the high-value consumers5 . To document this phenomenon, we use all 23,959 unique search sessions by consumers who visited the website during May 2007. From their observation histories, we obtain 721,848 price observations. Such wealth of data allows us to look into very narrow consumer segments, to eliminate almost all observable heterogeneity. We de…ne segments using 3-day windows around the date of search and the date of arrival, which results in 220 consumer "types" per hotel. Matching these types to hotels, we obtain 28,219 of unique hotel-date of search-date of arrival combinations. Table 4 presents the results of variance decomposition of hotel prices. Let phasi - price of hotel h shown to consumer i with request parameters (s; a). The following equality holds: V (phasi ) = V (phasi



phas ) + V (phas



pha ) + V (pha



ph ) + V (ph



p)



Rows 1-4 in present summary statistics of each of the four variables on the right side of the equation: (phasi phas ) are "experimental" price deviations observed for hotel h by consumers within the same (s; a) cell; (phas pha ) are price deviations due to di¤erent dates of search; (pha ph ) - price deviations due to di¤erent dates of arrival; (ph p) - price di¤erences due to varying hotel quality. The …nal row summarizes variation in raw prices, phasi . As 5



To be sure, the search aggregator does not set prices. It retrieves prices from other websites, such as Expedia or hotel’s own site, which themselves could be engaged in a dynamic price discrimination.
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Table 4: Variance decomposition of hotel prices



source "experimental" date of search date of arrival hotel quality all



min -6.14 -3.92 -1.90 -2.04 0.16



mean 0.00 0.00 0.00 0.00 2.30



median -0.02 0.00 -0.03 -0.05 2.00



max 12.58 3.25 5.14 3.90 15.00



variance 0.23 0.06 0.33 1.01 1.62



% of total variance 13.93 3.59 20.25 62.23 100.00



Note: Prices are in hundreds of dollars. The first row summarizes the difference between hotel's price shown to individual consumer and its average of arrival across all consumers with the same date of search and date of arrival. The second row variation in hotel prices due to different dates of search, but holding arrival constant. Third row - variation due to arrival dates, and fourth - deviations row summarizes raw hotel prices as shown to consumers of hotel's price from the hotel's mean price. The last row summarizes raw hotel prices as observed by searchers. By construction, the sum of variances on the first four rows equals to the one on the last row.



Table 5: Summary of parameters of request



advance weekend N days N people



min 1 0 1 1



mean 33.50 0.60 2.44 1.84



median 21 1 2 2



max 364 1 30 8



sd 36.63 0.49 1.65 0.97



Note: number of observations is 23 959. Advance is the number of days between date of search and date of arrival. Weekend is a binary variation, equal to 1 if dates of stay include Saturday night.



expected, di¤erences in hotel qualities contribute a large part of the observed variation, about 62%. Variation in the dates of arrival contributes another 20%. The added contribution of changing inventory is small, only 3%. In contrast, 14% of price variation has "experimental" nature, as it is not explained by hotel identities and parameters of request.



3.5



Request types



The parameters of a search request include date of search, dates of stay, number of people, and number of rooms. From the dates of search and stay, we derive such variables as advance purchase, length of stay, and whether Saturday night (weekend stay) is included. Table ?? presents summary statistics. The median advance search in our sample is 21 days, and 60 percent of users plan to stay over Saturday night. They often travel in groups of two or more people (median is 2 persons). In our analysis, we combine parameters of request into a number of "types", which may re‡ect underlying characteristics of the consumer. For example, people who search further in advance are expected to produce less clicks, as they have more chances to search later.
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Table 6: Summary statistics of attributes of hotels displayed on the …rst page



var \ rank price



1 3.1 (1.6)



2 2.4 (1.2)



3 2.7 (1.3)



4 2.4 (1.2)



5 2.3 (1.1)



6 2.5 (1.1)



7 2.5 (1.2)



8 2.4 (1.2)



9 2.3 (1.2)



10 2.3 (1.3)



11 2.3 (1.3)



12 2.3 (1.3)



13 2.4 (1.3)



14 2.4 (1.3)



15 2.4 (1.3)



star rating



3.5 (0.7)



2.9 (0.8)



3.6 (0.7)



3.2 (0.8)



2.9 (0.9)



3.3 (0.7)



3.4 (0.7)



3.3 (0.7)



3.1 (0.7)



3.0 (0.7)



3.0 (0.7)



3.1 (0.7)



3.0 (0.8)



3.0 (0.8)



3.1 (0.8)



distance to center



2.8 (4.8)



3.5 (5.2)



3.5 (5.6)



4.0 (5.8)



4.7 (5.9)



4.6 (6.2)



4.7 (6.1)



5.3 (6.3)



5.9 (6.2)



6.5 (6.2)



7.0 (6.3)



7.3 (6.4)



7.3 (6.5)



6.8 (6.6)



6.6 (6.5)



distance to O'Hare



13.3 (4.1)



13.0 (4.5)



12.6 (4.7)



12.6 (5.0)



12.2 (5.4)



12.5 (5.3)



12.2 (5.3)



12.1 (5.5)



12.0 (5.7)



11.7 (6.0)



11.5 (6.1)



11.1 (6.1)



11.4 (6.0)



11.7 (5.8)



11.3 (5.8)



Note: Means and standard deviations (in brackets) of characteristics of hotels that occupied positions 1 to 15 on the first page. Since every user observed a first page, the number of observations: 23 959.



90.00



80.00 70.00



percent



60.00 50.00 40.00



30.00 20.00 10.00 0.00



1



3



5



7



9 11 13 15 17 19 21 23 25 27 29 31 33 35 37 39 41 43 45 hotel id



Figure 3: Appearances of individual hotels on the …rst page



3.6



First page variation



The …rst page of results, observed by all users, provides a fall back option, or status quo, against the option of searching further. Our identi…cation strategy relies on the variation in contents of that page in the cross-section of users. This variation has two components: the variation in prices and variation in the identities of hotels. Table 6 presents summary statistics of price, star rating, distance to center and distance to O’Hare, by position on the …rst page. The standard deviations of these attributes reveal substantial heterogeneity among hotels that appear on any position. With respect to the star rating, the variation is smaller: typically, these are 3 or 4 star hotels, with occasional 2 star or 5 star hotel. Figure 3 plots the frequencies of appearance of individual hotels on the …rst page (the data is truncated to a set of 46 hotels with at least a 5% rate). The top 15 hotels appear on 40 to 60 percent of …rst pages observed by the users; there is a hotel that appears on 82 percent of pages. Thus, there is a certain structural persistence in the composition of the …rst page. This does not mean, however, that 40% of users observe the same page; in fact, among 14



23,959 search histories in our dataset, a total of 12,455 of unique …rst pages were displayed. That is, every second user would see a …rst page containing a di¤erent set of hotels. One reason for this diversity is that the …rst page …ts multiple (15) hotel options – this fact aids the identi…cation of the model in an important way6 .



4



Model



In many ways, our search model is motivated by the speci…cs of the search environment. This is an advantage, as it helps avoid making ad-hoc assumptions regarding the search process that some other studies relied on (Hong and Shum (2006), Hortacsu and Syverson (2004). In particular, the search environment speci…es: a) number of products revealed per search attempt; b) empirical distribution of search results on the next search attempt; c) changes in the distribution of search results over search attempts.



4.1



Search process



The search process unfolds in two stages, and is illustrated on Figure (4). At the …rst stage, the user submits a search request and observes the …rst page of results, whose contents are chosen by the website’s recommendation system. The search results page displays 15 hotels: name, price, and a limited set of attributes, such as distance to city center, star rating, amenities. Importantly, the identity of a hotel will also entail a certain match value for a given consumer – a residual part of the hotel’s quality that cannot be captured by the observed attributes. We assume that consumers learn about prices, attributes and match values of hotels on the …rst page at no cost. Conditional on this information, a consumer can either click on one of the …rst page hotels or continue searching. A click terminates the search process, and so does the choice of the outside option, when consumer leaves website without clicking. Both events will be observed in our data. If she decides to continue searching, there are several search strategies available, as detailed in Table (1) and discussed in Section (3.1). During the second stage, after a search strategy is chosen, the user makes a sequence of search attempt. In each period, she has two options: either to continue ‡ipping pages, or to click on one of the previously observed hotels. If she decides to search, she pays the search cost and at this cost, she learns prices, attributes and match values of 15 hotel options on the next page. If the user reaches the terminal page, she cannot search further but must click on one of the previously observed hotels, or leave without clicking. 6



Thanks to the anonymous referee for this observation.



15



𝑡



1



2



3



4



5



6



Choice options in period 1 𝑢0



𝑢1 −𝑐11



Default sorting



−𝑐12



Price sorting



−𝑐13



Distance sorting



Choice options in period 2 (3,4,..), conditional on choice of search strategy 𝑢0



𝑢1



𝑢2 −𝑐21



Default sorting



Choice options in the terminal period, conditional on reaching it 𝑢0



𝑢1



𝑢2



𝑢3



𝑢4



𝑢5



𝑢6



Figure 4: Choice options at every stage of the search process. In boxes shown immediate payo¤s of an action (pay a search cost if continue searching or receive click utility). The value of outside option is u0
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4.2



Discussion



The search model outlined above involves some restrictions, as compared to the wealth of choices available to a consumer on this website. In the …rst place, we require consumer to commit to a chosen strategy – essentially, a single ranking criterion, such as recommended ranking, or price sorting, or distance to city center. In reality, many consumers do switch search tools while searching. We rule out this possibility in our model. We feel it is an acceptable assumption for two reasons. First, the top three strategies we select are the most popular ones, by a wide margin. For example, about 1,200 consumers sorted by price, but only 112 consumers combined price sorting with other tools. Second, the selected strategies …t best with the model of sequential search: consumers receive bits of information in a sequential way, and at every step decide whether or not to search more. Our second restriction is that we allow only one click to be made, and that click ends the search session. In practice, about 30% of consumers who click do so more than once: for these consumers, we take the last click for analysis. Two features of search on this website make it di¤erent from the standard sequential search model. First, the search is non-stationary. Because hotels are always ordered in some way, beliefs about the distribution of next page change over the course of search, in a non-recursive fashion. Second, the search horizon is …nite. A search request can return up to 30 pages of results, a large but …nite number. We reduce the computational burden by assuming that a consumer can observe at most 6 pages (including the …rst one). Since only a few consumers searched more, this assumption should not have a signi…cant impact on estimates. The rest of this section is organized as follows. First, we characterize optimal consumers behavior in the sequential search process, conditional on the choice of a search strategy. This characterization leads to rationality constraints implied by the observed searching and clicking decisions. In the Appendix we use these constraints to derive likelihoods of observations. Second, we model of choice of the search strategy, that precedes the sequential search part. Finally, we provide details on our assumptions regarding utility and beliefs.



4.3



Optimal search: reservation utility characterization



The search begins by observing the …rst page of results. Let u1i be the utility of clicking on the most preferred hotel on the …rst page, or simply the utility of that page. Consumer index i implies that the utility of the …rst page will vary across consumers, because these consumers have di¤erent tastes and because they see di¤erent pages of results. There is also an outside option of leaving the website without clicking; its value is ui0 , it is available at any time during search and does not change. In this section, we consider the optimal length of search conditional on the choice of search strategy. After observing the …rst page, the consumer chooses between following actions: to
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search according to the selected strategy, or to click on a hotel on the …rst page, or to leave without clicking. It is useful to combine the value of the last two actions, both of which terminate search, into a single statistic, called status quo. It is the fallback option the consumer can choose if she decides not to search. In the …rst period the status quo is u1i = maxfu0i ; u1i g. If she continues to search, she observes a second page of results, with maximal utility of u2i . In the second period her status quo becomes u2i = maxfu0i ; u1i ; u2i g. Let period index t indicate the number of pages already observed. Then, the status quo in period t = 1::T is given by uti = maxfu0i ; u1i ; ::; uti g. In a recursive way, the evolution of the status quo can be expressed as: uti = maxfuti ; u(t



1)i g



(1)



If the consumer decides to search in the …rst period, she must pay the …rst period search cost, or baseline search cost, denoted by c1i . It is the cost of exploring the second page of results. Search costs may change as the search continues. Speci…cally, the cost of exploring (t + 1)th page, cti is given by: cti = c1i +



t;



t = 2::T



1



(2)



- where the parameter t represents an increment in search costs in period t, relative to the baseline search cost. For simplicity, we assume t to be the same for all consumers, although this assumption can be relaxed. Non-stationarity of search costs this model serves two purposes. First, it allows to better capture the changing search intensities, shown on Figure 1. A constant search cost model predicts that search intensity decreases with search length in an even fashion, which doesn’t …t well with the data, where search intensity may fall dramatically between two periods. Second, increasing search costs guarantee that reservation utilities are declining – a feature of a search model necessary to rationalize the observed return patterns, an issue we discuss at greater length below. As search progresses, so do beliefs of the consumer regarding contents of the subsequent page. For example, with price sorting strategy, the user expects more expensive hotels on every next page. Below we discuss the construction of beliefs in more detail. For the current purposes, we summarize the evolution of beliefs through a time-dependent distribution function, Gt (~ u(t+i)i j i ), where u ~(t+i)i is next page’s best utility. Even in the absence of Bayesian updating, the distribution will vary across consumers who have di¤erent values of i - a vector of all their observed and unobserved characteristics that a¤ect utility. Because the evolution of beliefs cannot be expressed in a recursive fashion, we …nd the optimal policy function using backward induction. This method requires the terminal period, which we choose as T = 6.
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Thus, there are three state variables in this dynamic model: the status quo, uti , search cost, cti and the time index t. The value function in period t is: Vt (uti ; cti j i ) = maxfuti ; Et Vt (~ ut+1i ; ct+1i j i )juti ;



cti g



i



(3)



Together, equations (1), (2) and (3) characterize the dynamic problem faced by the consumer. The quantity u ~(t+i)i is the unobserved next period’s status quo (hence the tilda sign). The expectation operator in (3) is obtained from the current distribution of beliefs as: Et Vt (~ ut+1i ; ct+1i j i )juti ;



i



=



Z



Vt+1 maxf~ u(t+i)i ; uti g; ct+1i j



i



dGt (~ u(t+i)i j i )



Because consumers do not face any uncertainty about search cost innovations, the period search cost ct+1i can be treated as a consumer-speci…c characteristic. With some abuse of notation, we include it as a part of the vector i . Removing search cost from state variables, we can denote the above expectation as Qt (uti j i ) Et Vt (~ ut+1i ; ct+1i j i )juti ; i . Using the law of motion for the status quo, Qt can be recursively written as: Qt (uti j i ) = Et max (maxf~ ut+1i ; uti g; Qt+1 (maxf~ ut+1i ; uti g)



ct+1i )



(4)



We solve the model by backward induction. Let t = T 1, so that only one search attempt remains. The continuation value of search (gross of search costs) is: QT



1 (uT 1i j i )



= Et maxf~ uT i ; uT



1i gj i



(5)



If the distribution of search results, u ~T i , has full support7 , then there exists a critical level of status quo that makes the consumer indi¤erent between searching and not searching: uT 1i = Qt (uT 1i j i ) c(T 1)i . The value of uT 1i that solves this equation is called reservation utility and denoted by r(T 1)i . Alternatively, the indi¤erence condition is stated as: QT



1



r(T



1)i j i



r(T



1)i



= c(T



1)i



(6)



- which simply states that the expected bene…t of search is equal to the search cost. Accordingly, the consumer i will search in period T 1 if and only if: uT More generally, for any period t



T



1i



< r(T



1)i



1, the reservation value is given as a solution to



7



In our model, utility of every hotel has an i.i.d shock with EV type 2 distribution, which is a continuous distribution with in…nite support. This guarantees the full support of the distribution of search results (e.g., maximal utility on a page of hotels).
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the equation: Qt (rti j i )



rti = cti



(7)



After observing t < T pages of results, a consumer will search if and only if: uti < rt (cti )



(8)



The vector of reservation utilities, r1i ; ::; rT 1i completely determines the user’s search behavior: consumer i will optimally search ti pages of results if and only if u1i < r1i ; ::; u(ti



1)i



< r(ti



1)i ; uti i



> rti i



(9)



The functions Qt , t = 1::T 1, are obtained by using recursive relationship (4), starting from (5). In practice, this is done using a linear interpolation, for each value of consumer-level parameters, i . Then, the vector of reservation utilities is obtained by numerically solving a set of equations (7), also by linear interpolation. The Matlab code implementing both steps is available from the author upon request.



4.4



Click inequalities



Suppose a consumer i has searched ti pages and stopped. Her choice sets consists of ti pages of results, with maximal utilities u1i ; ::; uti i , plus the outside option, ui0 . We can simplify notation by including the outside option as an additional "product" into the …rst page of results. In what follows, we rede…ne the utility of the …rst page u1i as the maximal utility among hotel options on that page, plus the outside option. Let ki - index of the page clicked, where 1 ki ti (we eliminated the case ki = 0 by including the outside option into the group of alternatives on the …rst page). If we interpret a click as a revealed preference action, she will click on page ki if an only if: uki i



umi ; m = 1:::t



(10)



Since the utility of the clicked page uki i is also the utility of the clicked hotel, we obtain an additional set of inequalities related to other hotels that were displayed on page ki . Denote by xki i the utility of the clicked hotel (where xki i = uki i ), and by yki i - best utility among other hotels on the same page. The click optimality implies, xki i > yki i
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(11)



Collecting click-related inequalities from (10) and (11), xki i



4.5



ugi ; g = 1::ki



1



(12)



xki i > yki i



(13)



xki i > ugi i ; g = ki + 1::ti



(14)



Optimality conditions on joint searching and clicking decisions



We now combine click-related and search-related inequalities derived previously, to arrive at a set of inequalities that must be jointly satis…ed for the observed data. Note that the search inequalities in (9) were formulated in terms of period status quo, while the click inequalities are stated in terms of hotel utilities. We need to reformulate search inequalities in terms of hotel utilities as well. Further, because clicking and searching decisions are not independent, some of the inequalities in the combined set will be redundant. We distinguish between several classes of observations, as indexed by t - length of search and k - index of the clicked page. To save on notation, suppress consumer speci…c index i within this section. 4.5.1



Case 1: k > 1; k 


Search decisions imply a set of inequalities concerning the status quo in each period: u1 < r1 ; ::; ut 1 < rt 1 and ut > rt . Click inequalities imply that once the preferred option was discovered on page k, all current and future values of status quo are equal to the utility of the preferred hotel, xk . Therefore, search inequalities can be stated as: u1 < r1 ; ::; uk



1



< rk



xk < rk ; ::; xk < rt



(15)



1



1; k






(16)



xk > r t



(17)



where the second set of inequalities may be empty (when k = t). Consider the utilities of pages observed before the best choice was found: ug , g = 1::k 1. These quantities are part of inequalities (15) but not (16) or (17). Because ug ug , the inequalities u1 < r1 ; ::; ut 1 < rt 1 imply that any ug from this set must satisfy: ug < rg ; ::; ug < rt 1 . These can be summarized as, ug 



k g



minfrg ; ::; rk



1 g;



g = 1::k



1



(18)



When k < t, inequalities (16) that are related to xk can be summarized using a single statistic: xk 



t k



minfrk ; ::; rt 21



1 g; k






(19)



Utilities on pages g = k + 1::t, as well as utilities on the clicked page, yk , are not involved in the search decisions. The last inequality is the optimal stopping decision: xk > rt



(20)



Together, inequalities (18), (19) and (20) summarize all constraints that the search decisions imply on the utilities of the observed hotels. 4.5.2



Case 2: k = 1; t = 1



It is the simplest case, when no search occurred: xk > r1 4.5.3



(21)



Case 3: k = 1; t > 1



This case corresponds to observations where consumer decided to search, but then went back to the …rst page (again, it is helpful to think of outside option as being a part of the …rst page). Since the best choice is observed before searching, there are no inequalities of type (18). There are only (19) and (20): xk 



t k



minfr1 ; ::; rt



1g



(22)



xk > r t 4.5.4



(23)



Summary



The following table summarizes all inequalities that the observed clicking and searching decisions imply on utilities of products observed along the search path: clicked page



observed pages



search



click



k=1



t=1



xk > r t



xk > y k



k=1



t>1



xk < min frk ; ::; rt xk > r t



k>1



t>1



xk < min frk ; ::; rt 1 g; k < t xk > r t ug < min frg ; ::; rk 1 g; g = 1::k



1g



xk > y k xk > ug ; g = k + 1::t



1



xk > y k xk > ug ; g = 1::k 1 xk > ug ; g = k + 1::t



In the Appendix, we integrate out these inequalities over unobserved product-speci…c shocks to derive individual likelihoods of click and search decisions, conditional on the chosen search strategy.
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4.5.5



First search only



A special case of a sequential search model is a two period search, when at most one search attempt can be made. We take this approach to explain choices made by consumers who used more rare search strategies (e.g. lines (5)-(19) in Table (1)). For these consumers, we explain only the …rst search decision, combined with the click decision. Accordingly, the choice set is divided into two parts: …rst, hotels observed on the …rst page, i.e. prior to the …rst search decision; second, hotels observed after the …rst search action was made. There are only two types of observations: consumers who searched and went back to the …rst page to click there (including outside option); and consumers who searched and clicked among the search results. These decisions lead to following inequalities in terms of model’s primitives. Let u1 - maximal utility of a hotel observed on the …rst page, and u2 - maximal utility among hotels found after the …rst search decision was made. Further, let xk - utility of the clicked hotel. Finally, r1s - reservation utility of the …rst search action, given that the chosen search strategy is s. Then, if a consumer searched but returned to the …rst page, we observe inequalities: x1 u1 ; x1 > u2 ; x1 < r1s . On the other hand, if a consumer searched and clicked among the search results: u1 < r1s ; x1 > u1 ; x1 u2 .



4.6



Discussion: rationality of return



A recent paper by de los Santos, Hortacsu and Wildenbeest (2012) points out that a stationary sequential search model invariably predicts that a searcher will always buy the product found last. This prediction is inconsistent with any real-world search data, including the one used in the mentioned paper, as well as ours. In our data, about 20% of all clicks were made by consumers who searched but returned to the …rst page of results and clicked. In fact, the requirements on reservation utilities imposed by the return phenomenon vary by the type of observation. Suppose k = 1; t > 1, Case 3 in the our notation. For the set of inequalities (22)-(23) to be non-empty, reservation utilities must satisfy: rt < minfr1 ; ::; rt



1 g;



k = 0; 1; t > 1



Further, for the observations of Case 1 type, where k > 1; k < t, the following inequality must hold: rt < minfrk ; ::; rt



1 g; k



> 1; k < t



Note that observations of Case 2 type contain no return and therefore impose no constraints on reservation utilities. Once su¢ cient, but not necessary condition for both sets of inequalities to hold is that reservation utilities are declining over time:
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r1 > r2 > r3 ::: > rT



1



In our model, there are two sources of non-stationarity of reservation utilities: a) changing beliefs across pages; b) period search cost increments. A combination of both guarantees that there is at least one simulated vector of reservation utilities that is increasing, and therefore none of the likelihoods is zero.



4.7



Choice of search strategy



After observing the …rst page of results, a consumer has a choice of search strategies by which to explore hotel options. The key observation is that the continuation value of a search strategy is simply its …rst-period reservation utility. Indeed, a consumer will search if and only if the reservation utility is higher than the value of the non-search option. s be the …rst period reservation utility. Theoretically, For strategy s and consumer i, let r1i consumers choose a strategy with the highest reservation utility. In practice, we …nd that the variation in continuation values is not su¢ cient to explain observed choices. We solve this issue by adding an i.i.d logit error term to each alternative: s Vis = r1i + "si



(24)



The alternative-speci…c shock "si be interpreted as consumer’s uncertainty about the value of search (for example, future search cost) that is conducted according to the search strategy s. Importantly, we assume that these shocks are not correlated with product-speci…c utility shocks. The total number of alternative search strategies is S = 3 + 15 = 18. For s = 1; 2; 3 we compute continuation values in a fully structural way, i.e. as a solution to the equation (7). These continuation values include both the potential bene…t of immediate search results and the option value of continuing search. For strategies s = 4::18 the reservation utilities include only the bene…t of …nding a better product among hotels on the next page. That is, …rst s ; 0) = c . The index s in the period reservation utility is found by solving E1s maxf~ u2i r1i 1i expectations operator indicates that the distribution of next-page utilities, u ~2i , will depend on the search action (for example, if the search action was to …lter hotels by price, then only this type of hotels will appear among search results). In the Appendix, we have obtained the likelihoods of the observed click and search decisions, (ki ; ti ), conditional on the vector of reservation utilities associated with the chosen search strategy, si . The latter is observed only for consumers who searched; for non-searchers, si _ Using it must be integrated out. Denote these conditional likelihoods as Pi (ki ; ti jr1i ; ::; rtsiii ; i ). the assumption on the continuation value of search in (24), the total likelihood is:
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si exp(r1i ) si Pi (ki ; ti ; si j i )_ = Pi (ki ; ti jr1i ; ::; rtsiii ; i )_ PS ; si = 1; 2; 3 s s=1 exp(r1i ) si exp(r1i ) si ; si > 3 Pi (ki ; ti ; si j i )_ = P~i (ki ; ti jr1i ; i )_ PS s s=1 exp(r1i )



Pi (ki ; ti j i )_ =



S X



si exp(r1i ) si Pi (ki ; ti jr1i ; i )_ PS ; ti = 1 s s=1 exp(r1i ) si =1



(25) (26) (27)



These likelihoods are then integrated over unobserved component in i - vector of consumerspeci…c traits. In practice, this is done by taking 200 Halton draws from the appropriate search cost distribution and the distribution of consumer tastes.



4.8



Utility



The information about every hotel that is displayed to the consumer includes the name of the hotel, brand, price, geographical location, star rating, and amenities. Although more information on these hotels can be collected, we include only the displayed characteristics in our model. We also assume that, once the consumer observes the hotel’s identity, she can costlessly infer her idiosyncratic taste about this hotel, or match value8 . We choose the following speci…cation: u(pj ; qj ; "ij ) =



p i Pij



+



1 rij



+



2i doj



+



3i dj



+



4i sj



! + !n ! n j + !b b j + "ij



(28)



– where Pij is the price of hotel j (in hundreds of dollars), displayed to consumer i; qj = ! doj ; dj ; sj ; ! n j ; b j is a vector of non-price characteristics of hotel j: distance to O’Hare airport, distance to the city center, star rating, and a set of neighborhood and chain dummies. We take dj = log(1+Dj ) — the logarithm of distance (in miles), in order to smooth the outliers. Both distance metrics – to city center, and to O’Hare airport – are included in the model. Because hotels are not located on a straight line, these metrics are not collinear and represent important attributes of demand for hotels. It is possible that searchers who want to stay close to the airport care only about distance to O’Hare, but not about distance to the city center; and vice versa. To some extent, we capture these di¤erences by including interaction terms between parameters of request and distance to the city center (advance purchase, weekend stay and number of travelers). To capture some of the di¤erences in quality standards between hotel chains, we include ! a set of chain dummies, b j . A large number of hotel brands are present in the Chicago market, but for most of them only a few clicks are observed. Therefore, we include only the 8



Learning the match value can be costly. This cost can be modeled explicitly, as in Kim, Albuquerque and Bronnenberg (2009), or implicitly, as in this paper, where it constitutes a part of the search cost.
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most popular brands, shown in Table 3, which together attract 28 percent of impressions and 56 percent of clicks. The "none" option stands for independent hotels; all other hotels are grouped under a default category. A special variable included in (28) is rij the hotel rank (position) on the display, as observed by consumer i. In the click data, we see a strong indication that hotels located lower on the page of results are less likely to be clicked, even after controlling for di¤erences in price and quality. The position variable captures, in a reduced form fashion, an intra-page search that we otherwise do not observe. Consumer tastes for price and non-price characteristics are allowed to vary with parameters of request. The information in the search request is summarized by a vector of four dummies, denoted by Ri , which includes: a) whether the search is made more than 30 days in advance; b) whether stay includes 2 nights or longer; c) whether Saturday night stay is included; d) whether the person is traveling alone. Further, we introduce unobserved variation in tastes, mainly through the parameter of price sensitivity, pi . Leaving the website without any click constitutes a choice of the outside option, whose mean utility also may depend on consumer-level characteristics: ui0 =



0



+



1 Ri



+ "i0



(29)



By parameters of request Ri in the value of the outside option, we attempt to control for various reasons for why a user may leave the website. For example, the user may decide to call the hotel directly, or to search later, or to abandon the idea of trip. While we do not observe all these reasons, we may conjecture that users who search farther in advance have more opportunities for searching later and hence are less likely to settle at the moment. Note that the utility speci…cation (28) does not include a constant term, which is a necessary exclusion restriction to identify 1 .



4.9



Beliefs



To determine the expected bene…t of search, the consumer formulates a belief about the distribution of search results: the maximal utility of hotels on the next page. It is constructed in two steps. We …rst specify the distributions of hotel characteristics on the next page: prices, qualities and match values. Then we use the utility model to map beliefs from the multi-dimensional space of product characteristics into the single dimension of utilities. Let Gst (pj ; qj ; "ij ) be the consumer’s belief about the joint distribution of attributes of a random hotel on the next page, if the search continues according to strategy s. With the rest of the literature, we assume that Gst re‡ects the actual distribution o¤ers, i.e. we estimate search from known distribution. Using the chain rule and the independence of taste shocks,
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we can rewrite Gst as a product of conditionals: Gst (pj ; qj ; "ij ) = Hts (pj ; qj )f" ("ij )



(30)



–where the distribution of match values, f" ("ij ) is assumed to be EV Type 1, as in the utility model. That is, consumers do not know the realizations of their tastes for hotels that will show up on the next page; another way to put it is that consumers do not know the identities of hotels that will be discovered. The joint distribution of observable hotel characteristics on page t, Hts (pj ; qj ), is approximated by taking bootstrap samples from the actual contents of page t as seen by consumers who searched using strategy s. On a given simulation draw r, we generate a vector r )g of 15 hotels and their prices that may appear on the next page as a f(pr1 ; q1r ); ::; (pr15 ; q15 result of search. The maximal utility among these hotels is EV Type 1 with scale one and r ))). Therefore we simulate location parameter Mtr = log(exp( (pr1 ; q1r )) + :: + exp( (pr15 ; q15 maximal utility as urt = Mtr + "rt , where "rt is an i.i.d draw from the EV distribution with location parameter zero. Repeating the process for r = 1::R times, we obtain an R 1 vector of random draws of maximal utilities on the next page. Assumptions on consumer beliefs regarding search are central to any search model. Search cost estimates are generally quite sensitive to the location and scale parameters of the distribution of search results. Therefore, it is important that our approach to construction of beliefs is empirically driven by distributions of actual search results found in the data9 .



5



Identi…cation



In principle, the full identi…cation of a search model requires that we are able to uniquely recover the joint distribution of preferences, search costs and beliefs. We make several assumptions that simplify this problem. First and furthermost, we assume that consumer beliefs about distribution of search results can be reasonably approximated by the empirical distribution of hotel prices and qualities. This is a standard assumption in the empirical literature on consumer search (see, for example, Hong and Shum (2006)), which is grounded in the idea that beliefs should be rational. Second, we assume a common mean utility function: uij = (pj ; qj ) + "ij ; in terms of (28), this implies constant price coe¢ cient: Pi = P . Under these assumptions, we show that the mean utility function and the distribution of search costs, are non-parametrically identi…ed. While the assumption of logit demand is restrictive, our result represents an the …rst step towards establishing the identi…cation of a search model with di¤erentiated products. Existing results assume either search for best price (no di¤erentiation), or vertical di¤erentiation, 9



We are grateful to an anonymous referee for this point.
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neither of which can rationalize consumer choices observed in our dataset. The addition of an idiosyncratic taste shock is the minimal next step required for that. On a practical level, we emphasize the sources of variation needed for identi…cation of unobserved search costs, when consumers may have idiosyncratic preferences. We believe our approach is particularly useful in the online context, where it is di¢ cult to …nd reliable shifters of search costs.



5.1



Mean utility function



We start with the identi…cation of mean utility function, (p; q). Consider a population of consumers who entered the same request R and observed the same contents of the …rst page. Let Ph be the proportion of those who clicked on the …rst page, on a hotel h with characteristics (ph ; qh ). These include consumers who clicked without searching, and those who searched further but returned to the …rst page. Also, let P0 be the proportion of those who chose outside option, whose mean utility is 0 (R). Since both Ph and P0 are observed in our data, we can compute their ratio, Ph0 = Ph =P0 . From (42) and (43), we see that the likelihoods for these two types of observations happen to have multiplicative form, with respect to search and click decisions. One readily obtains, Ph0 = exp( (ph ; qh ) 0 (R)). By inverting this equation, we obtain the value of the function (p; q; R) = (p; q) 0 (R) at the point (ph ; qh ; R). The function 0 (R) is identi…ed from (p0 ; q0 ; R) up to a constant, c = (p0 ; q0 ); conversely, the function (p; q) is identi…ed from (p; q; R0 ) (p0 ; q0 ; R0 ) up to the same constant. Note that we did not use observations for consumers who clicked beyond the …rst page, because their likelihood contributions do not have the necessary multiplicative forms. Only likelihoods which correspond to consumers who clicked on the …rst page have this form.



5.2



Why does the static model lead to biased results?



The identi…cation of the mean utility function provides some insight as to why static demand estimates are inconsistent if choice sets are generated by search. Such estimation includes both types of consumers, those who clicked on the …rst page, and those who clicked elsewhere. As a result, the likelihood function is misspeci…ed for part of the observations. The reason lies in the di¤erent truncation regions on unobserved utility shocks, implied by these two types of decisions. In the case of consumers who clicked on the …rst page, the utility of the clicked hotel is truncated from below by the reservation value of search. In contrast, for consumers who clicked on subsequent pages, the …rst-page utilities are truncated from above, while utilities of other pages are truncated both sides. This mix of truncation modes is the technical reason behind the bias produced by the static model. To see the economic meaning behind it, consider an example. Suppose there are only two pages, with one hotel per page: hotel A on page 1 and hotel B on page 2. Denote B* -



28



unobserved value of hotel B prior to search, and C as the search cost. Three outcomes are possible: a) choose A without searching; b) search to observe B and go back to A; c) search to observe B and choose B. A full information, static demand model assumes that consumer knows both A and B and picks the best one. These assumptions can lead to biased inference, depending on the type of outcome. In case (a), it is possible to have B>A, even though A was chosen. This type of bias is due to the limited nature of search-generated choice sets. In case (b), consumer observes both A and B, so the click decision implies A>B. The search decision gives an additional inequality: Emax(A,B*)-C>A. This inequality puts an upper limit on the distribution of potential di¤erences (A-B): (A-B)A. If uncertainty about B* is not too large, and search cost is positive we can say Emax(A,B*)CA that we observe from clicks. It immediately follows that the value of information contained in search decisions must be proportional to the size of search cost: the higher the search cost, the more informative search decisions are about consumer preferences.



5.3



Uncovering the search cost distribution



Turning to the identi…cation of the search cost distribution, consider a population of users who observed the same …rst page content, denoted by 1 = fpr ; qr g15 r=1 - prices and qualities of hotels. From our data, we can compute the share of searchers who observed the same …rst page: P (T > 1j 1 ). Applying the search rule (8) and integrating over search cost, we obtain the predicted share of searchers: +1 Z P (T > 1j 1 ) = P (ui0 < r1 (c); ::; ui15 < r1 (c))g(c)dc 0
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(31)



Using the de…nition of extreme value distribution, P (ui0 < r1 (c); ::; ui15 < r1 (c)) =



15 Y



exp( exp( r1 (c) + (pr ; qr )))



r=0



= exp



15 X



exp( r1 (c) +



r=0



= exp



exp( r1 (c))



15 X



r)



!



exp (



r=0



!



r)



P In this formula, S( 1 ) = 15 r=0 exp ( r ) is a su¢ cient statistic that summarizes the relationship between the content of the …rst page, 1 , and the search decision. Since mean utilities are already identi…ed, this function is also known. We can re-write the search decision as, +1 Z P (T > 1j 1 ) = exp ( exp( r1 (c))S(



1 )) g(c)dc



(32)



0



Since r1 (c) is a monotonic function, we can introduce a change of variables, t = exp ( r1 (c)). The above equation becomes, +1 Z P (S) = exp ( tS) h(t)dt



(33)



0



where h(t) = g(c 1 (t))=t0(c). With respect to unknown density h(t), equation (33) is a Friedholm type 1 integral equation. As the kernel of this integral equation belongs to the exponential family, the solution is unique (Lehmann and Romano (2005), ch. 5). As usual, the existence is guaranteed by the assumption that the model is correct. The density of the search cost distribution is then readily computed from h(t). In our data, the variation in the content of the …rst page is so frequent that the "market" typically consists of only one consumer. Because of this, conditional probabilities like (32) cannot be reasonably approximated and inverted. Therefore, only a parametric version of the model is feasible to estimate. Nevertheless, the main message remains: the variation of prices of hotels on the …rst page provides a wealth of identifying equations of the type (31) that allow for a ‡exible parametric form assumptions. To a large extent, the variation of status quo is particularly rich because …rst page already contains 15 hotels10 . 10



We are grateful to anonymous referee for this point.
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6



Threats to validity



The identi…cation strategy outlined above rests on two assumptions: that hotel’s price, as observed by a consumer, is uncorrelated with consumer’s idiosyncratic tastes (error term in (28)) and that hotel’s …rst-page membership is also uncorrelated with tastes. In our case, none of these assumptions holds, which introduces bias into the estimation results. However, some of our results are derived by comparing the predictions of various discrete choice models, and, if their estimates are biased in a similar way, our conclusions should hold at least qualitatively. Even though we cannot solve the endogeneity issues directly, we point to several factors that alleviate these concerns, and discuss potential strategies that can be used in other settings.



6.1



Price variation



Hotel prices observed by website visitors are a product of hotel’s revenue management systems as well as markups imposed by the online distribution channels. Although these prices were not set in a direct response to individual users’tastes, it is possible that hotel’s price can be correlated with the error term the utility equation. This is due to permanent or temporary shocks to hotel’s quality that shift preferences of multiple consumers in a similar way. For example, a hotel may be located on a noisy street –a factor that may be known to travelers, but not to the econometrician, and that permanently reduces demand for that hotel. As an example of a temporal shock, a US Open tournament may increase demand and prices for all hotels in the city, and hotels closer to the stadium will receive larger premiums. An instrumental variables approach is particularly challenging in the hotel market. Indeed, we have not been able to …nd any studies that apply this approach to hotel prices. Given that temporary shocks to hotel prices are typically correlated across time and geography, one cannot use past hotel prices (or prices of hotels in other locations) as an instrument. Exogenous changes in marginal costs are a valid, but weak instrument, because marginal costs are a small component of price. We attempt to alleviate the problem by including various controls in the utility speci…cation: dummies for hotel’s neighborhood and brand as well as weekend and month dummies, to account for seasonality. According to the variance decomposition, about 14% of price variation is not explained by hotel- or time-speci…c factors. This "experimental" price variation reduces the potential correlation between price and error term in the utility model.



6.2



First page variation



The contents of the …rst page of results, that is observed by all users, is chosen by the website’s recommendation system. From conversations with website managers we found that hotels are ranked according to their past click through rates. Since the default ranking uses only past choices made by other consumers, the contents of the …rst page shown to a given user are not 31



Table 7: Characteristics of …rst-page hotels



var \ rank price



1 3.1 (1.6)



2 2.4 (1.2)



3 2.7 (1.3)



4 2.4 (1.2)



5 2.3 (1.1)



6 2.5 (1.1)



7 2.5 (1.2)



8 2.4 (1.2)



9 2.3 (1.2)



10 2.3 (1.3)



11 2.3 (1.3)



12 2.3 (1.3)



13 2.4 (1.3)



14 2.4 (1.3)



15 2.4 (1.3)



star rating



3.5 (0.7)



2.9 (0.8)



3.6 (0.7)



3.2 (0.8)



2.9 (0.9)



3.3 (0.7)



3.4 (0.7)



3.3 (0.7)



3.1 (0.7)



3.0 (0.7)



3.0 (0.7)



3.1 (0.7)



3.0 (0.8)



3.0 (0.8)



3.1 (0.8)



distance to center



2.8 (4.8)



3.5 (5.2)



3.5 (5.6)



4.0 (5.8)



4.7 (5.9)



4.6 (6.2)



4.7 (6.1)



5.3 (6.3)



5.9 (6.2)



6.5 (6.2)



7.0 (6.3)



7.3 (6.4)



7.3 (6.5)



6.8 (6.6)



6.6 (6.5)



distance to O'Hare



13.3 (4.1)



13.0 (4.5)



12.6 (4.7)



12.6 (5.0)



12.2 (5.4)



12.5 (5.3)



12.2 (5.3)



12.1 (5.5)



12.0 (5.7)



11.7 (6.0)



11.5 (6.1)



11.1 (6.1)



11.4 (6.0)



11.7 (5.8)



11.3 (5.8)



Note: Means and standard deviations (in brackets) of characteristics of hotels that occupied positions 1 to 15 on the first page. Since every user observed a first page, the number of observations: 23 959.



Table 8: Logistic regression of hotel’s appearance on …rst page



Var CTR hotel CTR_hotel_search CTR_hotel_search_arrive log(Price) Hotel FE N obs



Coef 0.041 -0.121 0.033 0.344 NO 1,822,557



sd (0.008) (0.007) (0.001) (0.004)



ME 0.005 -0.015 0.004 0.043



sd (0.001) (0.001) (0.000) (0.000)



Coef



sd



ME



sd



-0.091 -0.021 -0.312 YES 1,822,557



(0.013) (0.002) (0.010)



-0.006 -0.001 -0.021



(0.001) (0.000) (0.001)



Note: Results of a logistic regression, outcome variable is the appearance of a hotel on the first page in a given session. Regressors include: hotel click rate among all searchers; click rate among previous searchers; click rate among previous searchers with the same date of arrival as a given searcher; and a set of hotel fixed effects. Marginal effects are computed. Click rates are measured in percents. Standard errors are in parentheses.



directly linked to her idiosyncratic tastes. However, an indirect relationship is possible – for the same reasons that are responsible for the price endogeneity, as discussed above. The advantages of our data, which includes a complete set of search activity over a month, allow us to evaluate a potential correlation between hotel’s past attractiveness and its prominence on a given search session. Although we can only obtain an approximation (we do not know the exact formula for the default ranking), we should be able to detect a strong correlation, if it exists. For each search session i, we observe dates of search and arrival, (si ; ai ). The outcome variable is yhi - an indicator whether a given hotel was located on the …rst page (yhi = 1) or not (yhi = 0). Explanatory variables are: Ih - hotel …xed e¤ect, which controls for a timeinvariant hotel quality; xhs - click rate on hotel h among all searches made prior to si , which re‡ects varying hotel popularity over time; xhsa - click rate on hotel h among searches made prior to si , with arrival date ai , which controls for the e¤ects of future shocks for hotel quality on its current popularity. Table 8 presents the results from a logistic regression, together with marginal e¤ects. We obtain that e¤ects of popularity are small and often have incorrect signs: for example, a 1% increase in the past click rate decreases the chances of prominence by 0.006 percentage points.
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We interpret this as the evidence of only a weak correlation between …rst page participation and our measures of temporal shocks to hotel quality. One reason behind this result is the following. Website managers indicated that a certain amount of "random reshu- ing" is introduced into the ranking, to increase the variety of hotels that may appear on the …rst page. This corresponds to our results on the …rst page variation, which indicate more variation that would be possible under a …xed formula. Simulations show that if a pre-determined past click-based formula is used, the …rst page quickly becomes stationary: limited search leads to a feedback property, where hotels that were prominent yesterday receive a lion’s share of clicks today and continue to occupy the …rst page tomorrow11 .



7



External evidence on search costs



Before considering the estimates of search costs delivered by the search model, it is helpful to obtain an external estimate of the possible magnitude of search costs. Consider a consumer indexed i who observed the …rst page of results and decided not to search. Her search cost satis…es the following inequality: ci



ci = E maxf~ u2



u1i ; 0g



- where u1i - the status quo (best utility on the …rst page), and u ~2 - unobserved (by consumer) utility of the best hotel on the second page of results. In fact, the above inequality is a conservative one, because it ignores the option value of searching further. By computing the distribution of search cost cuto¤s ci among consumers who did not search, we obtain the distribution of lower bounds on search costs. Similarly, a distribution of upper bounds on search costs is obtained from consumers who did search. The key di¢ culty in applying this idea in the context of di¤erentiated products is that the consumer-speci…c status quo, u1i , is unobserved. Indeed, potentially any of the 15 hotels on the …rst page (plus the outside option) could have been the status quo. This uncertainty is reduced in a sub-sample of consumers who actually clicked on a …rst page hotel, thus revealing the price and non-price characteristics of their status quo option. For simplicity, we take only consumers who observed pages of recommended hotels (e.g. we omit price sorting, etc.). In our data, there are 2,458 consumers who clicked without searching, and 171 consumers who searched but returned and clicked on a …rst page hotel. For each consumer i, we record the star rating and neighborhood of the clicked hotel, as well as hotel’s price. Denote these quantities by Si ; Ni and Pi , respectively. We assume further that the same consumer might be interested …nding more hotels of the same category as the 11



Available from the author upon request.
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Figure 5: Expected search bene…t among consumers who clicked on the …rst page.



clicked hotel, i.e. same star rating and neighborhood. Hotels outside the this category are assumed to have zero value. The bene…t of search is then computed as expected price savings among hotels in the preferred category, among 15 hotels on the second page. The distribution of search results is approximated by variation in second pages observed by consumers who employed a particular search strategy (in this case, there 3,108 of consumers who searched by ‡ipping recommended results). Given values Si ; Ni and Pi , the expected price savings are computed as:



ci



3108 1 X max Pi 3108



P~s (Si ; Ni ); 0



s=1



P~s (Si ; Ni ) = minfPjs : S(j) = Si ; N (j) = Ni g Figure (5) depicts the distribution of expected price savings, for searchers and nonsearchers. Both are quite similar. For about 7% of observations, we do not …nd any potential price savings. Further, for about 56% of the sample, the expected savings are 20 dollars or less (the median search cost cuto¤ is 11.3 dollars). At the same time, there is a non-negligible number of consumers with expected bene…ts exceeding 50 dollars (19% among non-searchers, and 20% among searchers). These are substantial expected gains that many consumers in our data chose to forego.



8



Estimation results



The empirical implementation of the search model pursues several goals. The primary goal is to obtain estimates of search costs in this environment. At …rst, it may appear that search costs should be small: another batch of results is only a click away. However, we have seen that 34



consumers often forgo material price savings by not searching. Therefore, we interpret search cost as cognitive costs of processing information on a new page results: indeed, comparing prices and various quality characteristics of 15 new hotels is not a trivial task. The search costs includes the cost of learning the match quality –residual quality that cannot be explained by a limited set of observed characteristics12 . We investigate the sensitivity of search cost estimates to taste heterogeneity and assumption on search cost distribution, by estimating a variety of search models. The estimation is done by Simulated Maximum Likelihood, numerically integrating individual likelihoods of joint clicking and searching decisions, over unobserved search costs and random tastes. In practice, we take 200 Halton draws from the distribution of search costs, as well as any random tastes if included in the model. The standard errors are adjusted upwards to include the e¤ect of simulation noise, using methods discussed in Train (2003).



8.1



Preferences



Table (9) presents the …rst set of results –estimates of preference parameters. The …rst two columns, labeled D2 and D2R present estimates from a multinomial logit demand model, which can rationalize the observed click data. Consumer i observes choice set Ci ; she clicks on a hotel hi 2 Ci with the probability: Pi (hi ) =



Z



exp( i pihi + i (Xhi )) P dF ( i ) 1 + j exp( i pij + i (Xj ))



(34)



where pihi - price of hotel hi as observed by consumer i, and i (Xhi ) - non-price part of the mean utility (detailed in equation (28) above). Model D2 assumes that preference parameters conditional on consumer observables (in this case, parameters of request) are constant. Therefore, it su¤ers from IIA property, and is included only for comparison. Model D2R relaxes the IIA property by introducing random price sensitivity parameter i with negative log-normal distribution13 . Using Halton sequence, we generate a set of draws of this parameter, which are used to numerically approximate the integral in (34). As seen from column D2R in Table (9), there is a substantial variation in unobserved component of price sensitivity, which is not surprising, given that such consumer characteristics as income, age, etc., are not observed. Despite their limitations, static discrete choice models are useful as a starting point of the analysis. These are widely used models, easy to implement. Therefore it is of interest to see if the biases present in these model’s estimates are large enough to lead to qualitatively incorrect conclusions. Because one cannot directly compare estimates of non-linear models, 12



We are grateful to an anonymous referee for this observation. We have explored other forms of random tastes, such as preference to city center, but found that heterogeneity in price coe¢ cient was the most important one. Given a high computation cost of introducing unobserved heterogeneity into dynamic search models, we have limited its extent to a single dimension that matters the most. 13
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Table 9: Estimates of utility parameters under di¤erent speci…cations



D2



DR2



S2



S2R



price



-1.18



(0.03)



-0.96



(0.03)



star rating



0.50



(0.02)



0.65



(0.02)



0.38



(0.02)



0.30



(0.02)



distance to center



-0.49



(0.04)



-0.59



(0.05)



-1.09



(0.04)



-1.05



(0.04)



distance to O'Hare



0.23



(0.07)



0.86



(0.07)



0.23



(0.07)



0.26



(0.00)



position on the page



-0.10



(0.00)



-0.07



(0.00)



-0.12



(0.00)



Price coef median



-2.51



(0.09)



-0.80



(0.02)



Price coef SD



1.66



(0.67)



0.26



(0.04)



Interactions of hotel characteristics and request parameters Intercepts Advance 


0.60



(0.06)



0.26



(0.08)



-0.15



(0.04)



-0.03



(0.05)



Number of days 


-0.17



(0.05)



-0.08



(0.07)



0.01



(0.03)



-0.03



(0.03)



Weekend stay



0.75



(0.06)



0.54



(0.08)



0.06



(0.04)



0.16



(0.05)



Traveling alone



0.30



(0.05)



0.50



(0.07)



0.11



(0.03)



0.20



(0.04)



(Advance


0.44



(0.03)



0.11



(0.04)



0.07



(0.02)



0.13



(0.02)



(Number of days


-0.15



(0.02)



-0.22



(0.03)



0.07



(0.01)



-0.07



(0.01)



(Weekend stay)*Price



0.32



(0.03)



0.24



(0.03)



0.16



(0.02)



0.12



(0.02)



(Traveling alone)*Price



0.06



(0.02)



0.00



(0.03)



0.10



(0.02)



0.01



(0.02)



0.33 0.55



(0.05) (0.05)



0.12 0.39



(0.05) (0.06)



0.09 0.13



(0.04) (0.04)



0.17 0.18



(0.05) (0.05)



-0.53



(0.06)



-0.39



(0.06)



-0.50



(0.04)



-0.46



(0.05)



-0.15



(0.05)



-0.25



(0.06)



-0.33



(0.04)



-0.23



(0.05)



0.02



(0.05)



-0.01



(0.05)



-0.16



(0.04)



-0.19



(0.04)



Position value ($)



8.51



(0.32)



2.93



(0.15)



12.97



(0.50)



18.78



(0.52)



WTP for star rating



42.66



(2.27)



25.81



(1.36)



39.56



(2.49)



37.46



(2.61)



Price elasticity



-1.62



(0.15)



-1.73



(0.10)



-1.27



(0.05)



-0.93



(0.10)



log-likelihood (1000s)



38.75



Price interactions



Quality interactions (Advance 


37.62



78.05



77.68



Notes: Estimates of preferences for hotels, from static and dynamic (search) models. D2 - constant coefficient static model with actual choice sets. Dependent variable: click conditional on actual choice set. D2R -- same as above, but with random coefficients. S2 - constant coefficient search model with log-normal baseline search cost. Dependent variable: joint search and click. S2R random coefficient search model with log-normal baseline cost. In all models, the number of observations is 19,291.
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we construct three derived variables: a) dollar value of hotel’s position, which is a change in hotel price that is equivalent, in terms of expected click rate, to a change in hotel’s display rank by one unit; b) dollar value of one unit of star rating; c) own price elasticity of demand, as a percentage change in expected click rate following 1% increase in price. In models with random price coe¢ cient, these parameters are reported at their median values. The second two columns in Table (9), labeled S2 and S2R, present estimates from search models, whose assumptions on hotel preferences mirror those of D2 and D2R, respectively. That is, in S2 tastes are conditionally constant, while S2R is a model with unobserved heterogeneity in price coe¢ cient, which allows for somewhat more ‡exible substitution patterns. Importantly, the search model S2 no longer has IIA property (as opposed to its static analogue, D2), because of search decisions and unobserved heterogeneity in search costs. Overall, the estimates of hotel preferences have economically meaningful signs and magnitudes, which is a particularly good sign, given that our data comes from clicks, not purchases. We …nd that demand for hotel clicks is relative elastic, well above one for all models. By "demand" we understand the sample average of expected click probability on a particular hotel –1.13 miles from center, 3 stars, 235 dollars average price –that is located on the …rst page, …rst position (made available for all consumers in the sample). Static model’s estimates of price elasticity range between -1.62 for D2 to -1.73 for D2R. Search models S2 and S2R give values of -1.27% and -1.31%, respectively. Static model’s estimate of price elasticity are biased, because of endogeneity of choice sets due to search. Comparing to results from S2 and S2R, we …nd the magnitude of the bias in the order of 30%. Di¤erences in predictions on the value of position or the value of star rating are also substantial. At the same time, the sign of the bias cannot be generally predicted: in our prior work, as well as in other speci…cations not included in this paper, we have encountered biases of various signs. This implies that a static model will generally give only a rough approximation to consumer preferences. Indeed, search is an important part of consumer choice in this environment and it is di¢ cult to expect good performance from a model that ignores it. That said, we recognize that a search model is much more di¢ cult to estimate and may be impractical in some situations. Results in Table (9) suggest that request parameters are informative about consumer preferences: most of the interactions of weekend stay, advance purchase and number of travelers with hotel’s attributes are statistically and economically signi…cant. While our primary interest is in the estimates of search costs, including a parsimonious speci…cation of preferences is important. To the extent that consumers of di¤erent types (say, those who stay over weekend and those who don’t) have di¤erent preferences, they will have di¤erent bene…ts of search. If type A is primarily interested in cheaper hotels, located further away from city center, then the potential presence of more expensive hotels among search results does not improve the bene…t of search. Vice versa, if type B is price insensitive and would like to stay closer to city
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Figure 6: Median search cost, by search strategy and search attempt



center, the possibility of …nding airport hotels will not motivate her to search further. If a search model cannot distinguish between two types, it will over-state the variance of search results. Indeed, in speci…cations that do not include these interaction terms (not included in the text), we generally …nd larger estimates of search costs.



8.2



Search costs



In all search speci…cations we estimate, search costs are allowed to change as the search progresses. As shown in equation (2), a consumer is characterized by an idiosyncratic baseline search cost, which is the cost of making the …rst search attempt. The cost of each subsequent search attempt is equal to the baseline plus a positive increment. Increments are constant across consumers, but independent across time periods. This latter assumption is motivated by our data, where the search intensity decreases in an uneven fashion, as seen from Figure (1). The dynamics of search intensity identi…es the increments, while the average level of search identi…es the baseline cost in our model. Table (10) presents our main results regarding search costs. Dollar values are reported. As discussed previously, we explicitly model all search decisions made by consumers who chose top three search strategies, and only the …rst search action by consumers who chose other strategies (see Table(1)). Therefore, we estimate …ve search costs (baseline plus four increments) for top three strategies, and only one for others. Generally, search costs with vary by search strategy, and we …nd this feature of the model to be empirically important. Models S1, S2, S2R in Table (10) assume equal search costs across top three strategies, and a di¤erent cost for other strategies. Model S3 is more ‡exible in that it allows consumers to have di¤erent search cost when they search by price sorting than if they search by ‡ipping recommended hotels (default sorting). In models S2, S2R and S3 the baseline search cost has log-normal distribution (standard deviation is reported at the bottom of the table), in S1 search costs are constant. 38



Table 10: Search cost estimates under various speci…cations



Model



S1



S2



S2R



S3



-



-



Top 1 -default sorting 1.59 (0.09) 6.56 (0.23) 5.64 (0.24) 8.98 (0.33) 11.06 (0.46)



Top 2 price sorting 3.71 (0.20) 7.82 (0.37) 6.11 (2.87) 7.66 (3.84) 5.13 (3.98)



Top 3 -distance sorting 5.17 (0.51) 5.76 (1.70) 5.21 (0.51) 8.63 (1.26)



3.09 (0.47)



7.22 (1.32)



10.07 (1.83)



Medians of search costs for top 3 strategies, by search attempt Top 3 strategies First search 3.79 (0.23) Second search 10.51 (0.43) Third search 8.58 (0.40) Fourth search 13.64 (0.52) Fifth search 15.60 (0.66) Standard deviation of search cost First search



Top 3 Top 3 strategies strategies 3.04 4.06 (0.19) (0.19) 9.33 11.56 (0.39) (0.40) 8.04 10.34 (0.37) (0.43) 11.71 14.70 (0.49) (0.54) 12.56 16.38 (0.59) (0.72)



5.50 9.88 (0.55) (1.22) Interactions of baseline search cost with parameters of request Advance 


0.20 (0.04) 0.42 (0.04) 0.06 (0.04) 4.71 (0.26)



Notes: Shown are dollar estimates of search costs for models: S1 - constant coefficient model with constant search costs; S2 - constant coefficient model with log-normal baseline search cost; S2R - random coefficient model with log-normal baseline cost; S3 - constant coefficient model with log-normal baseline, search costs may vary by strategy.
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Figure 7: Log-normal search cost distributions



Figure (6) plots the evolution of search costs by each of the top three search strategies (exact values and standard errors are found in the last three columns of Table (10)). Generally, search costs increase with each search attempt. The highest gradient is found with default sorting strategy, where consumers search by ‡ipping pages of recommended hotels: median search cost increases from under 2 dollars to over 12 dollars. We explain this by the fact that consumers actually do not observe the underlying ranking criterion (as opposed to, say sorting by price or distance to city center) so that they become discouraged more quickly. It is notable that standard deviations of baseline search cost are large, across all models with log-normal distribution (S2, S2R, S3). We will explore this in more detail below. People who search more than a month in advance seem to have larger search cost than those who search shortly before arrival. This makes sense, because these consumers have an option of searching again at a later date, a possibility that we cannot include into the model. Travelers who stay over weekend also have larger search costs, although we …nd it di¢ cult to explain why. Although a log-normal distribution is a natural modeling choice for search costs –everywhere positive, two-parameter distribution – by being uni-modal, it may miss important features of search cost heterogeneity. Therefore we experiment with more ‡exible forms of search cost distribution (baseline search cost). Figure (7) compares results from a model with single log-normal distribution (model S2 in previous tables) to a model with a mixture of two log-normal curves (for brevity, we did not include parameter estimates here). We …nd mixture components to be well identi…ed, one with lower median of 3.6 dollars and population weight of 54%, and another with median 12.4 dollars, with weight 46%. It is also notable that the variance of the second, higher cost type is also much larger. The issue of multimodality of search costs is further explored in Figure (8) that depicts a discrete distribution
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Figure 8: Discrete search cost distribution



of baseline search costs, with freely estimated weights. With more ‡exible speci…cation, the multi-modality becomes more apparent. There is 20% of consumers with search costs as high as 30 dollars, and another 12% with search cost of 24 dollars. This …nding is consistent with our previous results on the distribution of expected price savings, shown on Figure (5): there is a non-trivial proportion of consumers who forego large price savings by not searching. This fact can be reconciled with an assumption of consumer rationality by fairly large search costs.



8.3



Estimates conditional on a search strategy



We additionally estimate search models using sub-samples of consumers who chose a particular search strategy. We choose two most popular strategies: a) consumers who searched by ‡ipping pages of recommended hotels; b) consumers who searched by price sorting and then ‡ipping price-sorted pages of results. Because all these consumers chose to search in some way, they have all made at least one search attempt. Therefore, we can only estimate the cost of their second, third, etc., search attempt. Results are presented in Table (11). Comparing the estimates of preferences to those obtained under the choice of strategy model (column S2 in Table (9)), we can see that both sub-samples are highly selected. Consumers who chose to search by one of the two search strategies are more price sensitive, particularly those who chose to search by price sorting. This result highlights the fact that the decision to choose how to search is informative about consumer preferences and should be incorporated into estimation. Both models Table (11) assume log-normal search costs. Their estimates can be compared to model S3 in Table (10), which is a choice of strategy model with an additional ‡exibility that search cost medians are allowed to vary by strategy. We …nd that for price sorters, the conditional search model somewhat over-estimates median search costs, as compared to the
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Table 11: Estimates conditional on a search strategy



Search recommended hotels -1.28 (0.15)



-1.61



(0.34)



star rating



0.38



(0.06)



0.32



(0.10)



price



Price sorting



distance to center



-0.39



(0.11)



-1.21



(0.22)



distance to O'Hare



0.27



(0.20)



-0.09



(0.23)



position on the page



-0.03



(0.01)



-0.14



(0.02)



Interactions of hotel characteristics and request parameters YES



YES



Derived variables of interest Position value ($)



2.41



(0.46)



8.44



(2.53)



WTP for star rating



30.03



(4.18)



20.00



(8.59)



Price elasticity



-1.85



(0.00)



-4.81



(0.00)



Medians of search costs, by search attempt First search N/A N/A Second search 3.25 (0.25) 8.16 Third search 6.53 (0.41) 14.55 Fourth search 4.14 (0.29) 11.52 Fifth search 7.51 (0.49) 10.27 Standard deviation of the baseline search cost Second search 0.64 (0.97) 5.78 Interactions of baseline search cost with parameters of request YES NO 3108 1209 number of observations



(1.33) (0.89) (1.00) (1.13) (1.03)



Notes: estimates from search models conditional on the choice of search strategy. The first column -- estimates on a sub-sample of consumers who searched by flipping recommended hotels. The second column -- sub-sample of consumers who searched by price sorting (and then flipping sorted results).
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full model. The result is the opposite for those who searched recommended hotels. However, these di¤erences are not large. It is important to emphasize that there are several additional identifying restrictions that the model with choice of strategy imposes on search cost: First, dynamic e¤ects of future search costs on current search decisions: when a consumer makes a search decision in the …rst period, one of the bene…ts of search is an option value of continuing to search later, however if later search is more costly, that option value is reduced. Second, even though search costs may di¤er by search strategy, they are not independently distributed. Therefore, observations where consumers choose, say, price sorting, will have an impact on the search cost estimates for other strategies. Third, there are a large number of observations made by persons who simply looked at the …rst page and did not search. Their decisions not to search are a¤ected by a vector of reservation utilities associated with every search strategy, and hence by strategy-speci…c search costs. All these relationships are not captured in the conditional search model, which misses the important …rst step where consumers decide how to search.
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Counterfactuals



An advantage of a search model of the type estimated in this paper, over static discrete choice models, is its ability to predict joint searching and clicking decisions. Although an owner of a search platform is ultimately interested in increasing click rate, rather than search activity itself, it is understood that features of the platform that a¤ect how consumers search would also change how consumers click. In this section, we use estimates of a search model (speci…cally, model S2 from Table (9)) to conduct two counterfactual experiments that are aimed at improving expected click rate on the platform. Since there are no externalities and hidden costs associated with click, click rate is also positively related to consumer’s welfare. Thus, both consumers and platforms owners are interested in maximizing the click rate on the platform14 .



9.1



Improving recommended rankings



As we pointed out previously, every consumer who arrives at this website initially sees the …rst page of results, whose contents are determined by a recommendation system. That 14



Pro…t maximization may not necessarily coincide with maximization of click rate. Therefore, we do not claim that counterfactual changes we consider are pro…t maximizing. At the same time, it is important to note that these changes are concerned with clicks on organic search results, whose quality is an important determinant of consumer satisfaction with the platform. Instead of distorting organic search results away from the optimum, a search platform may introduce sponsored search results as a way to generate additional revenue. A full exploration of these options is outside the scope of this paper.
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systems assigns a certain rank to every hotel, places 15 highest ranked options on the …rst display. Although we do not exactly know the ranking formula, from conversations with website managers we found that it is related to hotel’s past click rate. An obvious disadvantage of such criterion is that it su¤ers from feedback loop property: hotels that were initially ranked higher, will receive most of the clicks and will continue to stay on prominent position. Limited consumer search only reinforces this property. Another disadvantage of a backward-looking ranking is that it does not take into account current changes in hotel prices. As a result, consumers may miss on temporary hotel deals. We suggest a di¤erent ranking criterion, which follows naturally from a discrete choice model of consumer choice. Using estimates of the parameters of mean utility (see equation (28)), we construct each hotel’s rank as an expected utility of that hotel for a given consumer. Given that utility parameters are identi…ed, this ranking method does not su¤er from feedback loop property. This ranking formula also accommodates for contemporaneous hotel prices by creating a linear combination of hotel’s price and non-price characteristics, with weights that were previously estimated. Thus, the recommendation becomes truly consumer-targeted, in fact we …nd that each consumer in our data requires a di¤erent ranking – either because of di¤erent parameters of request, or mostly because of di¤erent prices. In this experiment, we compute expected aggregate click rate – the probability that a consumer clicks on any hotel in her choice set – under both current and new ranking. In a search model, such computation requires integration over all possible future search paths and choices of search strategy. Since the existing ranking is observed only for consumers who chose to search by ‡ipping recommended hotels, and since we cannot reconstruct that ranking counterfactually, the evaluation of click rates is conducted only on a small subset of consumers who observed at least six pages of results ranked by the default criterion. This selection results in 485 observations, for which we observe the default ranking along the full search path. Figure (9) plots percentage point improvements, as well as relative improvement in consumerspeci…c click rates, brought by the new ranking. Most improvements within 5-10 percentage points, or 10-30% of the original expected click rate. These are large gains, suggesting that the current ranking method may be sub-optimal. Most of these gains come from better composition of the …rst page of results, which has strong in‡uence on click rate by the virtue of being at no cost. There is also a secondary, negative, e¤ect of new ranking, which is that consumers are less likely to search if they …nd better results early on. On the one hand, less search means smaller choice sets and lower click rate; on the other hand, there are search cost savings. While the click rate measure does not take into account search cost savings, we …nd that the negative impact of the secondary e¤ect is small.
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Figure 9: Improvements from the recommended ranking of hotels
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Figure 10: Aggregate click rate as a function of page size



9.2



Optimal size of results page



A search model with a choice of search strategy is also helpful in design of user experience on a search platform. As an example, we perform a small simulation study, whose goal is to determine the optimal size of the results page. Currently in our data one page …ts at most 15 hotels results; other search platforms are known to experiment with various other sizes. From the search perspective, an optimal page size involves the following trade-o¤s. To begin, a search model cannot determine the optimal size of the …rst page, because it is assumed to be available at no cost (in other words, this cost is not identi…ed). Therefore, we are concerned with the size of subsequent pages. On the one hand, a larger size page should induce more search, because potentially it o¤ers more opportunities to …nd a better product. On the other hand, search costs are also larger. In our simulations, we will assume that the search is proportional to the size of the page, and use this assumption to scale the estimates of search costs (which were obtained for the size of 15 hotels per page). Once a search cost is paid, there is a second negative e¤ect of larger sized page: consumers are less likely to consider results at the bottom than at the top of the page. In our model, this "intra-page" search was captured in a reduced form way, via position e¤ect on hotel utility. Prior to search, consumers will rationally foresee that they will probably not explore all options on a large page of results, which e¤ectively reduces the bene…t of search. Results of simulation are presented on Figure (10). Optimal size is 9 results per page, although the objective function is relatively ‡at in the range from 7 to 15 results per page. Small pages, with 6 or fewer results, are strongly rejected. Relative for 15-sized page, the improvement in click rate from the optimal sized page is only 2 percent, which is a modest gain.
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10



Conclusions



In this paper, we have estimated a structural model of consumer search for di¤erentiated products, using a unique dataset of search histories by consumers looking to book a hotel online. The estimation implements a novel identi…cation strategy that we propose, in order to separate the impact of unobserved heterogeneous search costs and preferences on search decisions. We …nd that search costs are substantial and therefore search frictions play an important role in shaping consumer demand. The approach and methods we develop are applicable in a wide variety of situations, where consumers search before making a purchase.
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Appendix: Derivation of individual likelihoods



In this section, we derive closed form expressions for individual likelihoods of joint searching and clicking decisions. The associated inequalities were derived in Section (4.5.4) in the paper. Taking these inequalities as constraints on the unobserved product-speci…c utility shocks, we analytically integrate out these shocks. The resulting likelihoods will remain conditional on consumers-speci…c unobservables: tastes for product characteristics and search costs. Derivations produced in this section dramatically reduce the burden of numerical integration in a sequential search model, because the number of product-speci…c shocks typically vastly exceeds the number of consumer-speci…c unobservables. For convenience, we reproduce here notation adopted earlier. Let k - index of the clicked page (where outside option is also part of the …rst page), t - total number of pages observed. For brevity, we suppress all consumer speci…c indices in this section. Further, ug is the maximal utility on page g = 1::t, xk - utility of the clicked hotel (so that xk = uk ) and yk maximal utility of remaining hotels on the clicked page. Depending on the combination (k; t), the joint inequalities are the following: clicked page



observed pages



search



click



k=1



t=1



xk > r t



xk > y k



k=1



t>1



xk < min frk ; ::; rt xk > r t



k>1



t>1



xk < min frk ; ::; rt 1 g; k < t xk > r t ug < min frg ; ::; rk 1 g; g = 1::k



1g



xk > y k xk > ug ; g = k + 1::t



xk > y k xk > ug ; g = 1::k 1 1 xk > ug ; g = k + 1::t (35) We start with an assumption on the structure of utility, also commonly made in discrete choice demand estimation, including this study. Utility of a product j for consumer i is: uij =



ij



+ "ij



- where ij is the mean utility function that depends on consumer tastes and product characteristics, and "ij is an EV Type 1 error term, i.i.d across products and consumers. Is it turns out, the extreme value distribution possesses some extremely valuable properties. In the Section (11.3), we derive various results concerning the extreme value distribution that will be referred to during derivations. Given a vector of mean utilities ij for all hotels observed by consumer i, the following quantities are computed: (1) rg - mean utility of a hotel located on the position r on page g;
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(2) Mg - mean utility of the best product on page g. Using Claim (1), Mg = log(exp(



1 g)



+ :: + exp(



15 g ))



(36)



(3) Similarly we can de…ne Mg1 :g2 = log(



g2 X



exp(Mg ))



g=g1



- mean utility of the best product on pages g1 ; ::; g2 combined; (4) x - mean utility of the clicked product, so that xk = x + "x ; (5) Mky - mean utility of the best among non-clicked products on page k, so that yk = Mky + "y ; Using the set of reservation utilities, we de…ne the following statistic: t k



=



(



minfrk ; ::; rt + inf



1g



1



k


(37)



We proceed in two steps. First, we integrate out all product utilities other than the utility of the clicked product, xk . Second, we integrate out xk to obtain likelihoods as functions of reservation r1 ; ::; rt 1 and mean utilities of the observed products. In what follows, F (x) is the CDF of standard EV distribution of type II.



11.1



Likelihoods I



Utilities that were observed after the preferred product, yk and ug ; g = k + 1::t, are not involved in search decisions. They are only involved in the click-related events (see (35)):



xk > y k xk > ug ; g = k + 1:::t; k < t whose probabilities conditional on xk are: P (xk > yk jxk = x) = F (x P (xk > uk+1 ; ::; xk > ut jxk = x) = F (x = F (x For observations with k > 1, utilities u1 ; ::; uk



1
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Mky ) Mk+1 ):::F (x Mk+1:t ); k < t



are subject to conditions:



(38) Mt ) (39)



k g



ug 



minfrg ; ::; rk



ug < xk ; g = 1::k



1 g;



g = 1::k



1; k > 1



1; k > 1



The probability that both inequalities hold is, P (ug < minf kg ; xk gjxk = x) = F (min(x;



k g)



Mg ); k > 1



(40)



Putting all this together, obtain the likelihood of joint searching and clicking decision, conditional on the utility of the clicked product: L(k; tjx) =



kY1



F (min(x;



k g)



Mg ); k > 1



(41)



g=1



F (x



Mky )



F (x



Mk+1:t ); k < t



I(x 



t k );



k


I(x > rt ) On the second step, we integrate this expression with respect to the utility of the clicked product, x. Throughout, we will assume that the rationality constraint rt < tk is satis…ed.



11.2 11.2.1



Likelihoods II k=1,t=1



In this case, the conditional likelihood reduces to: L(k; tjx) = F (x



Mky )I(x > rt )



Using Claim (2), we immediately obtain: L(k; t) = 11.2.2



exp( x ) [1 exp(M1y )



k=1, t>1



The conditional likelihood is:
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F (r1



M1 )]



(42)



L(k; tjx) = F (x F (x I(x 



Mky ) Mk+1:t ); k < t t k );



k


I(x > rt ) Using Claim (2), we obtain: exp( x ) F( exp(M1:t )



L(k; t) = 11.2.3



t k



M1:t )



F (rt



M1:t )



(43)



k>1, k


A separate case k = t can be avoided by de…ning tk = + inf. Consider the …rst two lines in k , (41), which involve expressions min(x; kg ), g = 1; ::; k 1, provided k > 1. Because kg g+1 there exists a sequence of indices g1 ; ::; g2 , such that x < kg1 ; ::; kg2 < tk . This sequence could be empty, but it cannot be disjoint. Thus we obtain thresholds of integration for x: Sx = frt ;



k k t g1 ; ::; g2 ; k g



(44)



The integral of (41) over x can be represented as a sum of #Sx of integration intervals in Sx : Z



L(k; t) =



t k



L(k; tjx) exp( e



(x



x)



)e



1 elements, by the number



(x



x)



dx



(45)



rt



= L1 (k; t) + L2 (k; t) + :: + L(#S



1) (k; t)



The individual elements are: Ln (k; t) =



Z



Sx (n+1)



L(k; tjx) exp( e



(x



x)



)e



(x



x)



dx



(46)



Sx (n)



Consider Sx (n) < x < Sx (n + 1). When the utility of the clicked product belongs to that interval, the conditional probability (41) simpli…es to:



L(k; tjx; x 2 (Sx (n); Sx (n + 1))) = F (x



Mky )



F (x



Mk+1:t ); k < t



g:



k g



Y



Sx (n);g
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F(



k g



Mg ) g:



k g



Y



Sx (n+1);g


F (x



M(47) g)



Integrating over x 2 (Sx (n); Sx (n + 1)), we obtain: Ln (k; t) = g:



Sn = g:



11.2.4



k g



Y



F(



k g



Mg )



(48)



Sx (n);g


exp( x ) [F (Sx (n + 1) log(Sn )) F (Sx (n) Sn t X X exp(Mg ) + exp(Mg ) k g



log(Sn ))]



(49)



g=k



Sx (n+1);g


One-step search



An interesting special case is where consumers can make only one search decision.



11.3



Useful properties of EV Type 1 distribution



Suppose x is EV Type 1 random variable with location parameters a and a unit scale. Its CDF and PDF are: Fx (x) = exp( e



(x a)



)



fx (x) = exp( e



(x a)



)e



(x a)



If F (x) is a CDF of a standard EV Type 1 (with location zero and scale one), then F (x a) = Fx (x). Claim 1 The distribution of a maximum of n independent EV Type 1 random variables with location parameters a1 ; ::; an and unit scale, is also EV Type 1 with location parameter given by M (a1 ; ::; an ) = ln(exp(a1 ) + :: + exp(an )). Proof. The CDF of the maximum is: P (max(x1 ; ::; xn ) < x) = F (x product of CDF’s can be written as: F (x



a1 )::F (x



an ) = exp



e



(x a1 )



::



(x an )



e



= exp( e



x a1



= exp( e



x



= exp( e



(x M (a1 ;::;an ))



= F (x
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e ::



e



x an



e )



(ea1 + :: + ean ))



M (a1 ; ::; an ))



)



a1 ):::F (n an ). The



Claim 2 Let x; y - independent EV Type 1 random variables with location parameters x and a, respectively. Let - constants. The probability of an event: x > y; xL < x < xH , where xL < xH are constants, is given by: Z



P (x > y; xL < x < xH ) =



xH



Fy (x)fx (x)dx



xL



=



exp( x ) (F (xH exp(M (a; x ))



M (a;



x ))



F (xL



M (a;



x )))



Proof. First, we substitute the de…nition of CDF and PDF of extreme value distribution and make some simpli…cations: Z



xH



Fy (x)fx (x)dx =



xL



= = =



Z



xH



F (x



x Z LxH



x Z LxH



x Z LxH



a)fx (x)dx



exp( e



(x a)



exp( e



x a



exp( e



x



x,



e



e



) exp( e e



x



(x



e x )e



(ea + e x ))e



x



x



x)



)e



(x



x)



dx



e x dx



e x dx



xL



Now we can make a substitution: t = e Z



xH



exp( e



x



a



(e + e ))e x



x



e dx = x



xL



dt =



Z



exp( xL )



x dx.



exp( t(ea + e x ))e x dt



exp( xH )



= = =



e x exp( exp( t(ea + e x ))jexp( (ea + e x ) e x (F (xH a)F (xH x) (ea + e x ) exp( x ) (F (xH M (a; x )) exp(M (a; x ))
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