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Heterogeneous beliefs in the Phillips curve Roland Meeks* and Francesca Monti† July 3, 2018



Abstract Using rich datasets of individual-level survey forecasts of inflation across households and professional forecasters in two major economies, we establish the importance of interpersonal heterogeneity in expectations for aggregate inflation dynamics. We use scalaron-function regression techniques to estimate a generalized version of the expectationsaugmented Phillips curve. In the heterogeneous beliefs Phillips curve, current inflation depends on the distribution of agents’ beliefs, and has no backward-looking terms. After accounting for its trend, the average near-term forecast plays virtually no role in determining US inflation, whereas distributions of beliefs are statistically and quantitatively important. In particular, some agents’ fear of inflation and deflation that appear in distributional skews affected US and UK inflation during two important episodes of disinflation and in the aftermath of the global financial crisis.
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Introduction



Monetary policymakers are avid watchers of inflation expectations. A recent installment of the Bank of England’s quarterly Inflation Report named no fewer than thirteen measures of them, from various sources and for various horizons.1 Policymaker interest in expectations is grounded in a conviction that what agents believe about where inflation is headed is an important determinant of actual inflation, a proposition embodied in the expectationsaugmented Phillips curve formulated by Milton Friedman and Ned Phelps in the late 1960s (Friedman, 1968). Recent research using direct observations on the forecasts made by professional economists and, in particular, by households has strengthened the conviction that a proper account of inflation dynamics depends on an the appropriate treatment of expectations (Faust and Wright, 2013; Coibion et al., 2017).2 But not everyone is convinced that expectations, as long as they are ‘anchored’ in the vicinity of the inflation target, are particularly relevant to the setting of monetary policy (Cecchetti et al., 2017). A simple exercise illustrates why. Figure 1 shows the evolution of inflation and * Corresponding



author. Bank of England, CAMA, and CfM. Email: [email protected] Bank of England and CfM. Email: [email protected] 1 See Bank of England, February 2018 Inflation Report, Section 4.4 and Table 4.C. 2 Use of surveys further avoids the econometric traps that ensnare those who attempt to estimate a Phillips curve under rational expectations, and detailed by Mavroeidis et al. (2014). Those authors further describe survey forecasts as having ‘established a commanding presence in the [New Keynesian Phillips Curve] literature’. †
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Table 1. Inflation and average near-term expectations
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Note: Solid line: the year-on-year change in consumer prices (for the US) and retail prices (for the UK). Dotted line: median one year ahead annual inflation expectations from the Michigan Survey of Consumers (US) and the Barclays Basix Survey (UK). Average expectations are smoothed with a one-quarter two-sided moving average. All series are expressed relative to trend inflation, measured using long-run expectations (see Section 6 for details).



year-ahead expectations of inflation on three sub-periods, for the United States and the United Kingdom. The precise periods differ slightly in the two regions (in part due to data availability), but cover similar regimes. In each case, the data is shown relative to a common measure of inflation’s long-run trend.3 The first two regimes in Figure 1 are ones in which actual inflation and average inflation expectations were closely aligned, even though inflation out-turns were markedly different. Average expectations and inflation track up, then down, then in the NICE decade track sideways.4 But at the time of the Great Recession and after, something changes. In terms of the gap between inflation and its trend, the range of variation in actual inflation was as high as during the 1978-1991 period in the US, and close to being so in the UK. Average inflation expectations, on the other hand, remained remarkably stable. They decline along with commodity prices in early 2009, but subsequently display, at best, a weak connection with actual inflation.5 The apparent diminution of the link between inflation and average expectations of it since 2008 appears across a range of advanced economies (Miles et al., 2018). However, the averages 3



A precise definition of trend is provided in Section 6 below. The same figure, but for levels rather than gaps, may be found in Annex A. 4 Former Bank of England Governor Mervyn King coined the term Non-Inflationary Consistently Expansionary or ‘NICE’ to describe the macroeconomic environment during the decade following the early 1990s in the UK (King, 2003). 5 There is an argument that it was precisely the stability of expectations during the Great Recession that prevented a collapse in inflation caused by the high unemployment it engendered (Bernanke, 2010). This is primarily an argument about the anchoring of long-run expectations, or at a stretch about expectations about inflation at horizons that monetary policy can most easily affect.
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in Figure 1 conceal an important fact: Expectations in the plural were far from stable in this period. That is, changes in the extent of heterogeneity in beliefs about future inflation amongst survey populations rose markedly. This was true in the US and in the UK, for households and for professional forecasters. In fact, cross-sectional variation in inflation expectations is an extensively documented feature of survey data, and was highlighted well before the Great Recession (Mankiw et al., 2003). Several papers have noted the association between crosssection dispersion in expectations (interpersonal ‘disagreement’) and inflation (Mankiw et al., 2003, Fig. 6), or average expected inflation (Rich and Tracy, 2010). Less attention has been given to properties of the distribution of expectations beyond simple summary statistics. And systematic consideration of the links that might exist between the cross-section of expectations at successive points in time, and the dynamics of actual inflation, is exceedingly scarce. The contribution of this paper is to establish empirically the importance of micro-level heterogeneity in expectations for aggregate price dynamics. The approach we take rests on a generalized version of the standard expectations-augmented Phillips curve, and nests it as a special case. Household and professional survey forecasts proxy for forward-looking terms (Roberts, 1997). We summarize the cross-sectional information present in the survey data using continuous distributions over individual expectations at each point in time. The relation between distributions and actual inflation is then estimated using flexible scalar-on-function regression techniques. Because the model we propose is one in which the heterogeneity in expectations is allowed to influence inflation, we call the result a heterogeneous beliefs Phillips curve. The principal results our paper presents are as follows. First, we demonstrate a robust relation between survey expectations of inflation and realized inflation that goes beyond the influence of a ‘consensus’ view of survey respondents, such as the average forecast. The evolving distribution of beliefs has a distinct, statistically significant, and quantitatively important influence on inflation. Heterogeneity matters even after accounting for average expected inflation, lagged inflation, trend inflation, and supply factors. After accounting for the effect of heterogeneity in expectations, backward-looking terms in inflation are small and statistically insignificant. The relationship is found to hold both for the United States and for the United Kingdom. To interpret our findings, we identify elements of the distribution of short-term expectations that have a very strong statistical and quantitative link to inflation. Particularly large effects appear where groups of agents hold beliefs that set them well apart from consensus, placing them in the ‘tail’ of overall opinion. Second, we show that after accounting for the influence of its long-run trend, average shortterm expectations are not related to inflation in the US. The relationship is statistically weak and quantitatively unimportant both on the whole sample—not just in the Great Recession and after—and on decade-long sub-samples. Our models also have implications for the recent debate over changes in the slope of the Phillips curve. In standard specifications with homogeneous beliefs, there are no detectable changes in the inflation gap-unemployment gap relationship. However, a substantial flattening is apparent from estimates of the heterogeneous beliefs Phillips curve.
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Last, our paper provides a novel application of the techniques of functional data analysis to a problem in macroeconomics (Ramsay and Silverman, 2005; Horv´ath and Kokoszka, 2012). Functional data analysis (FDA) deals with infinite-dimensional random variables, and is particularly suited to the analysis of big data (Tsay, 2016). Previous applications of FDA in econometrics have focused on forecasting, and include Bowsher and Meeks (2008), who study yield curve dynamics, and Chaudhuri et al. (2016), who focus on relative price dispersion. The results we present lead to a re-interpretation of recent inflation history, in which the shifting beliefs of groups of agents appear to play a central role. In the US, the low inflation that followed the financial crisis was due in part to an increased conviction amongst some agents that inflation would be low—even though on average, expectations were ‘well anchored’. In the UK, above-target inflation in the same period was driven by a group who believed inflation would be significantly higher than average. The average itself played no quantitatively important role in either region. Our results suggest that central banks focused on that average expectation have consistently missed evidence that expectations plural were not firmly anchored in this episode. Roadmap The rest of this paper is organized as follows. Section 2 details the nature and sources of the survey data that we use in our main analysis. It describes how we construct estimates of belief distributions, and provides summary statistics of the resulting functional data objects. Section 3 sets out our heterogeneous beliefs Phillips curve model, and the econometric approach we adopt to estimate the effects of heterogeneity on inflation. Section 4 contains our headline results, with separate treatment of the US and UK Phillips curves. We show how distributions of beliefs play into inflation in Section 5. Models of the inflation gap appear in Section 6, where we discuss the role of average inflation and how the slope of the Phillips curve has varied over time. Finally, Section 7 offers concluding comments.
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Data



Surveys are a direct way to elicit beliefs about the future.6 Our interest in this paper is the information contained in survey data on inflation expectations. Our focus is on the United States and the United Kingdom, two countries for which relatively long-running inflation surveys exist both for households, and for professional economists. The task of the current section is threefold. First, to provide information about the surveys used in our main analysis. Next, to construct parsimonious summaries of beliefs about future inflation at successive dates, which we do by estimating the distribution of individual point forecasts at each date. And last, to provide summary statistics based on those estimated distributions that give insights into both the cross-section and time-series dimensions of evolving beliefs. 6 Survey data records the subjective beliefs of individual forecasters. This study is not concerned with the accuracy or rationality of those beliefs, but rather the effect of beliefs on aggregates. However, at least where professional forecasters are concerned, and where direct comparisons are possible, a surprisingly close correspondence exists between ‘market’ forecasts and those of surveys (Gurkaynak and Wolfers, 2006). ¨
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2.1



Data sources The analysis uses two professional and two household surveys, which this section details.



For professional forecasters, we adopt the Federal Reserve Bank of Philadelphia’s Survey of Professional Forecasters (SPF) and the Bank of England’s Survey of External Forecasters (SEF). On the household side we have the Michigan Survey of Consumer Attitudes (MSC) and the Barclays Basix survey (BBS), for the US and UK respectively. To the best of our knowledge, we are the first to make research use of the full BBS data set. The MSC and BBS data takes the form of repeated cross-sections. The SEF and SPF are revolving panels, but we do not exploit this panel structure in our analysis. The four surveys ask similar questions. Each asks respondents to report their inflation expectation over the following year, and their expectations for at least one other horizon. Respondents give their point forecast, either freely or by choosing from a set of integer-rounded rates. The form of the questions in the MCS and BBS is functionally similar, in that both ask about ‘prices in general’ or ‘inflation’, without specifying a particular measure.7 The SEF asks about the inflation measure targeted by the Bank of England—RPIX until 2003, CPI thereafter— while the SPF asks about CPI.8 At least quarterly data is available in all cases, with the longest time series—spanning a period from the late 1970s or early 1980s—available for the US. The UK data runs from the mid-1980s or mid-1990s to the present. A summary of the main features survey data used in this study is given in Table 2, which partly updates and extends Mankiw et al. (2003, Table 1). We refer readers to their paper for additional information on the MSC and the SPF, both of which are for US data. A detailed account of the SEF may be found in Boero et al. (2008). The timing of information flows over the quarter makes differences in the survey interview dates important to note. For the UK, the first quarter SEF closes in late January; the first quarter BBS closes between four and six weeks later, in late February/early March.9 Given the timing of CPI releases, the potential information gain for households is that they may have observed December—and so fourth quarter—inflation (similarly for other quarters). For the US, we have detailed information on release dates for data and surveys from the mid-1990s onwards. We select the monthly MSC responses for the first month of the quarter, to align timing with the SPF. The difference in timing between MSC and SPF then amounts to approximately two weeks, on average. The most significant data releases over this period are the employment situation report, and the PMI index. Crucially, SPF respondents have not seen CPI numbers for the first 7 In the Michigan survey, respondents are asked: “During the next 12 months, do you think that prices in general will go up, or go down, or stay where they are now?” and “By about what percent do you expect prices to go (up/down), on average, during the next 12 months?” In the Basix survey, respondents are asked: “From this list [below zero, about zero, about 1%, about 2%, . . . , about 10%, greater than 10%], can you tell me what you expect the rate of inflation to be over the next 12 months – i.e. to [date]?” The same question is asked for “the following 12 months”, and (since the third quarter of 2008) “in five years time”. 8 The SPF also contains questions about the GDP deflator, PCE, and core PCE inflation measures. In this study we use only information on the CPI. 9 The differences in timing extend to the period over which inflation is being forecast. Whereas the SEF asks about the annual rate of inflation in the corresponding quarter of the following year (i.e. between the first quarter of the current year, and the following year), the BBS asks about annual inflation over the period ending in the month corresponding to the survey date (i.e. if the survey is held in late February, respondents are asked about inflation to February the following year; if it is held in early March, they are asked about inflation to March).
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month of the quarter by the survey deadline from the third quarter of 1999 onwards. Prior to that date, there were instances that we know about where SPF respondents would have had the opportunity to learn the most recent month’s CPI before making their forecasts. We pick up on the significance of the timing factor for the marginal information content in SPF forecasts below. 2.2



Density estimation Our interest centers on distributions of beliefs about future inflation, and how they evolve



over time. In each survey quarter, we utilize the complete (or near-complete) set of point estimates (SPF, MSC, and SEF), or the binned histogram of point estimates (BBS).10 The first step in our analysis is to transform discretely-observed expectations data into continuous distribution functions. The notation pt,h (·) will denote the distribution of h-step ahead point forecasts made at date t. We use a nonparametric technique to obtain consistent estimates of the time series of distributions, as in Tsay (2016). The sequence {pt (·)}T0 is a functional time series.11 A straightforward solution to the problem of obtaining p, which we reject, would be to assume the data is drawn from a particular parametric form. We instead adopt a variant of the nonparametric penalized maximum likelihood (pML) approach described in Silverman (1986). It offers two advantages. First, examination of the raw inflation expectations data reveals considerable time-variation in sample moments, including higher moments, that would not be straightforward to capture adequately with a single parametric form. The non-parametric approach can comfortably accommodate such features. Second, a challenge apparent from Table 2 is that for professional forecasters the number of respondents is variable, and occasionally rather small. By appropriately penalizing the roughness of the estimated density, we can apply a greater degree ‘shrinkage’ towards an assumed parametric forms when the number of observations is small. In so doing, we avoid potentially spurious variation in the shape of the estimated distributions. Further details on pML density estimation are given in Appendix A. Figure 3 displays the functional time series data obtained using our method over four selected episodes: the global financial crisis of 2008–9 for the SPF; the Volker disinflation of 1979–80 for the MSC; independence of the Bank of England in 1997-Q2 for the SEF; and the Lawson boom and bust of 1989–90 for the BBS.12 Notable changes in the location and scale of belief distributions are observed across all four surveys. For example, a collapse in both modal expectations and disagreement about inflation amongst UK households is demonstrated in the BBS data after the first quarter of 1991. The densities also exhibit interesting variation in shape which is hard to summarize with sample moments alone; multiple modes are evident in the MSC data during the Volker disinflation—a fact remarked upon elsewhere by Mankiw et al. 10



In the case of the Michigan survey, we discard observations that are more than 20ppt above or below the full-sample mean in any given period. The commonly-used set of summary statistics associated with the Michigan survey are computed based on samples that have been trimmed in a similar fashion. For further details on working with Michigan survey data, see Curtin (1996). 11 Some form of initial data processing is typical in the analysis of functional data (Ramsay and Silverman, 2005, Ch. 1.5), as observations are seldom continuous even if the underlying processes are best thought of that way. 12 The Lawson boom is a notable episode in recent UK macroeconomic history. UK inflation peaked at 10.4% in the third quarter of 1990, in response to which official interest rates were raised to 15% in October of that year. High real interest rates bore down strongly on demand, causing a sharp rise in unemployment, and a collapse in the housing market (See Cobham, 2002, Ch. 4).
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Table 2. Inflation survey data



US



UK



Survey of Professional Forecasters



Michigan Survey of Consumer Attitudes



Survey of External Forecasters



Barclays Basix Survey



Mnemonic



SPF



MSC



SEF



BBS



Survey Population



Market economists



Cross-section of the general public



Market economists, academics, consultants



Cross-section of the general public



Survey Organization



Federal Reserve Bank of Philadelphia (since 1990), ASA/NBER (to 1990)



Survey Research Center, University of Michigan



Bank of England



Barclays/GfK



Number of respondents, as mean (min–max)



33 (9–53)



566 (480–1,459)



25 (17–38)



1,894 (1,028–2,402)



Starting date & frequency



1981 Q3, quarterly



Jan. 1978, monthly



1996 Q2, quarterly



1986 Q3, quarterly



Timing



Mid-way through the second month of the quarter (from 1990)



Variable; usually fourth week of the month



Around a fortnight before publication of the Inflation Report (late January, April, July, and October)



Typically between the end of the middle month/start of the last month of the quarter



Forecast horizon(s)



One and [X] years ahead*



One year ahead (from Jan. 1978); five years ahead (cts. from Apr. 1990)



Mixed: all fixed date before Q1 1998; var. fixed date plus fixed 2 year ahead horizon to Q1 2006; one and two years ahead (Q2 2006 on); three years ahead (Q1 2000 on)



One and two years ahead (from Dec. 1986); Five years ahead (from Sep. 2008)



Inflation measure



CPI (and others)



Unspecified



RPI-X (to 2003), CPI



Unspecified



* To obtain for each individual respondent year-on-year point predictions from reported annualized quarter-on-quarter forecasts, we compute the geometric mean inflation rate as πˆ ·,4 = 100 × Q { 6h=3 (1 + CPIh /100)}1/4 − 1, where CPIh is as defined in the SPF documentation, and πˆ ·,4 denotes the expectation of a particular respondent at an arbitrary date for 4-quarter ahead annual inflation. The SPF separately calculates the year-on-year inflation rate for the median inflation rate using the same formula.
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Table 3. Estimated density functions, selected episodes Basix



SPF



MSC



SEF 1996



2008
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2010



1980



UK



US



1979



2011



1981



0



5



10



15



Expected inflation (%)



1991



1999



1992



0



2



0



4



5



10



Expected inflation (%)



Expected inflation (%)



0



1



2



3



Expected inflation (%)



Note: Panels show time series of density functions estimated on individual point forecasts from the named surveys. Details of the estimation method may be found in the main text.



(2003)—and in SPF data following the collapse of Lehman Brothers at the height of the financial crisis in the fourth quarter of 2008.13 Later, in Section 5, we will relate this variation directly to inflation outcomes. 2.3



Cross-section summary statistics With the estimates pt,h (·) in hand, it is of interest to know what the ‘typical’ density function



looks like. The expectation of a random function p(x) is defined as the ordinary expectation taken pointwise for x ∈ [a, b].14 Its sample counterpart is: T 1X pt (x) p(x) = T



(1)



t=1



The sample median is taken to be the function with maximal band depth, as in Lopez-Pintado ´ and Romo (2009).15 Given an empirical distribution of functional objects PT and a particular function p, depth is a function D(PT , p) ≥ 0 indicating how far ‘inside’ that distribution p lies. A measure of depth therefore provides an ordering of the data, with the usual notion of the median being the function that lies the ‘deepest’ within the set.16 13



The densities in Mankiw et al. (2003, Fig. 12) differ in that they are (a) aggregated to quarterly frequency, rather than being drawn from a single month of the quarter; (b) are estimated using a fixed bandwidth kernel method. The former difference is the more material. 14 For discussion on the concept of functional expectation, see Cuevas (2014, Section 3.1). 15 In practice, we truncate the range of the density functions before computing band depth to avoid regions of the tails which are close to zero. This prevents multiple small curve crossings in regions of zero density which would tend to reduce the depth of all functions. 16 The concept of band depth is based on the graph of a function on the plane. A band can be thought of as the envelope delimited by n such graphs. The band depth of a given curve p0 is given by the proportion of times that it falls inside the bands formed by taking all possible combinations of n curves. For example, if n = 2 and T = 10,
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The time averages of the centered density functions for the four surveys, as given by equation (1), are shown in Figure 1. The average shape of the distribution functions display remarkable similarities across the two regions. The distribution of professional forecaster beliefs (Figure 1, Column 1) is on average almost perfectly symmetric about the mean. By contrast, inflation beliefs amongst households (Figure 1, Column 2) are skewed quite strongly to the right. The dispersion of beliefs is moderately higher in the US sample than in the UK, as the former includes observations from the early 1980s, for which UK data is unavailable. The panels of Figure 1 also display estimates of the sample median density function for each survey. The median distributions generally resemble the means, although the SEF median is less diffuse than the mean. None of the sample median curves are drawn from periods of recession. We establish the dominant modes of cross-section variation in the estimated density functions via functional principal component analysis (FPCA), as in Kneip and Utikal (2001).17 Define the sample covariance function as: T



  1 X pt (w) − p(w) pt (x) − p(x) c(p)(w, x) = T−1



(2)



t=1



Then the principal component weights satisfy the integral equation: Z c(p)(w, x)e(x)dx = ξe(w)



(3)



where the integral on the left hand side is called the covariance operator, ξ is an eigenvalue of the operator, and e(w) is an eigenfunction or ‘harmonic’, a principal component function. Eigenfunctions are orthogonal, and so satisfy hei , e j i = 0. Table 4 displays the cumulative sum of the largest ten eigenvalues for each survey. As two principal components account for more than 90% of functional variation in all cases, we focus on the first two harmonics for each survey in Figure 2. As the principal component functions capture variation around the mean, in each panel we plot the result of adding (or subtracting) from the mean distribution a scalar multiple of the first (top panel) or second (bottom panel) harmonic. The scaling factor is twice the standard deviation of the principal component score, which is given by the square-root of the associated eigenvalue. We can make a few observations. First, the dominant variation in the professional forecaster surveys involves a more-or-less symmetric spread (or concentration) in probability mass around the mean. A similar pattern can be seen in the Michigan data. The primary variation in the Basix survey looks somewhat different. The leading harmonic shifts probability mass from being more concentrated around the mode, to being more evenly spread around the mean. But the overall pattern is one of greater or lesser spread in the distributions in all cases, or ‘vertical’ shifts in the distributions. The secondary variation appears to involve mostly ‘horizontal’ shifts in the distributions, which bring about changes in skews. Later, we will examine the there would be 45 pairs of curves (bands), and if the graph of p0 lay entirely inside 9 of those bands its depth would be 0.2. See Cuevas (2014, Section 4.3) for further discussion. 17 FPCA is also central to the approach we adopt for the estimation of the functional linear model, in Section 3.1. Some computational details are summarized in Appendix C. For an even-paced introduction to FPCA that sets out the correspondences with PCA on multivariate data, see Ramsay and Silverman (2005, Ch. 8).



9



Table 4. Cumulative sum of eigenvalues



MSC .7629 .9192 .9549 .9722 .9849 .9923 .9948 .9964 .9977 .9986



SPF .7607 .9085 .9603 .9798 .9877 .9935 .9967 .9980 .9986 .9991



BBS .5595 .9345 .9708 .9867 .9935 .9975 .9987 .9993 .9997 .9998



SEF .9373 .9759 .9946 .9972 .9994 .9998 .9999 1.000 1.000 1.000



Note: Row ` of the table P shows the cumulative sum of eigenvalues `j=1 λ j of the covariance operator given in Equation (3).



contribution that these changes in the shape of the distribution of expectations across agents makes to overall inflation (Section 5).



3



Model and estimation



Modern variants of the Phillips curve emphasise two important features: First, the role of fluctations in firms’ marginal costs around their desired level, which in textbook versions of the New Keynesian model are proportional to fluctuations in the output gap; and second, the role of expectations about future changes in aggregate prices (Clarida et al., 1999). To fix notation, (i)



denote a ‘forward’ operator under the subjective probability distribution held by agent i by Ft . Let the ith survey respondent’s time t point forecast of inflation h periods hence be denoted (i)



πeit,h B Ft [πt+h ]. Let pt,h (·) denote the time-t density function over h-step ahead point forecasts. Of particuar interest to us is the empirical implementation of New Keynesian Phillips curves where survey expectations are used as direct measures of expectations, as in Roberts (1997). This takes the form: πt = βπet,h + α(ut − u∗t ) + εt



(4)



where πet,h B Ft πt+h is the average over individuals’ subjective expectations, and ut − u∗t is the deviation of unemployment from its natural rate.18 Some authors impose a constant natural rate, which appears as an estimated intercept in Equation (4); others replace the unemployment gap with the output gap as a proxy for demand factors, following the logic of Okun’s law. 3.1



The heterogeneous beliefs model This section sets out a model and a simple estimation strategy that may be used to investigate



when heterogeneity in beliefs matters for inflation. It includes, as a special case, the standard assumption that only the average survey expectation should enter the Phillips curve, as in Equation 4. But as we will go on to show, that assumption is not only restrictive, but also unsupported by the data. 18



In the commonly-adoped Calvo formulation of the Phillips curve, h is set to 1. In empirical Phillips curves, data availability typically means h is set to 4 (quarters), although for the SPF 1 quarter ahead data is also available.



10



To account for the general dependence of inflation on the distribution of beliefs about future inflation, we adopt a functional linear model (Ramsay and Silverman, 2005, Ch. 15). Interest centers on estimates of the function γ appearing in the generalized expectational Phillips relation:



Z πt =



γ(πe )pt,h (πe ) dπe + α(ut − u∗t ) + εt



(5)



The coefficient function γ determines how the distribution p over beliefs influences current price setting behaviour. A variety of estimation approaches have been proposed for the functional linear model (see Reiss et al., 2017). We adopt the popular functional principal component regression approach, under which the functional regression (5) is recast as a multiple regression problem. The functional principal component scores obtained in Section 2.3 are used as covariates. To understand our estimation procedure, note that the functional data {pt,h }T0 can be exP pressed in terms of its eigenfunctions and FPC scores as pt,h = µp + ∞ k=1 hpt,h , ek iek . This is known as the Karhunen-Lo`eve expansion. Expanding the functional coefficient in the same P orthonormal basis {ek } allows us to write γ = ∞ k=1 hγ, ek iek . As the survey mean has been the focus of previous enquiries, we prefer to account for it as a separate scalar regressor in our estimation. The normalized (zero mean) probability density appears as the functional covariate. Then using equation (B.1), the functional linear model (5) can then be rewritten as: πt =



βπet,h



+



K X



γk sk,t + α(ut − u∗t ) + εt



(6)



k=1



where the γk are coefficients to be estimated.19 Having recast the functional linear model (5) as the multiple regression model (6), estimation proceeds as follows. Denote the (T × 1) vector formed by stacking the dependent variable by π, and the (T × K) matrix of orthogonal principal component scores sk,t by M. The N additional (scalar) regressors, including a vector of mean expectations, are collected in the (T × N) matrix Z. Then conditional on the truncation level K and the true principal component scores, the heterogeneous beliefs Phillips curve model (5) is written compactly as: π = Zβ + Mγ + ε,



ε ∼ N(0, σ2 I)



where with a slight abuse of notation γ = (γ1 , . . . , γK )> . Let X = [Z, M] be the T × (N + K) matrix of regressors, and define the idempotent matrices: PX = X(X> X)−1 X>



PZ = Z(Z> Z)−1 Z>



Then the maximum likelihood estimator of the coefficients on the functional principal component scores is: γˆ = Q−1 M> (I − PZ )π



(7)



where Q = (Λ − M> PZ M) is the Schur complement of (Z> Z) in (X> X), and Λ = diag(λ1 , . . . , λK ) contains the first K size-ordered eigenvalues corresponding to the scores arrayed in the columns of M. 19



Additional details, along with references to the literature, are given in Appendix B.
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To establish whether an association exists between current inflation and the distribution of inflation forecasts, we employ the classical testing procedure of Kong et al. (2016). A natural null hypothesis is that γ(πe ) = βπe . The latter corresponds to the special case where amongst the whole set of beliefs held across the population, only the average matters for inflation, just as in equation (4). As the distribution functions that appear in the model are mean zero, testing that null amounts to testing for the absence of a functional effect on inflation. A test of the hypothesis H0 : γ(πe ) = 0 for all πe is equivalent to: H0 : γ1 = γ2 = · · · = γK = 0



vs. Ha : γ j , 0



for at least one j, 1 ≤ j ≤ K



Then H0 can be tested using the F-statistic: TF =



π> (PX − PZ )π/K − PX )π/(T − K − N)



π> (I



approx.



∼



FK,T−K−N



(8)



where FK,T−K−N denotes the F distribution with degrees of freedom depending on the number of functional principal components K and the number of scalar regressors N (Kong et al., Theorem 3.1). An outstanding question is how to select the truncation level K. One simple approach is to select only those components for which the cumulative share of variance (in the functional explanatory variable) is below some threshold value, often set at 95% or 99%. But a low variance share for a particular component does not necessarily imply that it is unimportant in the regression model. It is possible that a trade-off exists between including many small variance components, and so inflating the MSE of the estimator, and including too few, so omitting relevant information from the regression (see the discussion in Jolliffe, 2002, Section 8.2).20 In the subsequent analysis, we select two values of K, one based on the simple cumulative eigenvalue test, and one based on a selection criterion that takes account of both fit and parameterization.
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Do heterogeneous beliefs matter?



This section presents the central results of our paper. We show how the beliefs of households and professional forecasters play into inflation dynamics in the US and UK. The first set of results highlights the relative importance of household expectations, echoing the findings in the literature. The second set of results shows how the importance of forward- and backwardlooking components of inflation changes in the presence of heterogeneous beliefs. A following section concerns the behaviour of inflation around its long-run trend. 20



Kneip and Utikal (2001) develop asymptotic inference for selecting principal components of density functions, and Tsay (2016) proposes a cross-validation procedure based on the Hellinger distance. Jolliffe (2002, Section 8.2) remarks: “It is difficult to given any general advice regarding the choice of a decision rule for determining [the number of components]. It is clearly inadvisable to base the decision entirely on the size of variance; conversely, inclusion of highly predictive PCs can also be dangerous if they have very small variances ... Use of MSE criteria provides a number of compromise solutions, but they are essentially arbitrary”. In the same vein, Faraway states in his comment on Kneip and Utikal (2001) that: “In other situations, selection of dimension [the number of components] is a secondary consideration to some [primary] purpose—typically prediction. The dimension should be chosen to obtain good predictions ... It is important to optimize the secondary selection with respect to the primary objective and not some criterion associated with the secondary objective”.
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4.1



Inflation in the United States The current section reports on our Phillips curve estimates for the United States, based on



the full samples at our disposal. Both a simple New Keynesian model, and our heterogeneous beliefs variant are presented. For all models, the dependent variable is the seasonally adjusted annualized quarter-on-quarter percentage change in the CPI.21 Every specification includes the CBO measure of the unemployment gap, the survey average one-year-ahead expected inflation rate, and a dummy variable for the fourth quarter of 2008. Our heterogeneous beliefs Phillips curve also includes the distribution of survey forecasts around the mean. Table 5 report our estimates of a conventional expectations-augmented Phillips curve, when household expectations from the MSC (Column 1) and professional economists’ forecasts from the SPF (Column 4) are employed. The importance of the average survey expectation that has been documented in other studies is confirmed here. The average expectation is significant for both MSC and SPF models, and in the case of professional forecaster expectations, the coefficient is not statistically different from unity. The slope of the MSC-based Phillips curve is 0.3, noticeably steeper than the slope of 0.1 in its SPF-based counterpart. Because the standard errors on the estimated slope coefficients are similar, the unemployment gap is significant at 1% for the MSC model, but insignificant for the SPF. Overall fit, judged in terms of the coefficient of determination R2 , strongly favours the MSC model over the SPF. (The same number of parameters appear in both models.) The substance of these results is very similar to that reported in recently published work by Coibion et al. (2017), as they are based on an equivalent specification and a modestly extended sample. Estimates for our heterogeneous beliefs model appear in the remaining columns of Table 5. We apply two selection procedures for the number of functional principal components to include in the regressions. The cumulative eigenvalue criterion suggests six FPCs for both series. The Bayes information criterion (BIC), which penalizes the presence of additional components, selects one and two FPCs respectively for SPF and MSC. For the MSC data, the function giving the distribution of beliefs around the mean is strongly significant in our Phillips curve regressions (see Columns 2-3). The p-values of the functional TF -statistic are below 0.1%, both when two FPCs are used and when six are used. At the same time, the estimated coefficient on the average expectation is remains highly significant, but its point estimate is sensitive to the specification of the functional effect. These two observations imply that separate information about current inflation is contained in the average household forecast of year-ahead inflation, and in the distribution of beliefs, but also that the information contained in these variables is not orthogonal.22 Introducing the functional covariate results in only a marginally steeper Phillips curve, compared to the case in which average beliefs appear alone. Turning to the SPF survey, when the first functional principal component alone is employed, 21 All of our inflation measures are in percentage change terms, using the last month of the quarter over the last month of the previous quarter. Tables showing results using quarterly average inflation rates are provided in Annex G. 22 This is not surprising in light of previous results in the literature that has shown statistical links between (sample) moments of distributions of inflation point forecasts. For example, higher average expected inflation is observed to have a positive association with ‘disagreement’, the cross sectional variance of expectations (Rich and Tracy, 2010).
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it is statistically significant at 10%. However, the first six components are not jointly significant. It is not too surprising that heterogeneity matters less for the professional forecaster model than for the household model. Professional forecasters are a relatively homogeneous group, so they disagree less. But including the functional covariate in the Phillips relation does lead the coefficient on the unemployment gap in the SPF models (Columns 4-6) to become larger in absolute value, and so more significant. By exploiting more of the information about future inflation contained in expectations, the heterogeneous beliefs model appears better able in this case to isolate the role of demand in determining price setters’ behaviour. 4.2



Inflation in the United Kingdom We estimated identically-specified models on UK data. The dependent variable in our



regressions is the annualised seasonally adjusted quarter-on-quarter percentage change in either the consumer price index, or the retail price index excluding the effects of mortgage interest payments (RPI-X). Because no official measures of the natural rate of unemployment exist for the UK for the sample period in question, we compute one by fitting a cubic spline to the raw unemployment data using OLS (Poirier, 1973). Our measure of the unemployment gap is the residual from that regression.23 Estimates of the Phillips curve that exploit our newly-constructed household survey data series (BBS) are reported in Table 6, Columns (1-3). The standard New Keynesian variant, Column 1, has a negative but insignificant slope. The coefficient on average expectations is almost identical to unity. To this standard specification, we again add functional principal components from the full distribution of survey responses. The AIC and BIC suggest that the first three FPCs should be included, the cumulative eigenvalue criterion suggests six. Estimates of the heterogeneous beliefs Phillips curve for the UK are shown in Columns (4) and (5) of Table 6. Again, the distribution of household beliefs appears to provide important information about price-setting behaviour, over and above the information contained in the average expectation. The p-values on the distribution functions indicate that they are highly statistically significant for both three and six FPCs. When heterogeneous beliefs are included, the coefficient on the unemployment gap becomes sizeable, correctly-signed, and significant. In both cases, the coefficient on the average expectations term is statistically indistinguishable from unity. Estimates that employ survey expectations from the Bank of England’s SEF are reported in Table 6. The sample covers a little over 21 years. In that period, the measure of inflation to which the survey refers switched from a RPI-X to CPI in 2003. We adjust average beliefs over the pre-2003 period to refer to CPI by subtracting, at each forecast date, the then-current difference between the two inflation measures. The underlying assumption is that the difference is not expected to change over the period being forecast (in this case, one year). The baseline Phillips curve that uses SEF averages alone is shown in Column (4). Average 23



Unemployment gap measures based on natural rates estimates constructed using more sophisticated methods, including filter-based methods, were closely comparable to those produced via our spline approach. Moreover, constructing the unemployment gap using a spline-interpolated version of the OECD’s annual natural rate series, and using that in our regressions, produced estimates of the Phillips curve slope that were very similar to those reported in Table 6.
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Table 5. Baseline heterogeneous beliefs Phillips curve, United States



MSC



Dependent variable Unemployment gap Average expectation



SPF



(1)



(2)



(3)



(4)



(5)



(6)



CPI



CPI



CPI



CPI



CPI



CPI



−.274



−.284



−.304



−.116



−.205



−.184



(.113)



(.117)



(.111)



(.105)



(.105)



(.108)



1.57



1.24



1.60



.783



.628



.637



(.114)



(.152)



(.176)



(.134)



(.145)



(.151)



Distribution



−



func



func



−



func



func



Dummy 2008Q4



y



y



y



y



y



y



Sample



[.000]



[.000]



1978Q1–2017Q4



[.066]



[.676]



1981Q3–2017Q4



−



2



6



−



1



6



R2



.648



.690



.710



.449



.463



.465



BIC



1.52



1.45



1.51



1.36



1.37



1.53



Number of obs.



160



160



160



146



146



146



Number of FPCs



Note: Dependent variable is the seasonally adjusted annualized quarter-on-quarter percentage change in CPI. Newey-West adjusted (5 lags) standard errors for t test (scalar covariates) appear in parentheses. p-values for F test (functional covariate) appear in brackets. All regressions include a constant. MSC: Michigan Survey of Consumers. SPF: Survey of Professional Forecasters.



Table 6. Baseline heterogeneous beliefs Phillips curve, United Kingdom



BBS



SEF



(1)



(2)



(3)



(4)



(5)



(6)



Dependent variable



RPI-X



RPI-X



RPI-X



CPI



CPI



CPI



Unemployment gap



−.060



−.312



−.302



(.135)



(.116)



(.125)



Average expectation



.993



.823



.765



.182



(.222)



1.25



.236



(.258)



1.38



.235



(.260)



1.37



(.132)



(.229)



(.260)



(.441)



(.420)



(.420)



Distribution



−



func



func



−



func



func



Dummy 2008Q4



y



y



y



y



y



y



Sample



[.000]



[.002]



1986Q4–2017Q4



[.210]



[.350]



1996Q2–2017Q4



−



3



6



−



2



3



R2



.568



.630



.637



.307



.334



.335



BIC



.714



.675



.770



.834



.898



.947



Number of obs.



125



125



125



87



87



87



Number of FPCs



Note: Dependent variable is: CPI, the seasonally adjusted annualized quarter-onquarter percentage change in the CPI index; RPI-X, the seasonally adjusted annualized quarter-on-quarter percentage change in the RPI index excluding mortgage interest payments. Newey-West adjusted (5 lags) standard errors for t test (scalar covariates) appear in parentheses. p-values for F test (functional covariate) appear in brackets. BBS: Barclays Basix Survey. SEF: Survey of External Forecasters. All regressions include a constant.
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beliefs are statistically significant, but the unemployment gap is not, and does not have the predicted sign. Adding the distribution of professional forecaster beliefs does little to change this picture. Columns (5) and (6) report results when the basic regression is augmented with the two or three functional principal components suggested by (respectively) the cumulative eigenvalue and BIC criteria. The functions are insignificant. Examining the principal harmonics for the SEF in Figure 2, this is perhaps unsurprising. The two most important modes of variation involve changes in dispersion around the mean, with none of the directional shifts seen in every other survey. We investigated whether the worse performance of the SEF-based Phillips curve, compared to the BBS, was due to (a) having estimated it on a shorter sample period, or (b) having used CPI rather than RPI-X inflation. Neither turns out to have been an important factor. Results in our supplementary material B indicate that the BBS Phillips curve is largely unchanged on the shorter sample. 4.3



Is inflation backward-looking? An important question in monetary economics is the extent to which inflation depends on



its own past values. In a purely backward-looking model, disinflating the economy is costly, because unemployment must be driven high enough for long enough to ‘wring out’ inflation from the system. But in a purely forward-looking model, announced disinflations need not be costly at all; indeed they may result in a boom (Ball, 1994). Backward-looking inflation behaviour is commonly identified with one of two potential mechanisms. The first is simply that expectations themselves are formed in a backward-looking manner. Under this view, agents extrapolate from their past inflation experience when forming views about the future. In some accounts, such as that of Malmendier and Nagel (2016), the process of learning from past experience can impart a very substantial degree of inertia to beliefs about the future. The second mechanism relates to the intrinsic persistence of the inflation process, rather than the persistence of expectations (or indeed, any of the other determinants of inflation). In structural macroeconomic models, the underlying source of intrinsic persistence is frequently taken to be some form of price indexation (Christiano et al., 2005), although more elegant explanations have been advanced (Sheedy, 2010). The extent of intrinsic persistence is thought to depend crucially on the monetary regime in place (Benati, 2008). We investigate the extent and sources of backward-looking behaviour using the Phillips curve framework set out above. To our baseline specification, we add an additional term in lagged inflation: 1 (πt−1 + πt−2 + πt−3 + πt−4 ) (9) 4 as assumed in Ball and Mazumder (2011). We also used an unrestricted distributed lag, as in πt−1 =



Stock and Watson (2007) and Gordon (2011), the results for which are nearly unchanged, and reported in Annex C. The hybrid Phillips curve regression is: πt =



βπet,h



+



K X



γk sk,t + α(ut − u∗t ) + δπt−1 + εt



k=1



16



(10)



Table 7. Backward- and forward-looking components in inflation



Dependent variable Unemployment gap Lagged inflation



United Kingdom



MSC



BBS



(1)



(2)



(3)



(4)



(5)



(6)



CPI



CPI



CPI



RPI-X



RPI-X



RPI-X



−.176



−.238



−.308



−.313



−.066



−.309



(.124)



(.099)



(.122)



(.119)



(.137)



(.125)



.266



−.008



.800



(.067)



Average expectation



−



Distribution



−



Dummy 2008Q4



y



Sample



United States



(.102)



.663



(.118)



(.099)



1.61



−



(.188)



(.192)



−



func



−



y



y



1.15



.038



(.184)



.953



1978Q1–2017Q4



.732



(.233)



(.281)



−



func



[.001]



y



.042



(.144)



[.002]



y



y



1986Q4–2017Q4



−



−



6



−



−



6



R2



.594



.660



.710



.473



.568



.638



BIC



1.66



1.51



1.54



.913



.752



.808



Number of obs.



160



160



125



125



125



Number of FPCs



160 R



Note: Estimating equation is πt = γ(π )pt,4 (π )dπ + α(ut − + δπt−1 + εt . Dependent variable is the seasonally adjusted annualized quarter-on-quarter percentage change in CPI (MSC) and RPI-X (BBS). Newey-West adjusted (5 lags) standard errors for t test (scalar covariates) appear in parentheses. p-values for F test (functional covariate) appear in brackets. All regressions include a constant. e
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e



u∗t )



and in Table 7 we show the results of adding the expectation terms πet,h and pt,h one at a time to a purely backwards-looking model. Columns (1) and (4) of Table 7 report estimates when πt−1 appears without any forward looking terms in the Phillips curve. For both the MSC and BBS, the coefficient is large and significant. However, this result is not robust. In both cases, adding the average survey expectation substantially reduces the magnitude of the coefficient. For the MSC, Column (2), the weight on the backward-looking term falls by a factor of three, although it remains significant. For the BBS, Column (5), it becomes economically and statistically indistinguishable from zero. As a result, the other parameter estimates are close to those in Table 6, Column (1). The coefficient on πt−1 is upward biased in Columns (1) and (4) because of its positive correlation with the omitted variable πet,h . Adding the distribution of inflation expectations, along with the average belief, completely eliminates the backward-looking component from the MSC regression, Column (3). Omitting the information contained in the distribution of beliefs about future inflation leads to an upward bias in the backward-looking coefficient δ in (10) even after adding average expectations. We also observe that, even with six FPCs of the belief distributions entering the Phillips curve, the version with forward-looking terms is preferred by the BIC over the purely backwards-looking version in both regions. Taken in the round, these results imply that intrinsic persistence is not an important feature of the inflation process, over the periods covered here. But the finding that survey expectations—and especially cross-sectional heterogeneity in expectations—wholly drive out lagged inflation suggest that the latter serves only as a second-rate proxy for agents’ underlying forward-looking behaviour.
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Understanding functional effects



The results reported in Sections 4 indicate that the association between current price setting behaviour and beliefs about future inflation is more complex than previously recognized. But establishing a statistical relationship is only the first step in understanding how heterogeneous beliefs shape inflation dynamics. To understand the source of the improved fit we report above, this section relates the underlying principal component scores to changes in distributional shape. The functional TF -statistic indicates that for both MSC and BBS surveys, the first two-tothree FPC scores capture variation in the distribution of expectations that is statistically relevant for current inflation. We can unpick the sources of the statistical effect by examining plots of the scores alongside the functional variation that they correspond to. Figure 3 shows time series plots of the first three FPC scores (Column 1), along with the effect on distributional shape from the corresponding harmonic (Columns 2-4) at selected dates.24 Each score has been multiplied by its corresponding coefficient estimate γˆ k , such that abscissa values indicate its percentage point contribution to the fitted value of inflation at a given point in time. Shape effects are expressed as individual terms of the Karhunen-Lo`eve expansion of the date t probability (k)



density function, that is, the kth row of the figure shows ft = µp + hpt,h , ek iek . 24



The figure pertains to the estimates reported in Tables 5 and 6.
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Several broad points stand out from Figure 3. First, changes in distributional shape can have a material impact on inflation. For example, in the UK in 2009-Q3, the dominant feature of the distribution was the unusually large upward skew in household beliefs about future inflation, relative to the average (shown in gray). That pushed up on inflation by some 0.8ppt. Second, it can happen by chance that just one mode of variation (or none) is relevant for inflation in a given period. But generally, changes in shape have complex and occasionally offsetting effects on inflation. For example, in the US in 1980-Q2, the second and third principal component scores have a roughly equal and opposite effects. This is in spite of having what at first glance appear to be fairly similar shapes, aside from a slight horizontal translation. Third, harmonics associated with larger eigenvalues—those which account for more functional variation—do not necessarily correposnd to scores with larger absolute effects on the dependent variable. That depends on the correlations between the scores of the belief distributions and inflation, as in Equation (B.2). This familiar point from standard PCA regression is reflected here in the range of variation in the effect of the scores shown in Figure 1. For example, in the case of the UK, the first harmonic has an effect on inflation ranging from around −0.05ppt to around +0.1ppt. The effect of the third harmonic is larger, ranging from around −0.8ppt to +1.2ppt. Finally, a given contribution to above- or below-average inflation may be associated at different times with very different overall distributional shapes. That is, an equivalent overall effect—the sum of the products of the (orthogonal) scores and their regression coefficients γˆ k — may be produced by potentially very dissimilar distributions of beliefs. For example, a leftward shift combined with a rise in dispersion, as in the US in 2008-Q3, produces modest downward pressure on inflation; the same effect could be produced by a distribution distinguished from the average only by a low cross-section variance. An overriding observation that is that particularly large effects appear where groups of agents hold beliefs that set them well apart from consensus. These shifting ‘tail’ beliefs of overall opinion may be influential precisely because they represent more-informed beliefs.
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Inflation gaps and heterogeneous beliefs



In this section, we develop models of the difference between inflation and measures of trend (the ‘inflation gap’) for the US and the UK. We are motivated in part by the increased attention on trend inflation in the recent literature. For example, Cogley and Sbordone (2008) present a micro-founded Phillips curve that features time-varying trend inflation, and fit it to US data; and leading statistical approaches to modeling and forecasting inflation formulate the inflation process in ‘gap’ form (Stock and Watson, 2007; Faust and Wright, 2013). Accounting for trend in an expectations-augmented Phillips curve may also be important because, as noted in the introduction, average near-term expectations—those pertaining to changes in prices at horizons of a year or two—often seem to track trend inflation closely. There is a risk that the apparent importance of expected inflation may actually be down to its association with trend. This type of reasoning is precisely why a recent report by Cecchetti et al. (2017) raises doubts about the role that expectations play in determining inflation, at least during periods of well-run monetary 19



policy. We follow the approach of using long-horizon inflation expectations to measure trend, as described in Faust and Wright (2013). For the US, several sources of long-horizon expectations are available. We adopt the 5-to-10 year ahead inflation expectation reported in the Michigan survey, for which data back to 1979 is available.25 For the UK, the longest-running source of 5to-10 year ahead expectations comes from a survey by Yougov/Citigroup, but this starts only in the mid-2000s. We therefore opt to form the UK inflation gap using the exponentially-smoothed (ES) inflation trend.26 We modify the baseline heterogeneous beliefs Phillips curve (5) to remove the trend component of inflation τt as follows: πt − τt = β(πet − τt−1 ) +



K X



γk sk,t + α(ut − u∗t ) + εt



(11)



k=1



The inflation gap depends on an average expectation gap, which is the difference between average expectations and trend, along with the unemployment gap, and the distribution of expectations summarized by functional principal components.27 To align as well as possible with the information available to form near-term expectations, and to avoid biasing our estimates, we form the expectations gap using the trend at time t − 1 to accommodate the periods in which the exponentially-smoothed trend stands in for long-run expectations.28 Because the trend is formed using current-quarter inflation, the t-dated expectations gap would be correlated with the regression errors.29 Finally, we also include supply factors such as changes in oil prices, global food prices, and relative import prices in the models of this section. Because supply shocks have at times driven inflation and demand—summarized by the unemployment gap—in opposite directions, which if omitted may impart a downward bias to the coefficient on slack.30 25



The Michigan survey has the earliest start date of the available long-run inflation surveys. Respondents are asked: ‘By about what percent per year do you expect prices to go (up/down) on the average, during the next 5 to 10 years?’. The question has been asked monthly since the early 1990s, and intermittently before that. For the quarters where the question was not asked, we use cubic spline interpolation to fill in the gaps. Before 1979, we use the exponentially-smoothed CPI inflation rate. The SPF has had a ‘next ten years’ question since the early 1990s; the Blue Chip survey (used by Faust and Wright) has asked about 5-10 year ahead inflation since the mid-1980s. Annex D contains results using this alternative series, with the exponentially-smoothed inflation series being spliced to the Blue Chip data for the early part of the sample. 26 The ES trend is computed recursively using τt = ρτt−1 + (1 − ρ)πt , where πt is the relevant inflation measure and ρ = 0.9 is a parameter. For periods where the Yougov/Citigroup average 5-10 year ahead expectations is available, the ES trend tracks the data reasonably well. 27 Model (11) is similar in spirit to Models 8 and 9 of Faust and Wright (2013). Those authors use lagged inflation to proxy forward-looking behaviour rather than directly including survey expectations as a covariate. 28 This is not strictly necessary for the Michigan data, for which trend is mostly based on reported expectations. For the Basix data it is essential. We chose to treat the two surveys symmetrically. 29 Where direct observations on contemporaneous long-run inflation expectations does exist, little is lost in backshifting the estimate of trend, which in any case evolves smoothly. 30 A forceful advocate of the type of specifications considered in this section is Gordon (2011). He calls the model featuring a demand factor, supply factors, and inertia (partially as a reduced-form proxy for inflation expectations) as the ‘triangle’ specification. We include distributed lags in each of these variables in our regressions, and eliminate those variables/lags that are statistically insignificant. For the US, this leads us to retain only the contemporaneous change in the oil price; for the UK, the change in the sterling price of oil and its first lag are retained, along with the change in the relative price of imported goods.
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6.1



Average expectations and heterogeneous beliefs The relative stability of US household inflation expectations during and after the financial



crisis of 2007-09 has been credited with helping to offset the disinflationary pressure arising from elevated rates of unemployment (see Bernanke, 2010). Were average expectations the sole channel through which beliefs about the future affected inflation, a casual inspection of the data would credit ‘well anchored’ expectations with maintaining inflation near to the Fed’s target. But the heterogeneous beliefs model suggests otherwise, as we detail below.31 The results of estimating our heterogeneous beliefs Phillips curve on the inflation gap are given in Table 8. Columns (1)-(2) report on the case with a constant average expectation effect over the whole sample. Columns (3)-(4) allow the slope to vary across decade-long periods.32 The standard homogeneous beliefs model, Column (1), has no quantitatively or statistically significant role for average expectations. According to these estimates, once trend inflation is accounted for, there is no role for near-horizon expectations. Allowing for time-varying effects from average expectations, Column (3), does little to alter the picture. Although in line with the spirit of the results in Cecchetti et al. (2017), this result is something of a surprise from the perspective of New Keynesian versions of the Phillips curve. For parameterizations of price rigidity that accord best with the evidence from micro data, the average time between price changes is less than a year. That observation implies that the expected near-term rate of inflation should be an important influence on current price setting.33 Matters change when the distribution of beliefs about near-term inflation are added to the model, Columns (2) and (4). The functions have TF -statistics above 20, with corresponding pvalues of zero. We again observe a marked improvement in overall fit, as measured by R2 , and large reductions in the BIC. But more importantly, we see that some role for average expectations is restored. The expectation gap is significant at 0.5% for the constant-slope model. For the variable-slope model, average expectations are significant at 5% for the base period 1978-87. But the magnitude of the relationship is notably diminished during the ‘calm’ decade 1998-2007 (significant at 10%). This evidence supports the idea that average expectations don’t much matter in periods where monetary policy is well run. But it does appear to be the exception, rather than the rule. Average expectations have mattered just as much in the past decade as in the 1978-1987 period. To get a feel for the quantitative significance of the functional effects, Figure 4 Panel (a) presents a decomposition of the US inflation gap into the contributions from each of unemployment, average expectations (both in gap terms), and the distribution of beliefs. The effects of oil prices and the deterministic components appear as ‘other’. The contributions are all presented in terms of deviations from the mean; in other words, a contribution of zero in a particular period indicates that the relevant variable was at its sample mean and was therefore neither raising nor lowering actual inflation, relative to its sample mean. 31 Coibion and Gorodnichenko (2015) argue that household expectations were not well-anchored, a boon to inflation that would otherwise have been too low. Annex H shows that their story is not robust to the presence of heterogeneous beliefs. 32 None of the conclusions of this section are substantially altered when the slopes are restricted to vary one decade at a time, rather than all together. 33 This observation remains valid in the generalized NKPC of Cogley and Sbordone (2008).
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Table 8. Inflation gaps in the United States



MSC



Dependent variable Average expectation gap Expectation gap × Dummy 1988–97 Expectation gap × Dummy 1998–2007 Expectation gap × Dummy 2008–17 Unemployment gap



(1)



(2)



(3)



(4)



(5)



(6)



CPI gap −0.020



CPI gap .300



CPI gap .278



CPI gap .377



CPI gap −.025



CPI gap .119



−



−



−



−



−



−



(.215)



− − −



(.105)



− − −



(.429)



(.214)



.037



−.007



(.686)



(.331)



−.828



−.522



(.665)



(.359)



−.440



.012



(.649)



(.340)



(.252)



(.111)



−.224



−.307



−.219



−.357



−.242



−.663



(.127)



(.068)



(.144)



(.077)



(.234)



(.129)



−



−



−



−



Unemployment gap × Dummy 1988–97 Unemployment gap × Dummy 1998–2007 Unemployment gap × Dummy 2008–17 Distribution



−



Change in oil price Dummy 2008Q4



.064



(.459)



−



−



−



−



.060



(.591)



−



−



−



−



.021



.293



(.217)



.243



(.258)



.450



(.285)



(.134)



func



−



func



func



−



y



y



y



y



y



y



y



y



y



y



y



y



[.000]



Sample



[.000]



[.000]



1978Q1–2017Q4 −



2



−



2



−



2



R2



.527



.644



.538



.648



.527



.655



BIC



1.23



1.01



1.30



1.09



1.17



1.07



Number of obs.



160



160



160



160



160



160



Number of FPCs



Note: Dependent variable for the MSC is the seasonally adjusted annualized quarter-onquarter percentage change in CPI less the average of households’ annual average 5-10 year ahead inflation rate from the Michigan survey. Newey-West adjusted (5 lags) standard errors for t test (scalar covariates) appear in parentheses. p-values for F test (functional covariate) appear in brackets. All regressions include a constant.
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What Figure 4 reveals is that, as a quantitative matter, it is the heterogeneity in beliefs and not the average belief that drives the dynamics of inflation around trend. It is instructive to consider the period 2009-2014, as it has been widely discussed as one in which ‘expectations matter’. Clearly, the average household expectation does matter, because it has a level effect on predicted inflation that can be seen from the presence of the positive light blue bars. The bars are roughly constant, reflecting the relatively stable average expectation gap over the period. The downward pressure on inflation from elevated unemployment can also be observed. But what has not been appreciated by past students of this period is the increased downward pressure on inflation produced by shifts in the distribution of beliefs. These were sufficiently large to almost entirely offset the boost to inflation arising from the erosion of slack. To understand why the distribution of beliefs played such an important role, it is helpful to refer back to Figure 3. The principal variation in the distributions comes from lower dispersion and a downward movement in the modal belief, which produces a rightward skew. This turns out to be a bad combination for a central bank hoping to raise inflation. A natural interpretation of the distributional shape we observe is that household beliefs began to coalesce around a modal view that inflation was going to be low. Inflation did eventually collapse in 2015, along with commodity prices. But before then, it was the increasing conviction that inflation would be low, rather than the state of demand pressure, that appears to account for the failure of monetary policy to stimulate inflation after the crisis.34 6.2



Changing slopes and heterogeneous beliefs A much-debated issue in recent years has been the apparent flattening of the slope of the



Phillips curve. A flatter Phillips curve would entail a weaker link between aggregate demand, which monetary policy can affect, and the rate of inflation, which it targets. The conduct of monetary policy might face particular challenges if the period of historically low neutral real interest rates seen over the past decade were to persist. Because the zero lower bound on nominal interest rates would be binding more often in a low neutral rate environment, monetary policy would find itself less able to stabilize inflation were a large negative supply shock to hit the economy. So it is of interest to see what the heterogeneous beliefs Phillips curve has to say about the stability of this parameter. Table 8, Column (5), indicates that on the early part of the sample, a simple regression of the inflation gap on the unemployment gap produces the expected negative sign but has a t-statistic of just one. The slope does not change in any important way on the decade-long sub-samples. In particular, there is no flattening in the 2008-17 period. Its point estimate is similar to that shown in Column (1), where no time variation is allowed. Overall, the model fits little better than one in which the inflation gap depends on oil prices alone. The importance of accounting for heterogeneity in expectations is underscored by the results in Column (6). The functional effect has a TF -statistic of 28, indicating a very strong statistical effect. The unemployment gap now enters with a large and significant coefficient. And the 34



Note that as Figure 3 is based on estimates reported in Section 4, the scale of the score plots is not precisely the same as for the inflation gap model of this section. However, the results are sufficiently similar that the discussion here remains accurate.
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flattening of the Phillips curve in the post-crisis period is evident from the large positive and significant coefficient on the interaction between the unemployment gap and the 2008-17 dummy variable. According to this model, the slope of the Phillips curve flattened by 0.45, compared to earlier decades, to about −0.2.35 It is further the case that average expectations are not important, once changes in the slope of the Phillips curve are allowed. This result carries over to the case where time variation in the expectation gap and unemployment gap are simultaneously allowed (not shown). Our broad conclusion therefore remains that accounting correctly for the role of expectations in inflation dynamics requires an appreciation of the heterogeneity that exists between the views of individual agents in the economy. 6.3



Inflation gaps in the United Kingdom We turn finally to the experience of the UK. We focus on a decomposition of the UK inflation



gap into the same four components as described earlier in the case of the US. A complete account of results is presented in the Annex. It is apparent from Figure 4 Panel (b) that average expectations matter more, as a quantitative matter, in the UK than in the US. As the inflation gap rose in the late 1980s, near-horizon expectations also moved up, relative to trend. They contributed around 4 percentage points to the rise in the gap between the end of 1986 and the middle of 1990.36 But at the same time, the distributions of expectations tended to counteract this upward pressure, making a negative contribution of around 1.5ppt to inflation. In that sense, expectations should be ascribed a less aggravating role in this period of elevated inflation than in the standard narrative. The aftermath of the financial crisis in the UK proves an interesting counterpoint to the US experience. The depreciation in sterling that accompanied the crisis exerted upward pressure on import prices that was passed through to inflation, and which more than counter-balanced the drag from heightened unemployment. Yet there too, inflation expectations seem to have remained in check over this period, apparently—and thankfully, from the point of view of policymakers—contributing little to the overall rise in actual inflation. Figure 4 indicates that unemployment was a consistent drag on inflation of around 0.5ppt in 2009-13, with the prices of energy and the direct effect of import prices playing mostly small roles. What appears to have contributed most to a higher inflation gap is instead heterogeneity in beliefs. Figure 3 suggests that the second and third FPC scores were to blame. It appears that a significant mass of agents came to believe in that inflation would be 5ppt, give or take, above the mean. The resulting upward skew, on the UK data, drove higher inflation. It was not that inflation expectations were unanchored, on average, but that some expectations were apparently not securely anchored, that mattered. 35 Equivalent results hold for the model in inflation levels, discussed earlier. For that specification, the slope of the Phillips curve in the base period is −.51, flattening to −.30 in the last decade (significant at 10%). 36 This is not regarded as a period of conspicuously well-run monetary policy. It is perhaps unsurprising that inflation expectations did play a role in higher inflation.
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7



Conclusion



This paper has argued for a re-evaluation of the role of expectations in the inflation process. The beliefs about future inflation held by different agents are themselves very different. We summarize the diversity of opinion expressed by survey respondents using probability distributions, and relate them to actual inflation using scalar-on-function regression techniques borrowed from the functional data analysis literature in statistics. These techniques have found broad areas of application in diverse fields, but apparently few to date in economics. Our principal finding is that there is a robust statistical association between the distribution of beliefs about future inflation (particularly those of households) and actual inflation, even after accounting for average expected inflation, lagged inflation, trend inflation, and the usual controls for supply factors. We interpret these functional effects by examining the principal component scores associated with the dominant modes of variation in distributional shape. Shifts in beliefs amongst some of agents away from the consensus, and towards the tails of the distribution, have in some periods caused inflation to rise or fall by economically meaningful amounts. Our findings carry some novel implications for monetary policymakers. Central banks’ preoccupation with inflation expectations has been half right. Well-anchored expectations underpin the ability of monetary policy to do more to respond to trade-off inducing shocks by doing less with interest rates. But expectations need to be understood in the plural, not the singular. Our results suggest that central banks focused on the average expectation have consistently missed evidence that expectations plural were often not firmly anchored. Understanding why some agents hold beliefs far from the average, and how policymakers may be able to influence the beliefs held by those agents, is a topic for future research.
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Figure 1. Average distributions of centered one-year-ahead inflation forecasts Survey of Prof. Forecasters
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Note: — Pointwise time averages of the centered (mean zero) distributions over one-year-ahead annual inflation point forecasts in each of the named surveys. — Sample median distribution (maximal band depth measure): Survey of Professional Forecasters, 1993-Q4; Michigan Survey of Consumers, 1987-Q1; Survey of External Forecasters, 2007-Q3; Barclays Basix Survey, 1994-Q3. For further details, see Table 2.
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Figure 2. Leading harmonics
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Note: Figures show the leading harmonics e j of the distributions of survey p point estimates as µp ± 2 λ j e j , where µp is the mean distribution (Figure 1) and λ j is the associated eigenvalue in the decomposition (3).
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Figure 3. Distribution shape and functional principal component scores Score
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Figure 4. Historic decomposition
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Penalized maximum likelihood estimation of probability density functions



To see how pML works, recall that the probability density p satisfies



R



p = 1 and p ≥ 0. Without



further restrictions, maximum likelihood estimation is infeasible. However, adding the condition that the curve has finite ‘roughness’ R, in a sense to be defined, allows us to operationalize P it. Introduce the (unconstrained) smoothing function W(·) = ck φk (·) for the basis functions φ with domain I.37 Then expressing the density as the strictly positive transformation of the smoothing function: ˆ = C exp {W(π)} ˆ , pt,h (π)



C=



R



ˆ dπˆ exp {W(π)}



−1



t the penalized log likelihood for the cross section {πˆ it,h }N at each date t and conditional on the i=1



smoothing parameter λ is seen to be: `λ (W|ct ) =



P Nt



log pt,h (xit ) − λt R(pt,h ) = i=1



PNt



c> φ(πˆ it,h ) − Nt log i=1 t



R



n o ˆ exp c> φ( π ) dx − λt R(pt,h ) it,h t



where c = (c1 , . . . , cK )> , φ = (φ1 (·), . . . , φK (·))> are fifth order B-splines, and K ≈ maxt {Nt }. We choose the functional R so as to penalize departures from normality. As the log kernel of the normal distribution is quadratic, the relevant functional is the integrated third derivative: Z R(p) B p000 (x)2 dx In our context, interest centres on how to set λ. If λ → ∞, we would fit a normal distribution. If λ → 0, we would fit a distribution with up to Nt modes. We adopt a subjective approach, which may be loosely interpreted as placing a time-varying weight on the ‘prior’ of normality that depends inversely on the number of cross-section observations in a given period: λt = 10(K/2−Nt )/10 For the sample sizes at our disposal, when Nt  K, pML estimation delivers density estimates that are close to the normal; and when Nt ≈ K, λ = o(10−2 ) for the SEF, or o(10−3 ) for the SPF.
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An introduction to functional regression



This section provides a condensed primer on functional regression. The literature on estimation of the functional linear model is extensive. An excellent treatment of functional principal component regression may be found in Reiss and Ogden (2007), with Reiss et al. (2017) providing an up-to-date survey. A textbook treatment of estimation and inference in the functional linear model is given by Horv´ath and Kokoszka (2012), while the particular approach to inference we adopt is due to Kong et al. (2016). Although various formalizations of functional data are found in the literature (Cuevas, 2014, Section 2.3), we follow common practice and take X to be a measurable function in a sample space L2 (I), I ⊂ R defined on a probability space (Ω, F , P). The real-valued scalar random 37 Although the support of many continuous probability distributions have as their domain the whole or half real line, it is necessary to place bounds on the domain of our estimated functions, given by I. For each survey, the bounds are given by the maximum and minimum response values across the entire sample, plus or minus one percentage point to avoid having truncation in regions of positive probability mass.
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variable Y is defined on the same probability space as X. We have a sample (yt , xt ), t = 1, . . . T drawn from (Y, X). The scalar-on-function (SOF) regression model is defined as: Z yt = m y + γ(i)xt (i)di + εt , εt ∼ i.i.d.(0, σ2 ) where γ is a square integrable function, kγ2 k < ∞, and ε is independent of x. Here and elsewhere integration is over I. We express the functional regressor in terms of its KarhunenLo`eve expansion, truncated at the Kth term: xt (i) =



K X



skt ek (i)



k=1



where the principal component scores skt = hxt , ek i satisfy E[skt ] = 0, E[s2kt ] = λk , and E[skt sk0 t ] = 0, k , k0 . As we observe only T curves, there are at most T − 1 non-zero eigenvalues, so we must choose K ≤ T − 1. Expand the coefficient function in the same basis to obtain: γ(i) =



K X



γk0 ek0 (i)



k0 =1



We may then express the integral in the SOF model as:   K Z Z X K K X   X   di =      0 0 γ s ek (i)2 di s e (i) γ e (i)   k kt kt k  k k   k0 =1



k=1



k=1



=



K X



γk skt



k=1



where the first line follows from hek , ek0 i = 0, k , k0 , and the second line follows from kek k = 1. Making the above substitution, the SOF model may be written as a multiple regression: yt = m y +



K X



γk skt + εt



(B.1)



k=1



The normal equations for the γs are then immediately seen to be:   T K   X X     0= (y − m ) − γ s , j = 1, . . . , K s jt   t y k kt     t=1



k=1



Recalling that the scores are orthogonal, and that the variance of the jth score is equal to the jth eigenvalue, it is easy to see that: γˆ j = where c y,sk =



P



t (yt



c y,sk



(B.2)



λj



− m y )s jt is the sample covariance between the dependent variable and the



jth score. It follows that our estimate of the functional coefficient will be given by: ˆ = γ(i)



K X c y,s



k



k=1



λj



ek (i)



(B.3)



As we have seen, SOF regression using FPCs reduces to multiple regression, so extending the model to include scalar covariates, as in our application, is rather routine. 31
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Computing functional principal components



This section gives the computational results necessary to compute the functional principal components used throughout this paper. The basic approach is to replace functions with linear combinations of basis functions, thus expressing the eigenequation (3) with an expression involving only matrices. The material, which is standard, draws heavily on Ramsay and Silverman (2005, Section 8.4). Let the functions {xt (i)}T1 be defined as in Appendix B. The eigenequation of the covariance operator V(x)(·) is: Z v(i, j)ek (i)dj = λk ek (i)



(C.1)



Now let the basis expansion of the xt be: xt (i) =



K X



ctk φk (i)



k=1



or, stacking by t: x(i) = Cφ(i),



C = [ctk ]



(T×K)



and



φ = [φk ] (K×1)



We may then express the sample covariance function as: v(i, j) = (T − 1)−1 φ(i)> C> Cφ(j)



(C.2)



Assume that the eigenfunctions ek (i) have the basis expansion: e(i) =



K X



bk φk (i) = φ(i)> b,



k=1



b = [bk ]



(K×1)



Then substituting (C.2) into (C.1), the eigenequation may be written: (T − 1)−1 φ(i)> C> CWb = λφ(i)> b where the symmetric (K × K) matrix W =



R



(C.3)



φ(i)φ(i)> is a matrix of inner products of the basis



functions φk (·), and λ is the eigenvalue corresponding to e. Observing that (C.3) must hold for all i implies that a solution to (C.1) may be obtained from the solution to the symmetric matrix eigenvalue problem: (T − 1)−1 W1/2 C> CW1/2 u = λu,



u = W−1/2 b



using standard methods.
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