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Compiling Probabilistic Programs Daniel Huang MIA Seminar Dec. 14, 2016



This Talk Programming language (PL) + compiler writer perspective



User perspective Predictions Data + Model



Discover hidden structure Probabilistic Programming Language



Probabilistic Programming Language



2 



Probabilistic Model (probabilistic generative model) 2D Gaussian Mixture Model (GMM)



describe



Parameters (cluster locations)



✓⇤ ⇠ p(✓)



“sample 3 cluster locations”



Data (2D Points)



y ⇤ ⇠ p(y | ✓⇤ )



“for each point, sample from a distribution centered at a randomly chosen cluster” 3 



Probabilistic Inference (posterior inference)



2D Gaussian Mixture Model (GMM)



infer



Parameters (cluster locations)



p(✓ | y ⇤ )



“parameters that generated observed data?”



Data (2D Points)



y⇤



“observed data”
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Automating Inference



Model Transformation Inference



Standard Practice



Probabilistic Programming



Statistical Notation



Modeling Language



Expert



Programming Language



Compiler Inference Engine
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Probabilistic Modeling Notations / Languages



Random Variables



Density Factorization



Graphical Model



Probabilistic Program
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Random Variables (RVs) 1/2 µk ⇠ N (µ0 , ⌃0 ) zn ⇠ D(⇡)



yn | zn , µk ⇠ N (µzn , ⌃)



for 1  k  K



for 1  n  N



for 1  n  N
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Random Variables (RVs) 2/2 Complex Structure: (rv statements)



µk ⇠ N (µ0 , ⌃0 )



for 1  k  K



zn ⇠ D(⇡)



for 1  n  N



yn | zn , µk ⇠ N (µzn , ⌃)



Primitives:



for 1  n  N



z ⇠ D(⇡)



(rv statement)



µ ⇠ N (µ0 , ⌃0 )



Combinators:



µ ⇠ N (µ0 , ⌃0 ) µ ⇠ N (µ0 , ⌃0 ) = + z ⇠ D(⇡) z ⇠ D(⇡)



(sequence, repeat)



µ ⇠ N (µ0 , ⌃0 ) + for 1  k  K = µk ⇠ N (µ0 , ⌃0 ) for 1  k  K
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Density Factorization Complex Structure: (density expression) K Y



k=1



pN (µ0 ,⌃0 ) (µk )



Primitives: (density)



Combinators: (multiply)



!



N Y



n=1



pN (µ0 ,⌃0 ) (µk )



pD⇡ (zn )pN (µzn ,⌃) (yn )



!



z ⇠ D(⇡)



pD⇡ (z) + pN (µz ,⌃) (y) = pD⇡ (z) pN (µz ,⌃) (y) N Y



n=1



+ pD(⇡) (zn ) =



N Y



n=1



pD(⇡) (zn ) 9 



Graphical Model (Bayesian Network)



Complex Structure: (graph)



z1



z2



z3



y1



y2



y3



µ1



Primitives: (graph)



Combinators: (graph merging)



µ2



z1



z2



z3



y1



y2



y3



z1



z2



z3



y1



y2



y2



y2



µ1



µ2



z1



z2



z3



=



y1



y2



y3



y3



µ1 µ1



y3



y3



+ y1



y1



µ2



µ2
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Probabilistic Program 1/2 Complex Structure: (rv statements)



µk ⇠ N (µ0 , ⌃0 ) zn ⇠ D(⇡)



yn | zn , µk ⇠ N (µzn , ⌃)



for 1  k  K



for 1  n  N



for 1  n  N



Complex Structure: (program)



def GMM (K , N , mu_0 , Sigma_0 , pis , Sigma )( mu , z )( y ): for k in range (0 , K ): mu [ k ] = MvNormal ( mu_0 , Sigma_0 ). sample () for n in range (0 , N ): z [ n ] = Discrete ( pis ). sample () y [ n ] = MvNormal ( mu [ z [ n ]] , Sigma ). sample () 11 



Probabilistic Program 2/2 Complex Structure: (program)



def GMM (K , N , mu_0 , Sigma_0 , pis , Sigma )( mu , z )( y ): for k in range (0 , K ): mu [ k ] = MvNormal ( mu_0 , Sigma_0 ). sample () for n in range (0 , N ): z [ n ] = Discrete ( pis ). sample () y [ n ] = MvNormal ( mu [ z [ n ]] , Sigma ). sample ()



Primitives:



MvNormal ( mu_0 , Sigma_0 ). sample ()



(sampling statement)



Combinators:



(sequence, loop)



for k in range (0 , K ):



+ MvNormal ( mu_0 , Sigma_0 ). sample ()



=



for k in range (0 , K ): MvNormal ( mu_0 , Sigma_0 ). sample ()
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Compositionality Build complex composing basic



Random Variables



Density Factorization



Graphical Model



by . 



Probabilistic Program
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Examples of Probabilistic Programming Systems Stan



Bugs



Modeling Language



Inference Engine



AVDI Engine



Gradient Sampling Engine



Gibbs Sampling Engine



Markov Chain Monte Carlo (MCMC) Variational Inference
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Best of both worlds (sampling)?



µk ⇠ N (µ0 , ⌃0 ) zn ⇠ D(⇡)



yn | zn , µk ⇠ N (µzn , ⌃)



for 1  k  K



for 1  n  N



for 1  n  N



Gibbs engine for discrete variables Gradient engine for continuous variables 15 



Best of both worlds (sampling)? Modeling Language



? ?



Gradient Sampling Engine



Gradient and Gibbs Engine?



?



Gibbs Sampling Engine
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Modern Compiler Architecture Compiler = Backend + Middle-end + Frontend



Programming Language



Frontend



Compiler



Middle-end Intermediate Language (IL) Backend CPU



17 



Why this architecture? Multiple sources



Language #1



Language #2



Frontend(s) Reuse common parts



Middle-end



IL



Backend(s) Multiple targets



X86 CPU



AMD CPU



CPU + GPU 18 



A Compiler Solution Multiple sources



Frontend(s) Reuse common parts



Middle-end



IL



Backend(s) Multiple targets



Gradient Sampling Engine



Gibbs Sampling Engine



Gradient and Gibbs Engine 19 



Compositionality Build complex transformations by composing basic transformations. Programming Language



Frontend



Middle-end IL IL



Backend Hardware 20 



Compiling Probabilistic Programs? Compiler = Backend + Middle-end + Frontend



Modeling Language



Frontend?



Middle-end? IL? IL



Backend? Hardware?
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Running Example: GMM



def GMM (K , N , mu_0 , Sigma_0 , pis , Sigma )( mu , z )( y ): for k in range (0 , K ): mu [ k ] = MvNormal ( mu_0 , Sigma_0 ). sample () for n in range (0 , N ): z [ n ] = Discrete ( pis ). sample () y [ n ] = MvNormal ( mu [ z [ n ]] , Sigma ). sample () 22 



Density IL (represent models) def GMM (K , N , mu_0 , Sigma_0 , pis , Sigma )( mu , z )( y ): for k in range (0 , K ): mu [ k ] = MvNormal ( mu_0 , Sigma_0 ). sample () for n in range (0 , N ): z [ n ] = Discrete ( pis ). sample () y [ n ] = MvNormal ( mu [ z [ n ]] , Sigma ). sample ()



Modeling Language (convenient for writing models)



K Y



k=1



pN (µ0 ,⌃0 ) (µk )



!



N Y



n=1



pD⇡ (zn )pN (µzn ,⌃) (yn )



!



Density IL (convenient for deriving inference) 23 



Density IL Uses Likelihood evaluation K Y



k=1



pN (µ0 ,⌃0 ) (µk )



!



N Y



n=1



pD⇡ (zn )pN (µzn ,⌃) (yn )



!



Compute gradients (more on this later) ✓



@ pN (µ0 ,⌃0 ) (µk ) @µk



◆



1



pN (µ0 ,⌃0 ) (µk ) ◆ N ✓ X @ 1 + [pN (µzn ,⌃) (xn )]k=zn @µk [pN (µzn ,⌃) (xn )]k=zn n=1



Conditional independence / full-conditional (now) 24 



Conditional Independence (or full-conditional)



p(x1 , x2 , x3 , x4 , x5 , x6 ) = p(x1 ) p(x2 ) p(x3 | x1 ) p(x4 | x1 , x2 ) p(x5 ) p(x6 | x4 )



Representation x1



Bayesian Network



x3



Computing



x2



x4



x5



(Markov Blanket) parents + children + children’s parents of x4



x6



Density IL



p(x4 | x1 , x2 , x3 , x5 , x6 ) 1 = p(x4 | x1 , x2 ) p(x6 | x4 ) Z



(Full-conditional) keep the densities from the density factorization that mention x4 25 



Loops? Approach 1 N Y



input density factorization



i=1



z1



unfolded representation (e.g. N = 3)



apply previous algorithm p(y2 | x, z, y 2 )?



!0



p(zi ) @



N Y



j=1



z2



1



p(yj | zj )A



N Y



k=1



p(xk | yk )



!



z3



p(z1 ) p(z2 ) p(z3 ) y1



y2



y3



x1



x2



x3



z1



z2



z3



y1



y2



y3



x1



x2



x3



p(y1 | z1 ) p(y2 | z2 ) p(y3 | z3 )



p(x1 | y1 ) p(x2 | y2 ) p(x3 | y3 )



p(y2 | z2 ) p(x2 | y2 )



Problem: big graph / formula (compilation scales with data, not size of program) 26 



Loops? Approach 2 input density factorization



N Y



i=1



!0



p(zi ) @



N Y



j=1



1



p(yj | zj )A



N Y



k=1



p(xk | yk )



!



doesn’t mention y (must mention y to refer to specific yn) 1 ! !0 N N N Y Y Y compute with loops p(yj | zj )A p(xk | yk ) p(zi ) @ symbolically j=1 i=1 k=1



p(yn | x, z, y n) for 1  n  N ?
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Loops? Approach 2 result of symbolic computation (keep loops)



0 @



N Y



j=1



1



p(yj | zj )A



N Y



k=1



p(xk | yk )



Unfolded representation (e.g. N = 3)



p(y1 | z1 ) p(y2 | z2 ) p(y3 | z3 )



result of computation by eliminating loops



p(y2 | z2 ) p(x2 | y2 )



!



p(x1 | y1 ) p(x2 | y2 ) p(x3 | y3 )



Problem: variables that don’t depend on yn are included
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Loops? Approach 2 “Teach compiler to reason about densities”



p(yn | x, z, y n) for 1  n  N ?



(factoring)



(independence of terms inside product from other iterations)



0 @



N Y



j=1



1



p(yj | zj )A



N Y



j=1



N Y



k=1



p(xk | yk )



!



p(yj | zj ) p(xj | yj )



p(yj | zj )p(xj | yj ) for 1  j  N



(bounds match) p(yn | zn )p(xn | yn ) for 1  n  N 29 



Loops? Approach 2 Approach 2 can be cast as static analysis: What can I say about a program before I run it?



p(yn | x, z, y n) for 1  n  N ?



(cancel)



(independence of terms inside product from other iterations)



N Y



i=1



!0



p(zi ) @



N Y



j=1



0 @



N Y



j=1



1



p(yj | zj )A 1



p(yj | zj )A



p(yn | zn )



N Y



k=2



N Y



k=2



N Y



k=2



p(xk | yk )



p(xk | yk )



p(xk | yk )



!



!



!



(in general, answer is approximate)
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Compiling Probabilistic Programs? Compiler = Backend + Middle-end + Frontend



Modeling Language



Frontend



Middle-end Density IL IL



Likelihood Gradient Full-conditional



Backend? Hardware?
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Stopping at 1 IL Compiler = Backend + Middle-end + Frontend



Modeling Language



Frontend



Middle-end Density IL IL



Likelihood Gradient Full-conditional



Backends Gradient Sampling Engine



Gibbs Sampling Engine



Gradient and Gibbs Engine 32 



Can we do more? Middle-end Density IL IL Backends Gradient Sampling Engine Gradient Sampling Engine



Gibbs Sampling Engine



Likelihood Gradient Full-conditional Gradient and Gibbs Engine



Gibbs Gradient ? + Sampling = and Gibbs Engine Engine



Compositionality? 33 



Compositionality Build complex inference by composing basic inference. Gradient Sampling Engine



Gibbs Gradient + Sampling = and Gibbs Engine Engine
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Markov Chain Monte Carlo (MCMC)



Complex Structure:



(MCMC on entire space) N-D sampler



Primitives:



(base update on subspace) Slice (likelihood)



Combinators: (tensor product)



HMC (gradients)



+



Gibbs (fullconditional)



=



plane sampler axis sampler



3-D sampler 35 



Kernel IL K Y



k=1



pN (µ0 ,⌃0 ) (µk )



!



N Y



n=1



pD⇡ (zn )pN (µzn ,⌃) (yn )



!



Density IL (GMM) Slice µ ⌦ Gibbs z HMC µ ⌦ Gibbs z



Gibbs µ ⌦ Gibbs z



Compiler heuristic or user-specified



Kernel IL (3 different MCMC algorithms for GMM)
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Compiling Probabilistic Programs? Modeling Language



Frontend



Density IL



Likelihood Gradient Full-conditional



Middle-end



Kernel IL Backend MCMC Engine
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Implementing Gradients Symbolic



Source-to-source AD #2 Run-time AD



Density IL



Source-to-source AD #1



MCMC Engine



C++



CAS Interop



Language Interop



Optimization Complexity guarantee



Symbolic Yes



Low



N/A



No



AD #1



N/A



Low



High



Yes



AD #2



N/A



Medium



Medium



Yes



Run-time AD



N/A



High



Low



Yes 38 



Language Design Modeling Language



Frontend



Likelihood Gradient Full-conditional



Density IL



Middle-end



Compilation also informs language design



Kernel IL Backend MCMC Engine
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Parallel Comprehensions for k in range (0 , K ): mu [ k ] = MvNormal ( mu_0 , Sigma_0 ). sample ()



Both give K i.i.d. samples



for k in range (0 , K ): t = K - k - 1 mu [ t ] = MvNormal ( mu_0 , Sigma_0 ). sample ()



mu = [ MvNormal ( mu_0 , sigma_0 ). sample () | range (0 , K ) ]



provide “loop” that can be executed in any order def GMM (K , N , mu_0 , Sigma_0 , pis , Sigma )( mu , z )( y ): for k in range (0 , K ): mu [ k ] = MvNormal ( mu_0 , Sigma_0 ). sample () all for n in range (0 , N ): parallel z [ n ] = Discrete ( pis ). sample () y [ n ] = MvNormal ( mu [ z [ n ]] , Sigma ). sample () 40 



Why? Back to AD reverse-mode AD requires: forward pass reverse pass



for k in range (0 , K ): mu [ k ] = MvNormal ( mu_0 , Sigma_0 ). sample ()



need stack for reverse pass



mu = [ MvNormal ( mu_0 , sigma_0 ). sample () | range (0 , K ) ]



reverse pass = forward pass (optimize stack away)
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Stopping at 2 ILs Modeling Language



Frontend



Density IL



Kernel IL Middle-end



Likelihood Gradient Full-conditional



Backend MCMC Engine
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Can we do more? Likelihood Gradient Full-conditional Middle-end Density IL



Kernel IL Backends GPU MCMC Engine



Multicore MCMC Engine



CPU MCMC Engine



Parallelism 43 



AugurV2 Modeling Language



Density IL



Frontend Middle-end



Backend



Kernel IL



Density IL



(declarative inference)



Low+ IL



(executable inference + declarative parallelism)



Low-- IL



(above + memory)



Blk IL



Cuda/C



(above + explicit parallelism) CPU/GPU + runtime



Cuda compiler
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Preliminary Results: Flexibility Model: 2D GMM with 3 clusters and 1000 datapoints



Each system draws 150 samples (Stan uses first 50 for tuning) 45 



Preliminary Results: Scalability LDA Topic Model (200 samples) Datasettopics



AugurV2 CPU (sec.)



AugurV2 GPU (sec.)



Speedup



Kos-50



159



60



2.7x



Kos-100



265



73



3.6x



Kos-150



373



82



4.6x



Nips-50



504



161



3.1x



Nips-100



880



168



5.2x



Nips-150



1354



235



5.8x



LDA ≈ GMM where: topic ≈ cluster word in document ≈ point vocabulary ≈ dimension



Kos: 460k words, 6.9k vocab Nips: 1.9m words, 12.4k vocab 46 



Key Idea: Compositionality Modeling Language



Density IL



Frontend Middle-end



Kernel IL



Density IL



“horizontal” composition



Low+ IL



Low-- IL



Backend



Language



Frontend + Middle-end + Backend



“vertical” composition



Blk IL



Cuda/C



CPU/GPU + runtime



47 



Thanks! Contact: [email protected] AugurV2: open source release expected Feb. 2017 Collaborators: Jean-Baptiste Tristan Greg Morrisett
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