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Abstract. This paper describes our work on the implementation and empirical evaluation of a client-side server selection framework for accessing replicated web services. The framework, which incorporates five representative server selection policies, was evaluated in the context of accessing a real-world replicated service, with four replicas distributed over three different continents. Our empirical results show that, in addition to the individual performance of each server hosting a replica of the replicated service, service response time using the five policies can be strongly affected by local client characteristics, such as connection capacity and workload distribution throughout the day.



1. Introduction Web services [3] offer software developers with a powerful mechanism for application deployment and integration over the web, independently of programming language, execution platform and communication protocol. However, to be effectively used in real world applications current web services technologies have to provide application developers with important quality of service (QoS) guarantees, such as efficiency, high availability, reliability and security [4]. Efficiency and high availability, in particular, can be provided through the use of replication [2]. Two main approaches have been traditionally used when accessing replicated resources on the web. The first approach aims at increasing system throughput at the server side, by automatically re-distributing client requests among a set of cooperating servers. A typical use of this approach is when resources are transparently replicated over a cluster of servers of the same network domain. The second approach aims at reducing response time at the client side, by exploring mechanisms for selecting the “best” server according to the specific characteristics of each client (e.g. [5][9]). This approach is therefore more appropriate for situations in which resources are replicated over servers that are geographically or administratively apart from each other. Our work follows the latter approach, but focusing specifically on the challenges of automatically selecting the “best” replica (for a particular client application) of a geographically replicated web service. Automatic selection of replicated (or functionally equivalent) web services is a relatively new research area in which only a few works have been proposed thus far (e.g. [6][1][8]). However, those works are still limited in that they either do not consider service response time, as perceived at the client side, as a first-class service quality attribute, or fail to provide empirical evidence



of the overall performance gain offered by their proposed server selection policies. In an attempt to address those issues, we have implemented a client-side server selection framework for dynamically invoking replicated web services [11]. The framework, which incorporates a variety of server selection policies, has been empirically evaluated in the context of accessing a real-world replicated service with four replicas geographically distributed over three different continents [12][7]. Our results show that, in addition to the individual performance of each replica provider, the over all service response time, when invoked using different server selection policies, can be strongly affected by local client characteristics, such as connection capacity and workload distribution.



2. Server Selection Policies The following five policies were implemented as part of our server selection framework: Random Selection – As the name says, this policy selects the server to be invoked randomly amongst the set of servers hosting a replica of the service. Parallel Invocation – This policy invokes all replicas “in parallel” (in fact, invocations are issued concurrently, using threads). The first response to be received in full is returned to the client application. All pending invocations are then interrupted and their responses, ignored. HTTPing – This policy initially sends a “probe” (in the form of a small HTTP HEAD message) to all servers concurrently. The first server to respond the probe is then selected for invocation, with all pending probe responses being ignored. Best Last – This policy selects the server to be invoked as the one with the best previous performance considering the last successful invocation of the same service operation (with an equivalent set of parameters) issued to each replica. Best Median – This policy is a variation on the Best Last policy, where the selection is based on the performance of the k last successful invocations recorded for each server. The selected server will be the one with the lowest median response time amongst the set of k past performances considered (k was set to 6 in our experiments).



3. Empirical Evaluation 3.1. Method Ours experiments were carried out from 12 to 31 December 2003 (excluding weekends and public holydays), and consisted of two client machines, both located at the city of Fortaleza, Brazil, running dedicatedly the same client application. That application would continuously invoke the UDDI Business Registry (UBR) replicated web service, using each of the five server selection policies at a time. The UBR service was chosen because it is a real-world replicated service, with four replicas (provided by Microsoft, IBM, SAP and NTT) geographically distributed over three continents (Microsoft and IBM in North America, SAP in Europe, and NTT in Asia). Despite being in the same city, the two client machines presented significant differences in terms of work environment and connection characteristics. One client was located at the University of Fortaleza (referred to as client UNIFOR), while the other client was located at the IT department of a Brazilian bank (referred to as client BNB). All service invocations were
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Figure 1. Effects of invocation period: client UNIFOR (top) and client BNB (bottom).



organized in sessions of five cycles each. Each cycle consisted of a sequence of five service invocations, using the same service operation with the same set of parameters, with each invocation using a different server selection policy. Invocation parameters were defined in terms of a list of identification keys, used to identify service descriptions registered with the UBR service. The number of identification keys used in each cycle (1, 10, 20, 30 and 40, respectively) determined the size of the response expected to be received from the service (expected response sizes for each cycle were 9Kb, 87Kb, 174Kb, 260Kb and 347Kb, respectively). 3.2. Effects of Invocation Period Initially, we analyzed the performance of the five server selection policies with respect to invocation time. Figure 1 depicts the results obtained at each client, considering the mean response time along each hour of the day. The graphics only show results relative to cycle 5, which, due to a larger response, presented the widest variations in terms of response time. At client UNIFOR, we observed a significant increase in response time after 7am, with a corresponding decrease to the same levels only after 11pm. This period matches exactly the period of most intense academic activities at the university. We also observed a high variability of performance throughout the day, even for those policies with the lowest response times. At 8am, for instance, the response time of some policies are already up to 6 seconds higher than the response time obtained by the same policies at 7am. The period of worst performance is around 3pm. At client BNB, considering only those policies with the best performances, we can see that the period of higher response times is between 8am and 5pm, approximately. This period also matches the period of most intense activities at the bank. The periods of worst performances, for the best policies, are around 11am and 3pm. In general, we observed that response times obtained at client BNB are at higher levels than those obtained at client UNIFOR. On the other hand, client BNB seems to be more scalable, as variations in response times observed at that client are of lower magnitude than those observed at client UNIFOR. It is interesting to note that the Random Selection policy presented the worst performance at both clients, independently of response size and invocation period. The reason is that random selection treats all replicas equally, which means that
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Figure 2. Relative speedup: client UNIFOR (left) and client BNB (right).



slower servers (such as SAP and NTT) are invoked as often as those with better performance results (i.e., Microsoft and IBM). 3.3. Relative Speedup To better visualize the performance differences amongst the five policies, we analyzed the relative speedup in median response time offered by each of the other four policies with respect to Random Selection. Figure 2 illustrates the relative speedup observed at both clients, during the periods of more intense activities (i.e., from 7am to 11pm at client UNIFOR, and from 8am to 5pm at client BNB). At client UNIFOR, we can see that highest speedups were offered by the two policies based on historical data, Best Median and Best Last, followed by HTTPing and Parallel Invocation, in that order (in the best case, for 30-key invocations, Best Median was up to 2.3 times faster than Random Selection). This result is justifiable, since both Best Median and Best Last consider recent invocation results as part of their selection process, thus avoiding momentarily slower servers. The negative result for Parallel Invocation is somewhat surprising, and is due to the slower connection capacity of client UNIFOR, which was found to be insufficient to handle the incoming traffic generated from invoking the four servers concurrently. At client BNB, we can see that the overall speedup factors observed for the four policies is considerably lower than those observed at client UNIFOR. Another notable difference is in the results observed for Parallel Invocation. In contrast to the results observed at client UNIFOR, where Parallel Invocation offered the worst speedup, here that policy offered a speedup factor that is visibly higher than those of the other three policies. These results suggest that, contrary to what was observed at client UNIFOR, the connection capacity of client BNB was enough to handle the incoming traffic generated by Parallel Invocation. Finally, HTTPing offered an intermediate speedup at both clients, being the second worst policy at client BNB but performing better than Parallel Invocation at client UNIFOR. A more detailed analysis of these and a number of other experimental results can be found in [10].



4. Conclusion This paper presented our work on the implementation and empirical evaluation of a variety of client-side server selection policies for accessing replicated web services [10][11][12][7]. Our experiments show that, in addition to the individual performance of each service replica, the overall service response time, when invoked using different server selection policies, can be strongly affected by the local characteristics of each client. This is an important result since many existing approaches for managing replicated resources on the web are deployed exclusively at the server-



side. As regards future work, some interesting lines of research include expanding the experiments to new services and new client settings; designing new server selection policies, possibly from the combination of those five described here; and reimplementing (and re-evaluating) the server selection framework in the form of a service proxy.
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