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Abstract This paper introduces a set of volumetric functions suitable for geometric processing of volumes. We start with Laplace-Beltrami eigenfunctions on the bounding surface and interpolate them into the interior using barycentric coordinates. The interpolated eigenfunctions: 1) can be computed efficiently by using the boundary mesh only; 2) can be seen as a shape-aware generalization of barycentric coordinates; 3) can be used for efficiently representing volumetric functions; 4) can be naturally plugged into existing spectral embedding constructions such as the diffusion embedding to provide their volumetric counterparts. Using the interior diffusion embedding we define the interior Heat Kernel Signature (iHKS) and examine its performance for the task of volumetric point correspondence. We show that the three main qualities of the surface Heat Kernel Signature – being informative, multiscale, and insensitive to pose – are inherited by this volumetric construction. Finally, we construct a bag of features based shape descriptor that aggregates the iHKS signatures over the volume of a shape, and evaluate its performance on a public shape retrieval benchmark. We find that while, theoretically, strict isometry invariance requires concentrating on the intrinsic surface properties alone, yet, practically, pose insensitive shape retrieval can be achieved using volumetric information.



1 Introduction Geometric processing of deformable shapes has an array of practical applications, and different requirements can be imposed depending on the specific area. In computer Raif M. Rustamov, Drew University, 36 Madison Ave, Madison, NJ 07940, USA E-mail: [email protected]



Fig. 1 One of the Laplace-Beltrami eigenfunctions (left) is interpolated into the volume of the Dinopet model using mean value coordinates. The interpolated eigenfunction (right) is shown on the central slice of the model.



vision, perhaps, one may limit attention to boundary surfaces and concentrate on the surface alone. In areas such as medical imaging, automated medical diagnosis, and protein bioinformatics important information can be conveyed by the volumes of shapes. Desirable in such cases are volumetric shape processing tools that are fast and robust to changes in both pose and topology. In the surface setting, approaches based on the eigenvalues and eigenfunctions of the Laplace-Beltrami operator have been gaining an increasing popularity (e.g. shape-DNA [27], GPS embedding [29], Heat Kernel Signatures [33]). It may seem that these tools can be easily adapted to the volumetric setting by replacing the Laplace-Beltrami operator by the volumetric Laplacian with appropriate boundary conditions (e.g. [28], [26]). However, properly approximating the volumetric Laplacian and its spectrum requires the use of a fine volumetric grid/mesh, and can be expensive in practice. In addition, the essential property of the Laplace-Beltrami operator that makes it so attractive in deformable surface processing – invariance to isometric deformations/articulations
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– is not enjoyed by the volumetric Laplacian. Thus, the volumetric Laplacian is not the canonical choice for volumetric processing, and it is important to find efficiently computable alternatives. The main contribution of this paper is to introduce an efficiently computable set of volumetric functions that can replace Laplacian eigenfunctions in volumetric shape processing. Our construction is inspired by [31] and is based on interpolating the Laplace-Beltrami eigenfunctions of the boundary surface into the interior volume via barycentric coordinates, see Figure 1; we call these interpolated eigenfunctions. This approach was chosen for several reasons. First, interpolated eigenfunctions can be computed using only the boundary surface mesh and do not require a volumetric grid/mesh. Second, interpolated eigenfunctions provide a shape-aware generalization of barycentric coordinates that can be used for efficiently representing volumetric functions. Third, the interpolated eigenfunctions can be naturally plugged into spectral constructions (e.g. GPS, diffusion, and biharmonic embeddings) to provide their volumetric counterparts. Finally, these volumetric embeddings can be used to obtain a volumetric version of the Heat Kernel Signature. This paper is organized as follows. We introduce the concept of interpolated eigenfunctions in Section 3. Their properties are investigated in Section 4. Next, we show how surface based spectral constructions can be extended to the volumetric domain and investigate their geometric information content in Section 5. We introduce the interior Heat Kernel Signature in Section 6 and present an empirical investigation of its properties in Section 7.



2 Related Work Laplace-Beltrami eigenvalues and eigenfunctions have become increasingly popular in deformable surface processing. Some of the recent methods based on them include the shape-DNA [27], GPS embedding [29], Heat Kernel Signatures [33], and biharmonic distance [18]. It is desirable to extend these successful tools to the volumetric setting. A natural way to do this would be to replace the Laplace-Beltrami operator by the volumetric Laplacian with appropriate boundary conditions. For example, the recently introduced volumetric shape-DNA of [28] uses the spectrum of volumetric Laplacian as a shape descriptor. In [26] the volumetric Heat Kernel Signature is introduced using both the eigenvalues and eigenfunctions of the volumetric Laplacian. However, properly approximating the volumetric Laplacian and its spec-



trum requires the use of a fine volumetric grid/mesh, and can be expensive in practice. The idea to interpolate eigenfunctions can be found in the manifold learning literature and is connected to the problem of out of sample extension. This problem is usually solved by a variant of the Nystrom method, see for example [8]. However, such extensions are either limited to the close proximity of the manifold or require a multi-scale procedure and so are difficult to compute. These extension methods do not have such properties of barycentric interpolation as linear-precision and the existence of a closed form formula. Eigenfunctions interpolated via barycentric coordinates have recently appeared as a computational tool in [31], where the problem of defining a shape-aware distance inside surfaces is tackled. Starting with a distance on the surface, they seek an embedding where the surface distance is equivalent to Euclidean distance, then this embedding is interpolated into the enclosed volume using barycentric coordinates. Finally, the interior distance is defined as the Euclidean distance in the interpolated embedding. Interpolated eigenfunctions appear in this construction whenever one uses a spectral distance on the surface, such as the diffusion or commutetime distance. The interior distance will appear in our work as well, however our main focus is not on the distances, but on the interpolated eigenfunctions, their properties and applications. As two applications, we consider the problem of shape retrieval and the problem of establishing point correspondences between volumes bounded by surface meshes. Although a variety of shape descriptors exist for shape retrieval, see excellent surveys [7, 12, 34], and some of them can be localized to provide signatures for points within a volume, these approaches are usually not pose/deformation insensitive. In [10], pose insensitive local-diameter and centricity functions are introduced, and their histograms are used as shape descriptors. Local-diameter function can be defined for points within the volume and can be used as a signature for matching them. We also anticipate that approaches [17, 19] based on the inner distance (the length of the shortest path between two points through the interior of the object) can in principle be modified to obtain signatures for volume points. However, none of them has the multiscale property of the interior Heat Kernel Signature that we introduce. In contrast to the volumetric Heat Kernel Signature of [26], our version does not require the use of a volumetric grid.
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Fig. 2 Interpolated eigenfunctions φˆk are shown on the central slice of the Dinopet model. The function values are color-coded from blue, for the smallest value, to red, for the largest value. Forty equally spaced isolines are shown within each function’s range.



3 Interpolated Eigenfunctions Our goal is to define a sequence of functions within a volumetric region; our construction is based on interpolating Laplace-Beltrami eigenfunctions from the boundary surface into the volume using barycentric coordinates. We first review the involved concepts. Given a compact connected volumetric region Ω, consider the boundary surface S = ∂Ω; we will assume that this boundary is represented by a triangulated surface mesh with vertices v1 , v2 , ..., vn . Let {λk , φk }nk=1 be the eigenvalues and eigenfunctions (more precisely, eigenvectors) of a positive-semi-definite Laplace-Beltrami matrix of S; we assume that the eigenpairs are ordered by the increasing eigenvalue, and that the eigenfunctions are scaled to have unit L2 (S) norm. To avoid any ambiguity, we will assume that the eigenvalues are simple. Remember that λ1 = 0 and φ1 = const. It is known that the Laplace-Beltrami eigenfunctions are orthogonal and span L2 (S), thus constituting an orthonormal basis of L2 (S). Functions bi : Ω → R, i = 1, ..., n are called barycentric coordinates if they satisfy the following three properties: partition of unity, n X



i=1



The barycentric interpolant has the property that the linear functions of coordinates x, y, z are reproduced, i.e. if f (v) = avx + bvy + cvz + d is a linear function, then fˆ(p) = apx +bpy +cpz +d; this follows from the partition of unity and affine combination properties. The Lagrange property ensures that fˆ(vi ) = f (vi ) for every surface mesh vertex vi , i = 1, 2, ..., n. In fact, if f is piece-wise linear, then for barycentric coordinates that we use (mean value coordinates) it is also true that fˆ(p) = f (p) for any point p on the triangulated surface (i.e. even if p is not one of the mesh vertices). Now we can define our main object of study, the interpolated eigenfunctions. Every Laplace-Beltrami eigenfunction φk for k = 1, 2, ..., n is a function on the triangulated surface mesh S. Thereby, it can be interpolated (more precisely, extrapolated) inside the enclosed volume Ω using the barycentric coordinates. Namely, we define the interpolated eigenfunctions as n X φˆk (p) = bi (p)φk (vi ), p ∈ Ω. i=1



bi (p) = 1,



i=1



affine combination n X



the mesh vertices, one extends it to the whole region by setting for each p ∈ Ω, n X fˆ(p) = bi (p)f (vi ). (1)



bi (p)vix = px ,



i=1



where px is the x-coordinate of point p, and similarly for y and z coordinates; and the Lagrange property bi (vj ) = δij . Due to these properties, the barycentric coordinates can be used for interpolation: given function values f (vi ) on



Note that φˆk (p) = φk (p) when p is on the surface; also, from partition of unity, it follows that φˆ1 = const. To provide some examples we refer to Figure 1 which shows the eigenfunction φ2 on the surface, and the interpolated eigenfunction φˆ2 on the central section of the Dinopet model. We can see that the isolines within the volume follow a pattern similar to that on the surface. More examples are provided in Figure 2, where we have shown directly some of the interpolated eigenfunctions on the central section. We can see that the interpolated eigenfunctions sample very well different directions within the volume. Our use of Laplace-Beltrami eigenfunctions is motivated by their many nice properties found useful in
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be seen that the concept of interpolated eigenfunctions we defined in the discrete domain are proper discretization of this continuous version, and under appropriate assumptions the discrete version can be proved to converge to the continuous version. Generalization of Barycentric Coordinates: An interesting point that arises from this construction is that the interpolated eigenfunctions can be used as a tessellation independent way of representing transfinite interpolation. To explain, let us consider the discrete case where a mesh is available. Consider the the hat functions hi , i = 1, 2, ..., n at mesh vertices: these are the piecewise linear function on the mesh satisfying hi (vj ) = δij . Barycentric coordinates can be defined as bi = E(hi ). The hat functions are used because they constitute a basis for the set of all piecewise-linear functions on the surface: the interpolation formula of Eq. 1 is equivalent to writing the given piecewise-linear mesh function f as the linear combination f = c1 h1 + c2 h2 + · · · + cn hn , where ci = f (vi ), and extending it to the interior volume by setting fˆ = c1 b1 + c2 b2 + · · · + cn bn . Thus, barycentric coordinates provide an encoding of transfinite interpolation, but since the hat functions depend/require the tessellation, so do the barycentric coordinates. Can we produce an encoding that is robust to tessellation or does not require a tessellation? The interpolated eigenfunctions provide an answer to this question. Indeed, the Laplace-Beltrami eigenfunctions constitute a basis of the functions on the sur4 Properties face – continuous or meshed. Therefore, we can expand a given surface function as f = c1 φ1 + c2 φ2 + · · · and it In this section we consider the continuous variant of our is easy to check that its interpolation into the volume construction, and offer a curious interpretation of interpolated eigenfunctions as providing a notion of “barycen- is given by fˆ = E(f ) = E(c1 φ1 + c2 φ2 + · · ·), which by linearity of E can be written as fˆ = c1 E(φ1 )+c2 E(φ2 )+ tric coordinates” for smooth surfaces. Finally, we show · · · = c1 φˆ1 +c2 φˆ2 +· · ·, which replaces the formula in Eq. that interpolated eigenfunctions provide shape-aware 1. Although the obtained interpolant will be the same coordinates with respect to which volumetric functions whether one uses the usual barycentric coordinates or can be expressed very efficiently. Continuous Version: In the continuous setting, Laplace- the interpolated eigenfunctions, in the latter case we have several benefits. First, interpolated eigenfunctions Beltrami eigenfunctions are defined in terms of a differcan be defined for a smooth surface without any referential operator, and there are infinitely many of them: ence to the mesh, so they provide a mesh-free way of en{λk , φk }∞ . Next, to replace barycentric coordinates k=1 coding transfinite interpolation. Second, due to the fact we use the concept of transfinite mean value interpothat the Laplace-Beltrami eigenfunctions are robust to lation. Given a function f : S −→ R on a smooth changes in tessellation, the interpolated eigenfunctions closed surface S, transfinite mean value interpolation ˆ will be robust as well. Finally, in case of barycentric extends f to the function f : Ω → R using a certain ˆ coordinates almost all of the terms in Eq. 1 will be formula f = E(f ), the precise form of which can be nonzero, whereas for smooth functions one can expect found in [14, 2]. The properties of this interpolation opthat most of the contribution will be carried by a limerator that we will use are interpolation E(f )|S = f , ited number of interpolated eigenfunctions at the lower linearity E(f + g) = E(f ) + E(g), and linear precision end of the spectrum. – linear functions are reproduced upon interpolation. Efficient Representation: Here we would like to show The interpolated eigenfunctions are defined within the ˆ ˆ ˆ that interpolated eigenfunctions provide a good set of enclosed volume φk : Ω −→ R as φk = E(φk ), i.e. φk coordinates for expressing volumetric functions. Indeed, is the transfinite mean value interpolant of φk . It can the processing of deformable surfaces. For example, one can prove that eigenfunctions stay the same as a surface undergoes an isometric deformation (in differential geometric sense). Among their empirical properties is the fact that lower eigenfunctions (small k) are robust to topological changes such as the addition of a small handle [29, 24]. Another empirical observation is that they exhibit shape awareness to degree that they were seen to “understand geometry” [15]. By basing our construction on Laplace-Beltrami eigenfunctions we seek to inherit these properties. The use of barycentric coordinates for interpolation has the following benefits. First, the coordinates we use – mean value coordinates – have an explicit formula, and so can be computed very efficiently. Second, in mean value interpolation, a given volume point receives most contribution from the closer mesh vertices and if the volume consists of several globular domains the contributions will be localized within the domains. As a result, the interpolated eigenfunctions will be robust to the relative movements of the domains – which can be a good model for natural articulations of shapes [17]. Third, the linearity and linear precision properties of barycentric interpolation are fundamental in proving some favorable properties of interpolated eigenfunctions. Finally, we also mention that the obtained interpolant is smooth within the volume.
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given a volumetric function F : Ω → R, we show that it can be written in the form F = G(φˆ1 , φˆ2 , ...), and that a limited number of interpolated eigenfunctions is needed to obtain a good approximation. On the surface S, consider the linear function πx (p) = px , the x-coordinate of point p. When we interpolate this function into the volumetric region we will obtain function π ˆx (p) = px , which follows from the linear precision property of the interpolation scheme that we are using. Since πx is a function on the surface, it can be expanded in terms of the Laplace-Beltrami eigenfunctions, πx = c1 φ1 + c2 φ2 + · · · ,



(2)



that the expansion coefficients in Eqs. 2 and 3 decay very rapidly. Although we have proved this result in the smooth case, there are results in discrete case [3] that hint in the direction that in some sense Laplace-Beltrami eigenfunctions provide an optimal basis for encoding coordinate functions (e.g. πx ) on surface meshes as well. Thus, both in smooth and the discrete case we expect that a limited number of terms in the expansion of Eq. 3 will be needed, and so volumetric functions can be efficiently encoded using the interpolated eigenfunctions.



5 Volumetric Spectral Embeddings



and we obtain for any p ∈ Ω, px = π ˆx (p) = c1 φˆ1 (p) + c2 φˆ2 (p) + · · · .



(3)



A similar formula with another set of coefficients will hold for each of the other two coordinates. As a result, the given volumetric function can be written as F (p) = F (px , py , pz ) = G(φˆ1 (p), φˆ2 (p), ...). Next, for a smooth compact surface S, we show that the coefficients in the expansions of Eqs. 2 and 3 decay very rapidly, and so for a good approximation only a number of terms will be needed. Indeed, if we apply the Laplace-Beltrami operator ∆ to the series in Eq. 2, we obtain ∆πx = c1 λ1 φ1 + c2 λ2 φ2 + · · · , where we use the fact that ∆φk = λk φk , which holds by definition of eigenfunctions. Note that applying the Laplace-Beltrami operator to the x-coordinate function gives the x-component of the mean-curvature normal to the surface (see, for example, [5]). Since the surface is assumed to be smooth, the mean-curvature normal is also smooth. As a result, we can apply the LaplaceBeltrami operator as many times as we would like to the expansion of Eq. 2 m ∆m πx = c1 λm 1 φ1 + c2 λ2 φ2 + · · · ,



where ∆m πx is smooth and so finite. We can take the squared L2 (S) norms of both sides and use the orthonormality and completeness of eigenfunctions to obtain ˆ 2 2m (∆m πx )2 = c21 λ2m 1 + c2 λ 2 + · · · . S



By compactness, the integral on the left hand-side is finite, rendering the series on the right convergent. This implies that for every integer m, there is a positive con2 m stant Am such that c2k λ2m k < Am , and so |ck | < Am /λk . It is known that for compact surfaces, λk ∼ k (see page 421 of [4]), and thereby, |ck | < Am /k m . This proves



In this section we consider some of the existing spectral constructions for surfaces, and extend them to the interior of the enclosed volume using interpolated eigenfunctions. In this way we will be able to provide volumetric versions of GPS, Biharmonic, and Diffusion embeddings, together with a generalization of the Heat Kernel Signature. Consider the general form for spectral embedding of the boundary mesh S into a high-dimensional space S → Rn−1 given by   φ2 (p) φ3 (p) φn (p) ∗ p→p = , ,···, , s2 s3 sn where we do not include the term φ1 (p)/s1 because φ1 is constant. This formula can capture different existing embeddings by the appropriate choice of the normalization coefficients sk . Namely, we obtain Global √ Point Signature (GPS) embedding [29] when sk = λk , Biharmonic embedding [18] when sk = λk , and Diffusion embedding [9] when sk = etλk /2 for any value of t > 0 . The volumetric versions of these embeddings can be obtained by simply replacing the eigenfunctions by the interpolated eigenfunctions. Namely, we define the volumetric embedding Ω → Rn−1 by the formula ! φˆ2 (p) φˆ3 (p) φˆn (p) ∗ p→p = , ,···, . s2 s3 sn We will refer to these volumetric embeddings by prefixing the adjective “interior” to the surface embedding names; for example, we may speak about the interior GPS, or iGPS for short. Finally, we can define the interior distance and interior inner-product as the distance and the dot-product between the images of the points: D(p, q) = kp∗ − q ∗ k, I(p, q) = p∗ · q ∗ . We note that the interior distance is equivalent to the one introduced in [31].
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Let us note two properties of interior embeddings. First, when restricted to the surface, the interior embedding coincides with the original surface embedding. This stems from the fact that we are using a reproducing interpolation scheme and so it is true that φˆk |S = φk . Second, the interior embedding is injective, i.e. its image has no self-intersections. Indeed, as it was shown in Section 4, we have the expansion px = c1 φˆ1 (p) + c2 φˆ2 (p) + · · · , p ∈ R3 . This immediately means that if for two points p and q in Ω we have p∗ = q ∗ , then px = qx . Applying this reasoning to the other two coordinates we conclude that p = q. One could go further to invert the interior embedding. To this end, given the image p∗ , one evaluates the coordinates px , py and pz , as above, to determine the alleged preimage (px , py , pz ). Now, one needs to check whether for this point, the image under the embedding, (px , py , pz )∗ , is indeed equal to the given p∗ . If so, then the unique preimage is found, otherwise one concludes that the given p∗ is not in the image of the interior embedding. To convince that the interior embeddings capture very concrete geometric information, in the rest of this section we will show that the interior inner product has a curious and meaningful interpretation in terms of shape manipulation. Concentrating on the iGP S embedding, we show that for a surface point p, and any point r ∈ Ω, the inner-product I(p, r) is the measure of how much point r is influenced when point p is edited. The editing procedure we consider is as follows: we edit the surface using gradient based manipulation [35], considering the editing constraint at p as soft; next, we pass the deformation of the surface to the interior volume using cage based editing, [14, 13], using the surface as the cage. The precise result is that δr I(p, r) = , δp I(p, p) where δ signifies the change in coordinates induced as a result of this editing. As shown in [30] for gradient based manipulation, a soft editing constraint imposed at surface point p propagates to the surface point q proportionally to the value of the Green’s function K(p, q) of the Laplace-Beltrami operator. Namely, letting qx0 to be the x-coordinate of the point q after editing, and similarly for p, we have qx0 − qx K(p, q) = . 0 px − px K(p, p) Let us remind that X φk (p)φk (q) K(p, q) = = I(p, q), λk k



since we are using the iGP S embedding. This resolves the case when q belongs to the surface; obviously, it is a restatement of the corresponding GPS embedding property that was described without giving the precise formula in [29]. Let us look at the function dx : S −→ R defined as dx (q) = qx0 − qx . From the above, we know that when point p is manipulated, K(p, q) dx (p) X φk (p)φk (q) dx (q) = dx (p) = . K(p, p) K(p, p) λk k



Now noticing that p is fixed, we can rewrite X dx (p) φk (p) dx = ck φk , ck = . K(p, p) λk k



Our main interest is in the meaning of I(p, r) when p belongs to the surface but r is in the interior volume. As mentioned above, the deformation of the surface will be passed to the enclosed volume via cage based editing. To achieve this, we need to set dˆx = E(dx ) be the mean value interpolation of dx , and obtain the new x-coordinate rx0 of any point r in the volume as rx0 = rx + dˆx (r). Using the linearity of the mean value interpolation, we obtain X dˆx = ck φˆk . k



Finally, X φk (p)φˆk (r) rx0 − rx 1 dˆx (r) I(p, r) = . = = 0 px − px dx (p) K(p, p) λk I(p, p) k



Obviously, the same result is valid for the y and z coordinates. A similar result can be proved for Laplacian surface editing and the interior biharmonic embedding. It is worth mentioning that the interior distances are connected to interior inner product by the polarization identity, which proves that the interior distance has a meaningful interpretation as well. Perhaps, this can explain the success of interior distance in designing weights for shape manipulation as in [32].



6 Interior Heat Kernel Signature We can use the interior inner-product to extend the notion of the Heat Kernel Signature [33] to volumes. To this end, for each point p ∈ Ω consider how I(p, p) computed using the interior diffusion embedding depends on the value of t. More explicitly, for each point p ∈ Ω we can define iHKSp : R+ → R+ by the formula X iHKSp (t) = e−tλk (φˆk (p))2 . k
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As a result, for each point in the volume we obtain a descriptor that is a function from reals to reals. When point p is on the surface, iHKSp coincides with the HKSp as defined in [33]. While spectral embeddings can be sensitive to sign flipping and switching of the eigenfunctions, it is known that the heat kernel signature is robust to such changes. An important question is whether this robustness carries over to its interior counterpart. It turns out that due to the linearity of the interpolation scheme that we use, this robustness can be proved for the interior heat kernel signature. Indeed sign flips and switching of eigenfunctions lead to reflections and rotations of the spectral embeddings of surfaces discussed in the previous section. The embedding of the interior depends linearly on the embedding of the boundary since our interpolation operator is linear. As a result, the reflections/rotations of the boundary in the high-dimensional embedding space lead to the reflections/rotations of the interior embedding. Now it is easy to see that quantities such as the interior distance and interior inner product will stay unchanged under these transformations. The interior heat kernel signature is defined in terms of the interior inner product, which renders it robust to sign flips and switching of eigenfunctions.



7 Results To experimentally evaluate the utility of interpolated eigenfunctions we concentrate on the interior heat kernel signature and demonstrate its usefulness for two applications. The first application is establishing correspondences between volumes of two shapes, which we achieve using the iHKS directly. The second application is shape retrieval for which we construct a bag of features based shape descriptor obtained by aggregating the iHKS over the volume of the shape.



7.1 Volume correspondence Since the interior heat kernel signature introduced in this paper provides descriptors for points in the volume, we consider the problem of establishing correspondences between points contained in volumes bounded by a mesh. Such correspondences can be useful for volumetric registration of 3D medical images, for symmetrically embedding skeletons into 3D meshes that have non-rigid symmetries, and for skeleton embedding by example. In order to investigate the empirical properties of the iHKS, we ran a set of experiments using a variety of 3D meshes. In these experiments, our goal is



to investigate whether the three qualities of the original HKS emphasized in [33] – being informative, multiscale, and insensitive to pose – hold in the volumetric case as well. While iHKSp (t) is a function defined for t > 0, for practical purposes we can only consider a limited range of values of t. We use the suggestion of [33] and sample 100 values for t from the interval [tmin , tmax ] uniformly on logarithmic scale; here tmin = 4 ln 10/λ300 and tmax = 4 ln 10/λ2 . We compute the Laplace-Beltrami eigenvalues/eigenvectors for the surface mesh using the cotangent weight Laplacian [25, 21] by solving the generalized eigenvalue problem. The iHKSp (t) values for smaller values of t are larger; to balance contributions from different values of t we scale iHKSp (t) using the heat trace: the signature at a given t is scaled by the P300 factor of 1/ i=2 e−λi t . To compare signatures for two points p and q we use the L2 distance. In our figures, for a user selected point p, shown as a yellow sphere, we depict the distribution of the L2 distance between the iHKS of all points and the iHKS of point p. We use exaggerated shading to show points that have signatures most similar to the signature of point p in dark red. For ease of visualization these distributions are shown on selected planar slices within the volume; the intersection of the slicing plane with the surface mesh is depicted as a black contour in the first image in each row. Figure 3 shows that the iHKS can distinguish points within the volume. In the case of the sphere (the first row of images) we can see that the iHKS follows the rotational symmetry of the surrounding mesh (sphere) yet it distinguishes points based on their distance from the origin. Note that if we were to consider the original HKS of [33] as a function on the mesh and if were to just naively interpolate this function into the volume, then in the case of sphere we would have gotten a constant function throughout the volume. It is through the use of the interpolated eigenfunctions that the resulting generalization of HKS becomes discriminative. In all of the images we can see that iHKS is informative in the sense that it can distinguish points within volumes and it also detects the similarity of symmetric parts. Figure 4 shows that iHKS is insensitive to nearly isometric deformations of the bounding mesh. Given a user selected point within the volume of a deformed mesh (yellow spheres in the first row of images) we show the distribution of most similar points within the volume of the reference mesh (second row of images). In all of the cases the iHKS is able to find the corresponding regions correctly. Figure 5 confirms that iHKS inherits the multiscale nature of the original HKS descriptors. In the middle
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Fig. 4 Insensitivity of iHKS to pose. For yellow points within volumes of the deformed meshes in the first row, we show the most similar points within the volume of the reference mesh in the second row.



Fig. 3 Exaggerated shading shows in dark red points within a planar slice that have iHKS signatures most similar to the signature of a reference point shown as a yellow sphere. The intersection of the slicing plane with the surface mesh is depicted as a black contour in the first image in each row.



column of images we show the distribution of most similar points when only smaller values, namely the lower half, of the parameter t are used. Note that in this case the iHKS captures local information about the point and so is not able to distinguish between legs/hands and different fingers. The right-most column shows the distribution when the entire set of the sampled t val-



Fig. 5 Multiscale nature of iHKS is demonstrated by showing most similar points when only small values of the parameter t are used (middle column) versus when all the values of t are used (right-most column).



ues is used. Now both local and global information is captured and the signature is more discriminating. We report performance on a 3.06Ghz Intel T9900 processor with 4G RAM, single threaded. The entire implementation is done in MATLAB, except for computing mean value interpolation we use C++. We simplified all of the boundary meshes to 4K vertices using QSlim [11]. During preprocessing we solve the sparse generalized eigenvalue problem to compute 300 eigenpairs of the Laplace-Beltrami matrix, which takes about
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10-15 seconds. Interpolation of the eigenfunctions and the computation of the iHKS takes about 0.025 seconds per point in the volume. In using simplified meshes in our experiments we wanted to illustrate the advantage of surface based quantities over the volumetric ones in terms of computational efficiency. Note that meshes of size 4K-5K are good enough to capture well all but the fine features of the underlying bounding surface, and the obtained signatures provide a practically useful degree of distinction. Our Laplace-Beltrami matrix is of size 4K×4K and is easily handled. On the other hand, a volumetric Laplacian of the same size would have corresponded to a Cartesian grid of size 16×16×16, which can hardly capture even the coarsest features of the bounding surface.



7.2 Shape retrieval Here we introduce a global shape descriptor using the iHKS and evaluate its performance on a publicly available benchmark. One of our main goals is to confirm the insensitivity of the iHKS to pose/deformation in a large scale experiment. Our shape descriptor is based on the bag of features paradigm, a recent example of which is the Shape Google descriptor of Bronstein et al. [6]; in fact, our construction very closely follows the construction of Bronstein et al., except that we aggregate features over the volume of a 3D mesh. First, the volume enclosed by the mesh is rasterized into a 32 × 32 × 32 voxel grid using binvox [22, 23], and we pick the interior voxel centers to obtain a regular point sample of the volume. Second, at each sampled point we compute the heat trace normalized iHKS signatures as described in the previous subsection, except that we take 32 time samples and only use 100 eigenfunctions. Note that some sampled points may fall slightly outside the mesh volume, but they pose no issues because the mean value coordinates and, so our interpolated eigenfunctions are well-defined outside the mesh. Third, a representative sample of iHKS descriptors collected over the entire dataset are clustered using the k-means clustering; the cluster centers Ck (k = 1, ..., 128) and median squared distances Dk to the center of the cluster are recorded. Finally, the shape descriptor for a given shape is computed as a 128 dimensional vector with the entries X 2 θk = e−αkiHKSp −Ck k /Dk , k = 1, ..., 128, p∈V olume



where the summation is over the sampled points in the volume of the given shape; we used the L2 norm in
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NN



FT



ST



E



DCG



.995 .995 .992 1.000



.922 .913 .915 .972



.955 .969 .957 .990



.710 .717 .705 .736



.980 .982 .978 .996



Table 1 Shape retrieval statistics show for the shape descriptor introduced in this paper. The performance (data taken from [16]) of the best three methods from SHREC’11 contest are included for comparison.



the exponent and the value of α = 3. During shape retrieval, we compare the descriptors of two shapes using the chi-square distance. All descriptor parameters were set in a different experiment and no further parameter tweaking was made in order to optimize the results presented below. For our experiments we use a dataset from the SHape REtrieval Contest 2011 (SHREC’11), namely the dataset of the Shape Retrieval on Non-rigid 3D Watertight Models track [16]. A total of 600 models categorized into 30 object classes of equal size are provided. Each object class was generated by morphing a single original shape and post-processing so that watertight models without any topological errors are obtained. Additionally, to achieve scale invariance, we rescale all the models to have unit area. This dataset was chosen because highly non-trivial deformations of shapes are present in each class, which aligns very well with our objective of testing the proposed approach for isometry invariance. We conduct a series of “leave-one-out” experiments: every model in the benchmark is queried against all other models. The ranked result lists generated by the queries are used to compute the five standard retrieval statistics: nearest neighbor (NN), first tier (FT), second tier (ST), E-measure (E), and discounted cumulative gain (DCG). The results of our experiments are summarized in Table 1. In addition, the table shows the performance of the best three methods in the SHREC’11 track that used this dataset; this performance data was taken from [16], where the brief descriptions of these methods are also provided. As can be seen from the table, our shape descriptor does rather well – in fact, it emerges as the second best method based on the FT measure – in comparison to the best three methods in this contest track. It is important to note that these competing methods are all based on the quantities extracted from the surface of the shape, whereas our approach aggregates information over the volume. Our results indicate that while in theory strict isometry invariance requires concentrating on the intrinsic surface properties alone, in practice pose/deformation insensitive shape retrieval can be achieved using volumetric information.
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When compared to surface based descriptors, our shape descriptor has the advantage of being easily extensible to cases when other modes of information are available within the volume. For example, in bioinformatics applications one may be interested in comparing bio-molecules based on the spatial distribution of electrostatic potential or molecular properties. Such information can be readily incorporated into our shape descriptor by coupling this information with the iHKS signatures to generate combined features; these combined features can be fed into the Shape Google construction to obtain a descriptor capturing the spatial distribution of the quantity of interest.



sponding framework for the volumetric constructions explored in this paper.
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