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Introduction



A flurry of recent research explores why unemployment is so volatile at business cycle frequencies, typically assuming that labor force participation is constant, so volatility of unemployment is simply the converse of volatility of employment. But in reality workers sometimes exercise the option to drop out of the labor force. For example, during the recent recession in the United States, the labor force participation rate fell from about 66 percent to 64 percent. In fact, as of when I write this paper, it fell quarter-on-quarter for ten of the eleven quarters since the recession officially began at the start of 2008. This paper first documents changes in the labor force participation rate and the flow of workers between employment, unemployment, and inactivity (nonparticipation). It then asks whether a job search model is consistent with those changes. My conclusion is affirmative if wages are rigid and the level of wages is above the social optimum on average. As a matter of theory, it is unclear whether labor force participation should be procyclical or countercyclical in a job search model. On the one hand, a decline in employment may draw new job searchers into the labor market. On the other hand, the difficulty of finding employment may discourage nonemployed workers from looking for a job. I develop an extension to a standard model of job search (Pissarides, 2000) that can capture these tradeoffs. At the start of every time period, some individuals are employed and some are not. Nonemployed workers must decide whether to look for a job, i.e. be unemployed, or to remain inactive. Firms use some employed workers to produce output and others to recruit unemployed workers. The number of new matches is a constant returns to scale function of This paper was prepared for the Econometric Society World Congress in Shanghai. I am grateful for comments from Daron Acemoglu and for financial support from the National Science Foundation. ∗
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the number of unemployed workers and the number of recruiters. The production technology uses capital and labor to produce output and individuals have preferences that are consistent with balanced growth, although labor supply is indivisible, as in Hansen (1985). I first consider a version of the model in which wages are flexible, in the sense that they decentralize a social planner’s problem. I prove analytically that the model is incapable of generating persistent fluctuations in the recruiter-unemployment ratio. Intuitively, it is optimal to move workers into both unemployment and recruiting to achieve a desired level of employment. Since the desired level of employment is highly persistent and can be reached within a period through sufficient changes in unemployment and recruiting, it follows that these outcomes are nearly independent over time. This prediction is strongly counterfactual. I then introduce rigid wages in the sense of Hall (2005). I show that this can generate large, persistent fluctuations in the recruiter-unemployment ratio. However, if the level of the wage is correct on average, so that in the absence of shocks the decentralized equilibrium would be socially optimal, the model predicts that unemployment should be procyclical. This reflects a strong discouraged worker effect during downturns, with workers dropping out of the labor force when it is too hard to find a job. The calibration of the model in which the equilibrium is socially optimal in the absence of shocks implies that the disutility of unemployment is much lower than the disutility of employment. If instead I insist that the two activities are equally unpleasant, I find that the equilibrium wage is too high even without shocks. This turns out to mitigate the discouraged worker effect in the calibrated model. As a result, unemployment is countercyclical and labor force participation is less volatile than and positively correlated with employment, broadly in line with the data. Finally, I show that this calibration of the model does not substantially change the predictions of the real business cycle model for consumption and investment. The basic approach in this paper follows the classic contribution in Merz (1995), combining equilibrium search and real business cycle models. Merz considers two variants of the model, one of which has an endogenous search intensity margin. She shows that in equilibrium, all workers search with the same intensity and that (when it is endogenous) search intensity rises following a positive productivity shock. This is very similar to what I find in the flexible wage model. In particular, if empirical measures of “unemployment” and “inactivity” are in fact noisy measures of search intensity, Merz’s results are consistent with a rise in labor force participation during booms. Indeed, the model in my paper is isomorphic to one in which effectiveness of search intensity is linear in the utility cost of search. Under this reinterpretation, the most substantive difference between this paper and Merz (1995) lies in how unemployment is measured. I assume that a decrease in search intensity shows up as a decrease in unemployment and an increase inactivity, while in Merz’s paper, the size 2



of the labor force is fixed. This obviously affects the mapping between model and data. The remaining differences between the papers are comparatively small. First, Merz (1995) assumes that the costs of posting job vacancies and of searching for a job are denominated in units of goods, while I assume that recruiting and job search are labor intensive. As a result, a positive productivity shock reduces the labor cost of matching in Merz (1995), which makes job creation more pro-cyclical. Second, in part because of some differences in functional forms, I make more progress solving the model analytically and in particular can show that the job finding probability for unemployed workers is nearly independent over time, with monthly autocorrelation approximately equal to 0.1 in the calibrated model. As a result, the model cannot generate persistent increases in unemployment from persistent declines in the job finding probability, as is the case in U.S. data. Third, I study versions of the model with rigid wages. Tripier (2004) is even more closely related, the only previous paper to study both unemployment and labor force participation in a search and matching model with standard preferences and technologies. Again there are small differences in model assumptions, but his paper also concludes that a flexible wage search model cannot generate a counter-cyclical unemployment rate.1 He also does not propose that rigid wages may help to resolve this shortcoming of the model. As part of my recent research agenda, I have argued that it is straightforward to introduce rigid wages into the Merz (1995) framework and that doing so significantly amplifies unemployment fluctuations; see Shimer (2010, 2011) and Rogerson and Shimer (2010). As in a real business cycle model, a positive technology shock raises the desired level of employment in this hybrid model. To take advantage of this, it is optimal to increase firms’ recruiting effort. If labor force participation and search intensity are exogenous, diminishing returns in the matching function limits the extent of the optimal response, however. As a result, search frictions significantly dampen optimal, i.e. flexible wage, fluctuations in employment relative to a similar model without search frictions. For example, Rogerson and Shimer (2010) find that in a flexible wage model, search frictions reduce the volatility of employment relative to output by a factor of 5; see also line 3 of Table 4 in this paper. This result holds more generally when wages are set by Nash bargaining and so is not overturned by alternative calibrations of the model, as in Hagedorn and Manovskii (2008). At the same time, however, search frictions open the door to the possibility that wages are rigid, as emphasized by Hall (2005). If an increase in productivity does not change the 1 Veracierto (2008) studies unemployment and labor force participation in a search model based on the Lucas and Prescott (1974) framework. His conclusions are also broadly in line with my findings for a flexible wage economy. Like Merz (1995) and Tripier (2004), Veracierto (2008) does not make much progress with closed-form solutions, nor does he study rigid wage variants of the model.
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path of wages, the desired level of employment rises sharply until diminishing returns to labor restores the balance between the marginal product of labor and the wage. This more than offsets the dampening effects of search frictions, even in a model without a labor force participation decision. As a result, line 6 of Table 4 shows that employment is nearly as volatile as output in the calibrated rigid wage model with exogenous labor force participation. Relative to these earlier papers, I show in this paper that when the size of the labor force is elastic and wages are flexible, search frictions no longer dampen the employment response to a productivity shock. This is because, while the number of matches is strictly concave in recruiting and unemployment alone, it homogeneous of degree one in the two search margins. The optimal response to an increase in the desired level of employment is thus to increase recruiting and unemployment (roughly) proportionately. On the other hand, I also find that the desired level of employment can be achieved very quickly and so fluctuations in recruiting and unemployment are very transitory in the model, in contrast to their persistence in the data. Once again, however, wage rigidities can help to close the gap between model and data. When wages do not respond to a positive productivity shock, firms raise their recruiting effort to take advantage of the gap between the marginal product of labor and the wage. Thus rigid wages induce a strong employment response to shocks, independent of whether labor force participation is exogenous or endogenous. On the other hand, it is unclear whether workers are more or less inclined to search for a job following a positive productivity shock, when being unemployed yields more match opportunities. My numerical results indicate that this depends on model parameters and in particular on how costly is unemployment relative to employment and inactivity. If unemployment is very costly, workers only endure it when finding a job is difficult, consistent with the data. This paper tackles some of the same issues that I raised in Shimer (2005), but like most of my more recent work it abandons two of the simplifying assumptions in that framework, that utility is linear in consumption and that production is linear in labor. Instead, I assume that preferences are consistent with balanced growth and that production is Cobb-Douglas in capital and labor. Balanced growth preferences circumvent the key criticism in Hagedorn and Manovskii (2008), that the value of leisure is not pinned down by easily observable outcomes. Instead, I determine the disutility of employment and unemployment from observations on average labor force participation rates and unemployment rates, consistent with the standard methodology in the modern business cycle literature. Diminishing returns to labor imply that labor productivity, i.e. output per worker, is endogenous. This is key to the model’s predictions because in equilibrium the stochastic processes for labor productivity and the wage are closely linked. If wages are rigid, firms 4



hire workers in such a way that labor productivity moves little over the cycle, while if wages are flexible, they are strongly correlated with labor productivity. This implies that the extent of wage rigidity does not much affect the correlation and relative standard deviation of wages and labor productivity, rendering the test for wage rigidities proposed by Haefke, Sonntag, and van Rens (2008) and Pissarides (2009) inapplicable. Put differently, wage rigidities do not drive a wedge between the marginal product of labor and the wage. Instead, they put a wedge between the wage and the marginal rate of substitution between consumption and leisure, consistent with the evidence in Gal´ı, Gertler, and L´opez-Salido (2007). The next section of this paper updates recent evidence on labor force participation and the flow of workers in and out of the labor force at business cycle frequencies. Section 3 then describes the job search model with a labor force participation decision. Section 4 characterizes the solution to a social planner’s problem, describes how I calibrate the model, and shows that the optimum is characterized by almost no persistence in the recruiterunemployment ratio. Section 5 explains how I decentralize the planner’s solution in the flexible wage economy, while Section 6 discusses the rigid wage economy. Section 7 compares the predictions of several models, including the indivisible labor environment in Hansen (1985) and search models with endogenous and exogenous labor force participation and flexible and rigid wages. I show that while search frictions dampen employment fluctuations in flexible wage models with an inelastic labor force, they amplify employment fluctuations when wages are rigid, regardless of whether the size of the labor force is endogenous. Finally, I briefly conclude with some comments on the model setup and future research in Section 8.
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Empirical Evidence



2.1



Employment and Labor Force Participation



I start by documenting the behavior of total hours worked, employment, and labor force participation in the U.S. economy. I define total hours as the number of people at work times average hours per person at work divided by the population aged 16 and over; the employment-population ratio as employment divided by the population aged 16 and over; and the labor force participation rate as employment plus unemployment divided by the same population.2 I seasonally adjust the monthly data using the Census X11 algorithm 2



Population (Bureau of Labor Statistics data series LNU00000000, based on the Current Population Survey), employment (LNU02000000), and unemployment (LNU03000000) data are available online since 1948, while the number of people at work (LNU02005053) and average hours per person at work (LNU02005054) are available online since the third quarter of 1976; see http://data.bls.gov/timeseries/LNU00000000 and similar links. I downloaded the remaining data from https://sites.google.com/site/simonacociuba/research.
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and then take quarterly averages. Figure 1 shows the results from the first quarter of 1952 to the first quarter of 2011. The top panel shows the movements in total hours per week, ranging from a low of 20.0 in 1975 to a high of 24.6 in 2000, before falling back to 21.4 by the start of 2011. This is mirrored by the employment-population ratio, which rose from 56 percent in 1975 to 65 percent in 2000 and then fell to 58 percent in 2011, and the labor force participation rate (61 percent, 67 percent, and 64 percent in those three years). Much of these changes are unrelated to the business cycle, however, instead reflecting increases in women’s labor force participation, decreases in less skilled men’s labor force participation, and the aging of the U.S. labor force. While these trends are interesting, this paper does not have anything more to say about them. To focus on higher frequency outcomes, I detrend the quarterly data using a HodrickPrescott (HP) filter with a high smoothing parameter 105 . Figure 2 shows the results. While total hours is the most volatile series, all three series have a strong positive comovement. The standard deviation of detrended employment is 0.69 times the standard deviation of total hours, while the comparable value for labor force participation is 0.26. And the correlation between employment and total hours is 0.93, between labor force participation and total hours is 0.50, and between employment and labor force participation is 0.65. This echoes a familiar conclusion that the “extensive” margin of employment accounts for two-thirds of the movements in total hours and that labor force participation is comparatively acyclical, so most of the changes in employment are absorbed by movements in unemployment. But that conclusion hides some important changes in the size of the labor force. From the first quarter of 2007 to the first quarter of 2011, the labor force participation rate fell by 1.9 percentage points, or by 1.9 percent relative to trend. Without this decrease in participation, the doubling of unemployment, from 4.5 to 8.9 percent of the labor force, would presumably have been even more severe. This suggests that there is some value in understanding not only the movement of workers between employment and unemployment, but also their decision to drop out, or stay out, of the labor force. Another reason to look more closely at the labor force participation decision comes from other countries. For example, OECD data shows that in Switzerland labor force participation and employment comove almost perfectly, so unemployment may be a poor measure of slack in the labor force. Indeed, the U.S. is one of the countries in which the standard deviation of labor force participation relative to employment is lowest (Rogerson and Shimer, 2010).
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4



Deviation From Trend
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Worker Flows



In recent years, researchers have devoted considerable attention to documenting the flow of workers between employment and unemployment, often ignoring the labor force participation margin (Shimer, 2007; Elsby, Michaels, and Solon, 2009; Fujita and Ramey, 2009). While this may be adequate for understanding changes in the unemployment rate, it is necessary to delve deeper into worker flow data if we are to understand the procyclicality of labor force participation. To do this, I measure gross worker flows in the United States using the monthly microeconomic data from the CPS.3 The survey is constructed as a rotating panel, with individuals in it for four consecutive months. This means that it is theoretically possible to match up to three-quarters of the respondents between consecutive surveys, although in practice, coding errors modestly reduce the matching rate. For each respondent age 16 and over that I match, I record her employment status—employed (E), unemployed (U), or inactive (I)—in both months.4 I then measure gross worker flows between labor market states A and B in month 3



The data since 1976 are available electronically from the National Bureau of Economic Research (NBER, http://www.nber.org/data/cps basic.html). 4 I do not adjust the data for classification error and missing observations. Abowd and Zellner (1985) and Poterba and Summers (1986) show that misclassification in one survey creates a significant number of
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t as the number of individuals with employment status A ∈ {E, U, I} in month t − 1 and B ∈ {E, U, I} in month t. I manipulate this data in two ways. First, I focus on the probability that a worker switches states in a given month, rather than the total number of workers switching states—i.e., transition probabilities, rather than gross worker flows. This gives me a Markov transition ˜ t in each month t. Second I adjust the data to account for time-aggregation (Shimer, matrix M 2007). To understand why this adjustment may be important, suppose an inactive worker becomes unemployed and finds a new job within a month. I would record this as an IE transition, rather than an IU and a UI transition. Similarly, a worker may reverse an EU transition within the month, and so the job loss may disappear from the gross flows entirely. Both of these events are more likely when unemployment duration is shorter. To address time aggregation, let n(t + s) be the share of the population with each employment status at time t + s during month t for s ∈ [0, 1). I can measure the full month ˜ t and the states n(t) and n(t + 1), which in theory should satisfy transition probabilities M ˜ t n(t).5 My goal is to recover the instantaneous transition matrix Mt , which n(t + 1) = M should satisfy n(t ˙ + s) = Mt n(t + s) for all t and all s ∈ [0, 1). ˜ t are real, positive, and distinct; in To do this, suppose that all the eigenvalues of M practice this is the case in U.S. data. Then one can prove that Mt is uniquely defined, ˜ t ; and that the that its eigenvalues are just the natural logarithm of the eigenvalues of M ˜ t , I can eigenvectors of the two matrices are identical. This implies that by diagonalizing M ˜ t and immediately construct Mt . Let Pt be a matrix whose columns are the eigenvectors of M ˜ t be a diagonal matrix with the eigenvalues of M ˜ t on the diagonals. Then M ˜ t = Pt Λ ˜ t Pt−1 Λ and Mt = Pt Λt Pt−1 , where Λt is a diagonal matrix whose diagonal elements are the logarithm ˜ t .6 of the eigenvalues of M spurious flows. For example, Poterba and Summers (1986) show that only 74 percent of individuals who are reported as unemployed during the survey reference week in an initial interview are still counted as unemployed when they are asked in a followup interview about their employment status during the original survey reference week; 10 percent are measured as employed and 16 percent are inactive. In their pioneering study of gross worker flows, Blanchard and Diamond (1990) used Abowd and Zellner’s (1985) corrected data, based on an effort by the BLS to reconcile the initial and followup interviews. Regrettably it is impossible to update this approach to the present because the BLS no longer reconciles these interviews (Frazis, Robison, Evans, and Duff, 2005). Still, some corrections are possible. For example, the change in employment between months t and t + 1 should in theory be equal to the difference between the flow into and out of employment. Fujita and Ramey (2009) adjust the raw gross worker flow data so as to minimize this discrepancy, as discussed in the unpublished working version of their paper. This does not substantially change the results we emphasize here. 5 ˜ , and so measurement and classification errors ensure that this I use matched worker files to measure M last equation does not hold exactly in my sample. 6 The intuition for this result is as follows. Suppose we would like to construct the bi-monthly transition ˆt = ˆ tM ˆ t Pˆt−1 . Then M ˆ t . Diagonalize this new matrix as M ˆ t = Pˆt Λ ˆ t which solves M ˜t = M ˆ tM matrices, say M −1 −1 ˆ ˆ ˆ −1 ˆ ˜ ˆ ˆ ˜ ˆ ˆ ˆ ˆ ˆ ˆ ˆ ˆ Pt Λt Pt Pt Λt Pt = Pt Λt Λt Pt and so Λt Λt = Λt and Pt = Pt . That is, the eigenvectors of Mt and Mt are
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I start by showing in Figure 3 the full month probability of exiting each of the three labor market states at least once during a month, regardless of where one goes. For example, the top panel shows the probability that a worker who starts a month unemployed exits unemployment at some point during the month, either for employment or inactivity. While this probability has declined somewhat over time, the most striking feature of this panel is its cyclicality. The probability of exiting employment fell from 55 percent at the start of 2007 to just 38 percent at the start of 2011. The remaining two panels show the probability of exiting employment and inactivity. In both cases, there is little evidence that these outcomes move cyclically. Instead, high frequency noise, presumably measurement error, dominates the data. After detrending, the standard deviation of these last two series is 42 or 43 percent of the standard deviation of the exit probability out of unemployment. The pairwise correlations are also small, −0.23 between the exit probabilities from unemployment and employment, and 0.04 between the exit probabilities from unemployment and inactivity. Arguably this justifies a focus on the determinants of exiting unemployment. But Figure 3 masks some interesting patterns in the flows out of employment and inactivity. The second panel in Figure 4 shows that during recessions, the flow from employment to unemployment increases and the flow to inactivity falls, while the third panel shows that the flow from inactivity to unemployment rises while the flow to employment falls. In contrast, the flow out of unemployment both to employment and to inactivity falls. I conjecture that this reflects two phenomena. First, when an inactive worker wants a job during a boom, she is likely to be able to move directly into employment, while this is less likely during recessions. Second, employed workers who are able to keep their job do not quit to exit the labor force during downturns. But perhaps surprisingly, these six flows together ensure that the share of inactive workers rises slightly during recessions as some members of the large pool of unemployed workers drop out of the labor force. I turn next to a model that explores why this might happen.
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Model Economy



I consider a discrete time economy with time periods denoted by t = 0, 1, 2, . . .. Total factor productivity in period t is zt (st ) ≡ egt+st , where g is the long-run growth rate of the economy and st follows a stationary first order Markov process with transition probabilities π(st+1 |st ). Let st ≡ {s0 , . . . , st } denote the history of productivity shocks through period t and let Πt (st ) the same, while the eigenvalues of the former matrix are just the square root of the eigenvalues of the latter ˜ t are positive and real). Taking the limit with one (assuming this is well-defined, i.e. the eigenvalues of M increasing short time periods establishes the result.
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denote the time-zero probability of observing history st in period t. The economic actors in the economy are a representative household and a representative firm. The household contains a unit measure of individuals with identical preferences over stochastic streams of consumption and leisure. Each is expected utility maximizing, infinitely-lived, and discounts the future with factor β. In every period, an individual can be either employed, unemployed, or inactive. The period utility of an employed worker who consumes c is log c − γn . The period utility of an unemployed worker who consumes c is log c − γu . The period utility of an individual who is inactive and consumes c is log c. Thus



γn and γu are the disutility of working and unemployment, respectively, with the utility from inactivity normalized to zero. The household acts as if it maximizes an equal-weighted sum of its members utility: ∞ X X t=0



st



 β t Πt (st ) ct (st ) − γn nt (st−1 ) − γu ut (st ) ,



(1)



where ct (st ) is per capita consumption in period t and history st , nt (st−1 ) is the employmentpopulation ratio in period t and history st−1 , and ut (st ) is unemployment-population ratio in period t and history st . I explain below how search frictions imply that employment (but not unemployment) must be measurable with respect to the previous period’s history st−1 , since it is determined one period in advance. Capital markets are complete and so the household faces a single lifetime budget constraint: ∞ X X  a0 = q0t (st ) ct (st ) − wt (st )nt (st−1 ) , (2) t=0



st



where a0 is the household’s initial wealth, q0t (st ) is the cost of a unit of consumption in period t and history st measured in units of time 0 consumption, i.e. the price of an Arrow-Debreu security, and wt (st ) is the wage in period t and history st . In addition, the household’s employment rate evolves as nt+1 (st ) = (1 − x)nt (st−1 ) + f (θt (st ))ut (st ).



(3)



A constant fraction x of employed workers lose their job, while each unemployed worker finds a job with probability f (θt (st )), where f is an increasing function and θt (st ) is the aggregate ratio of recruiters to unemployed workers. The household chooses a path for consumption ct (st ) and for unemployment ut (st ) to maximize its expected utility subject to the lifetime budget constraint, taking as given the law of motion for employment as well as the intertemporal price q0t (st ), the wage wt (st ), and the aggregate recruiter-unemployment 13



ratio θt (st ). Of course, all three of these are determined endogenously in the equilibrium of the economy. The representative firm maximizes the present value of its profits J0 =



∞ X X t=0



st



q0t (st ) zt (st )1−α kt (st−1 )α (nt (st−1 ) − vt (st ))1−α  + (1 − δ)kt (st−1 ) − kt+1 (st ) − wt (st )nt (st−1 ) . (4)



It starts each period with kt (st−1 ) units of capital and nt (st−1 ) employees. It divides those workers between two tasks, production and recruiting; vt (st ) is the number of workers devoted to recruiting. Current output is a Cobb-Douglas function of capital and the number of producers nt (st−1 ) − vt (st ), with zt (st ) acting as labor-augmenting technical progress. A fraction δ of the capital depreciates in production and the firm can purchase new capital at unit cost. Finally, the firm pays all its workers, both producers and recruiters, the wage wt (st ). The firm faces a constraint on the evolution of its employment, nt+1 (st ) = (1 − x)nt (st−1 ) + µ(θt (st ))vt (st ),



(5)



where µ is a decreasing function representing the number of new hires per recruiter. The firm maximizes its value taking as given the law of motion for employment as well as the intertemporal price q0t (st ), the wage wt (st ), and the aggregate recruiter-unemployment ratio θt (st ). Equilibrium implies that the two laws of motion for employment are consistent, f (θt (st ))ut (st ) = µ(θt (st ))vt (st ), or equivalently that f (θ) ≡ µ(θ)θ. The assumption that the job finding probability f and the recruiting efficiency µ depend only on the recruiter-unemployment ratio implies that there is an aggregate constant returns to scale matching technology m(u, v), with f (θ) ≡ m(1, θ) and µ(θ) ≡ m(θ−1 , 1). I assume that m(u, v) is increasing in each of its arguments and jointly concave in u and v with m(0, v) = m(u, 0) = 0 and m(u, v) ≤ u. This last assumption ensures that f (θ) ≤ 1 for all θ and so is a proper probability. In addition, equilibrium imposes the aggregate resource constraint



kt+1 (st ) + ct (st ) = zt (st )1−α kt (st−1 )α (nt (st−1 ) − vt (st ))1−α + (1 − δ)kt (st−1 ).
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(6)



Capital next period plus consumption this period is equal to output plus un-depreciated capital. Finally, I require that the assets held by the household is equal to the value of the firm, a0 = J0 , but this is a consequence of the resource constraint.
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Planner’s Problem



Before I solve for the decentralized equilibrium, I describe the problem of a social planner who maximizes the expected utility of the representative household ∞ X X t=0



st



β t Πt (st ) log ct (st ) − γn nt (st−1 ) − γu ut (st )







subject to the resource constraint (6) and the law of motion for employment, here written most easily in terms of the matching function: nt+1 (st ) = (1 − x)nt (st−1 ) + m(ut (st ), vt (st )). It is straightforward to characterize the solution to this problem using the first order conditions of either a recursive or sequential version of this optimization problem. I omit the details and jump straight to the results.



4.1



Characterization



I start by interpreting the necessary conditions for an optimality. First, the planner satisfies the usual consumption Euler equation. For any period t and history st , X Fk,t+1 (st+1 ) 1 π(s |s ) = β , t+1 t ct (st ) ct+1 (st+1 ) s



(7)



t+1



where st+1 ≡ {st , st+1 } denotes the history of the economy including the next state st+1 and Fk,t (st ) ≡ αzt (st )1−α kt (st )α−1 (nt (st ) − vt (st ))1−α + 1 − δ



(8)



denotes the gross marginal product of capital in period t history st . Equation (7) reflects a standard tradeoff between consumption and investment. Raising investment by one unit increases gross resources available next period by the marginal product of capital Fk,t+1 (st+1 ), which is valued at next period’s marginal utility of consumption 1/ct+1 (st+1 ). Equation (7) states that the discounted expected value of this must equal the utility gain from increasing
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consumption by one unit, i.e. the current marginal utility of consumption 1/ct (st ). Second, the planner must be indifferent between putting a non-employed worker into unemployment and inactivity.7 This implies that for any period t and history st , t



t



γu = βmu (ut (s ), vt (s ))



X st+1



π(st+1 |st )







 Fl,t+1 (st+1 ) γu (1 − x) + − γn , mu (ut+1 (st+1 ), vt+1 (st+1 )) ct+1 (st+1 ) (9)



where Fl,t (st ) ≡ (1 − α)zt (st )1−α kt (st )α (nt (st ) − vt (st ))−α



(10)



is the marginal product of a producer in period t, history st . If he places a worker into unemployment rather than leaving him inactive, the household suffers current disutility γu . But this increases employment next period by mu (ut , vt ) workers. This has three effects. First, the planner can reduce unemployment by (1 − x)/mu (ut+1 , vt+1 ) in period t + 1 while



leaving employment unchanged in period t + 2; every worker thus freed from unemployment saves γu utils. Second, each extra employee produces output given by the marginal product of labor, which is valued at period t + 1’s marginal utility of consumption. Finally, each extra employee suffers disutility γn . Equation (9) states that the discounted sum of these terms multiplied by the increase in the number of employees must equal the disutility of unemployment. Third, the planner must be indifferent between two alternative methods of raising employment: 1 Fl,t (st ) γu = . (11) mu (ut (st ), vt (st )) mv (ut (st ), vt (st )) ct (st ) He can put 1/mu (ut , vt ) workers into unemployment, at utility cost γu , thereby hiring one more worker. Or he can put 1/mv (ut , vt ) workers into recruiting, lowing output by the marginal product of labor, valued at the marginal utility of consumption 1/ct . If the planner is at an interior solution, he must be indifferent between these two approaches. It is straightforward to prove that in the absence of shocks, the economy has a balanced growth path in which capital and consumption grow at the same rate as productivity, while recruiting, employment, and unemployment are constant. Under reasonable parameter restrictions, for example that there is a utility cost from unemployment so γu > 0, the planner chooses an interior solution for inactivity. Since the model without a labor force participation 7



This is true if a positive fraction of the workers are engaged in each activity. While there will always be some unemployed workers along a balanced growth path (or employment and output would be zero), there need not be any inactive workers. I implicitly focus on the empirically relevant case in which this margin is active for most of the paper and then return to this issue in Section 7. In any case, one can prove that there are always some inactive workers if the disutilities of employment γn and unemployment γu are sufficiently large.
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margin is well-understood, I focus on that case throughout this paper.



4.2



Calibration



To proceed further, I calibrate the model economy. I think of a time period as a month and set the discount factor to β = 0.996, just under five percent annually. I fix α = 0.33 to match the capital share of income in the National Income and Product Accounts. I set the growth rate of labor augmenting technology at g = 0.0018, or 2.2 percent per year, consistent with the annual measures of multifactor productivity growth in the private business sector constructed by the Bureau of Labor Statistics.8 I assume log st+1 = ρ log st + συt+1 where υt+1 is a white-noise shock and ρ = 0.98 pins down the persistence of the shock. This is a standard specification of technology shocks in a business cycle model, although I increase the persistence of shocks to reflect the monthly time period. Note that the standard deviation of the shocks, σ, is unimportant for the linearizations that follow in this paper. I set the monthly depreciation rate at δ = 0.0028 to target a trend capital to annual output ratio of 3.2, the average capital-output ratio in the United States since 1948.9 I turn next to the parameters that determine flows between employment and unemployment. Shimer (2005) measures the average exit probability from employment to unemployment in the United States at 3.4 percent per month. Arguably that number should be higher in a three state model, since about 3.0 percent of employed workers become inactive and 2.0 percent become unemployed in every month (Figure 4), but I stick with the standard calibration x = 0.034 here for comparability with other studies. I assume that the matching √ function is isoelastic and symmetric, m(u, v) = µ ¯ uv. To pin down the efficiency parameter in the matching function µ ¯, I use two facts. First, the average unemployment rate during the post-war period is 5 percent. Since on the balanced growth path outflows and inflows to employment are equal, (1 − x)n∗ = f (θ∗ )u∗ , this implies that at the balanced growth



recruiter-unemployment ratio θ∗ , the job finding probability is f (θ∗ ) = 0.646.10 Second, 8



See ftp://ftp.bls.gov/pub/special.requests/opt/mp/prod3.mfptablehis.zip, Table 4. Between 1948 and 2007, productivity grew by 0.818 log points, or approximately 0.014 log points per year. The model assumes labor-augmenting technical progress, and so I must multiply s¯ by 1 − α to obtain TFP growth. 9 More precisely, I use the Bureau of Economic Analysis’s Fixed Asset Table 1.1, line 1 to measure the current cost net stock of fixed assets and consumer durable goods. I use National Income and Product Accounts Table 1.1.5, line 1 to measure nominal Gross Domestic Product. 10 The evidence in Figure 3 suggest that a value of x = 0.05 would be more appropriate. But setting x = 0.05 and targeting a five percent unemployment rate would imply f (θ∗ ) = 0.95, far higher than the value we observe in the data. Moreover, this would imply that moderate shocks would potentially drive the job finding probability to a corner at 1. Of course, in reality inactive workers also find jobs and so this is part of the reason that I maintain the low value of x = 0.034. A more complete model would allow both unemployed workers and inactive workers to move into employment at different rates and calibrate the model to match the full set of flows between these three states. Although I doubt that will much change the
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evidence cited in Hagedorn and Manovskii (2008) and Silva and Toledo (2009) suggests that recruiting a worker uses approximately 4 percent of one worker’s quarterly wage, i.e., a recruiter can attract approximately 25 new workers in a quarter, or 8.33 in a month, µ(θ∗ ) = 8.33. Together these facts imply µ ¯ = 2.32 and θ∗ = f (θ∗ )/µ(θ∗ ) = 0.078. It follows that the share of recruiters in employment is v/n ≈ 0.004, with 99.6 percent of employees



devoted to production. In this sense, search frictions are quantitatively small in this model. Finally, I pin down the disutility of working γn and of unemployment γu from the requirement that the unemployment rate is 5 percent and labor force participation rate is 60 percent. This implies γn = 1.419 and γu = 0.111. It is worth remarking on the comparatively low disutility of unemployment. If unemployment were more unpleasant, the optimal unemployment rate would be lower. I return to this feature of the calibration in my discussion of rigid wage models. Note that while this choice for the average unemployment rate has a quantitative effect on the results that follow, changing the average labor force participation rate causes proportional changes in the calibrated values of γn and γu but does not affect any business cycle statistics.



4.3



Some Analytical Results



Before solving the full model, I use a subset of the first order conditions to explain the model’s keep predictions. First, use equation (11) led by one period to eliminate Fl,t+1 (st+1 ) from equation (9). Also use homogeneity of the matching function to write mu (u, v) = mu (1, θ) and mv (u, v) = mv (1, θ). t



1 = βmu (1, θt (s ))



X st+1



1 − x + mv (1, θt+1 (st+1 )) γn − π(st+1 |st ) mu (1, θt+1 (st+1 )) γu 







.



(12)



Notably, the only stochastic variable in equation (12) is recruiter-unemployment ratio θ. To understand its implications, let θ∗ denote the balanced growth value of θ, i.e. the value that would be obtained in the absence of shocks. Log-linearizing in a neighborhood of the balanced growth path and using m(u, v) = vµ(v/u) gives X st+1



π(st+1 |st )θˆt+1 (st+1 ) =



1 θˆt (st ), β(1 − x + µ(θ∗ ))



where θˆt (st ) is the log deviation of θ from θ∗ in history st and similarly for θˆt+1 (st+1 ). Since the matching function m(u, v) is concave, the steady state version of equation (12) and γu > 0 and γn > 0 ensures that β(1 − x + µ(θ∗ )) > 1; therefore, this is a stable difference conclusions in this paper, I leave that exercise for future research.
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equation. In the calibrated model, 1/β(1 −x+ µ(θ∗ )) = 0.108. Thus following a productivity shock that moves θ away from its balanced growth value, it is expected to close 90 percent of the gap with θ∗ in a month. The model is unable to deliver persistent fluctuations in θ. With more severe search frictions, and so a lower calibrated value of µ(θ∗ ), fluctuations in θ would be more somewhat more persistent, but the main conclusion does not change. For example, even if recruiters each attracted only one new worker per month, so the economy used 3.4 percent of its workers in recuriting, the autocorrelation of θ would still be about 0.5 per month. Changes in other parameters have even less effect on this conclusion. The finding that θ satisfies an autonomous first order stochastic difference equation with little persistence is new to the model with a labor force participation decision. Without this margin, an increase in productivity induces firms to put more workers into recruiting, which reduces the unemployment rate and so raises the recruiter-unemployment ratio. The expansion is then choked off by diminishing returns to scale in the matching technology (Rogerson and Shimer, 2010). With a labor force participation decision, this is no longer true. An increase in labor productivity induces firms to place more workers into recruiting and also induces households to move inactive workers into unemployment. To avoid diminishing returns to the matching function, the planner increases both activities nearly proportionately, leaving the recruiter-unemployment ratio nearly unchanged. I thus view this as a central prediction of the socially optimal allocation in a search model with an elastic labor force participation margin. Next, once θ is at its balanced growth value, equation (11) pins down t



ct (s ) =







f (θ∗ ) − θ∗ f ′ (θ∗ )







Fl,t (st ) . γu



(13)



Plug this into the consumption Euler equation (7) to get that a relationship between the current and future marginal products of labor and capital: X Fk,t+1 (st+1 ) 1 π(s |s ) = β . t+1 t Fl,t (st ) Fl,t+1 (st+1 ) s t+1



Along a balanced growth path, the marginal product of labor grows at rate g and the marginal product of capital is constant at Fk∗ = β −1eg . Log-linearizing in a neighborhood of this path gives Fˆl,t (st ) =



X st+1



 π(st+1 |st ) Fˆl,t+1 (st+1 ) − Fˆk,t+1 (st+1 ) .



Moreover, I can express the marginal product of capital as a function of the marginal product of labor by eliminating the capital-labor ratio between the two definitions in equations (8) 19



and (10). This implies X st+1



π(st+1 |st )Fˆl,t+1 (st+1 ) = ω Fˆl,t (st ) + (1 − ω)



where ω≡



X st+1



π(st+1 |st )st+1 ,



(14)



α . 1 − βe−g (1 − α)(1 − δ)



That is, next period’s expected marginal product of labor is a weighted average of this period’s marginal product of labor and the expected value of next period’s shock. In the calibrated model, the weight on last period’s marginal product of labor is ω = 0.983, so a positive productivity shock causes a persistent increase in the marginal product of labor, slightly more persistent than the shock’s persistence ρ = 0.98. It follows that a positive productivity shock causes a gradual increase in the marginal product of labor above trend, peaking after about 4.5 years before eventually disappearing.



4.4



Full Results



To provide a more complete description of the model’s dynamics, I log-linearize the equilibrium conditions in a neighborhood of the balanced growth path. The model has three state variables, kt , nt , and st . Since the capital stock grows along the balanced growth path, I work instead with the stationary variable k˜t (st−1 ) ≡ kt (st−1 )e−gt . I confirm that the resulting system has three stable eigenvalues; indeed, these are the values describing the dynamics of θ, Fl , and s: 1 = 0.108; β(1 − x + µ(θ∗ ))



α = 0.983; and ρ = 0.98. 1 − βe−g (1 − α)(1 − δ)



The control variables then satisfy cˆt (st ) = 0.524kˆt(st−1 ) + 0.011ˆ nt (st−1 ) + 0.245st , θˆt (st ) = 0.214kˆt(st−1 ) + 0.376ˆ nt (st−1 ) − 0.468st,



uˆt (st ) = −14.96kˆt (st−1 ) − 25.74ˆ nt (st−1 ) + 31.98st , where cˆt is the log deviation of consumption from the balanced growth path and similarly for θˆt , uˆt , kˆt , and n ˆ t . As in a model without search frictions, consumption is increasing in both productivity and the capital stock, with the latter a consequence of wealth effects. It is also increasing in the employment rate in the search model, for the same reason. A positive productivity shock raises the unemployment rate and reduces the recruiter-unemployment 20



ratio. Although recruiting responds positively to the shock, it is slightly less responsive than unemployment. These controls imply that the state variables satisfy kˆt+1 (st ) = 0.994kˆt (st−1 ) + 0.019ˆ nt (st−1 ) + 0.010st , n ˆ t+1 (st ) = −0.505kˆt (st−1 ) + 0.097ˆ nt (st−1 ) + 1.079st , with st+1 = 0.98st + συt+1 . A positive productivity shock then boosts both capital and employment. High capital pulls employment back down as the planner reduces the amount of workers devoted to unemployment, while employment has a weak positive effect on both capital and employment in the following period. Panel A in Table 1 shows the behavior of detrended output, the recruiter-unemployment ratio, employment, and the labor force participation rate in an infinite sample. While the model has many other predictions, e.g. for consumption and investment, I focus initially on these because they are the most novel. The first row confirms that the model generated volatility of the recruiter-unemployment ratio is only 6.5 percent as large as the volatility of output. In addition, the volatility of the labor force participation rate is slightly greater than the volatility of employment, while in the data it is only 0.38 times as volatile. The second row verifies that the autocorrelation of the recruiter unemployment ratio is 0.108, consistent with the theoretical finding I reported earlier. The remaining rows show the strong correlation between output, employment, and the labor force participation rate, as well as the weak correlation between each of these variables and the recruiter-unemployment ratio. In practice, I detrend finite samples before examining comovements in the data. In addition, data availability forces me to look at quarterly rather than monthly data. To see whether this affects the model’s implications, I simulate 711 months (59.25 years) of data using Monte Carlo, compute quarterly averages of the simulated data, and then detrend the quarterly averages using a low frequency filter, an HP filter with parameter 105 . This matches the approach that I use to measure objects in U.S. data. Panel B in Table 1 reports the mean results from 1000 such simulations of the model economy. Besides the obvious finding that detrending and time-aggregating the data reduces the autocorrelation, this does not qualitatively change my conclusions. I conclude that the recruiter-unemployment ratio is nearly independent over time in the socially optimal allocation and that labor force participation is more volatile than employment because both recruiting and unemployment are so volatile. Finally, I note that the unemployment rate essentially mimics the behavior of the recruiter21



A. Theoretical, Monthly y θ n n+u Relative Standard Deviation 1 0.065 0.625 0.639 Autocorrelation 0.990 0.108 0.970 0.935 y 1 −0.104 0.806 0.770 Correlation θ — 1 −0.029 −0.377 Matrix n — — 1 0.936 n+u — — — 1 B. Finite Sample, Quarterly Detrended y θ n n+u Relative Standard Deviation 1 0.067 0.780 0.792 Autocorrelation 0.891 0.002 0.870 0.839 y 1 −0.108 0.957 0.916 Correlation θ — 1 −0.089 −0.348 Matrix n — — 1 0.951 n+u — — — 1 Table 1: Standard deviation, autocorrelation, and correlation matrix for the calibrated social planner’s problem. Panel A shows the theoretical behavior of monthly variables in an infinite sample. Panel B shows the finite sample behavior of detrended quarterly variables. Within each panel, the first row shows the standard deviation of the recruiter-unemployment ratio θ, employment n, and labor force participation n + u relative to output; the second row shows the monthly autocorrelation of these variables; and the remaining rows show the contemporaneous correlation matrix.
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unemployment ratio; the correlation between the two series is −0.998, although the unemployment rate is far more volatile, 4.5 times as volatile as output in the infinite sample. This means that the unemployment rate is essentially uncorrelated with output and employment. This strongly counterfactual prediction is in line with Tripier (2004), which is not surprising given the small differences between his model and mine.



5



Decentralization



This section of the paper verifies that under a particular assumption about wage setting, the equilibrium of this economy decentralizes the planner’s problem. Recall that in a decentralized equilibrium, the representative household chooses a path for consumption, employment, and unemployment to maximize its expected utility (1) subject to the budget constraint (2) and the law of motion for household employment (3), taking as given the intertemporal price q0t (st ), the wage wt (st ), and the recruiter-unemployment ratio θt (st ); the representative firm chooses a path for capital, labor, and recruiters to maximize its value (4) subject to the law of motion for firm level employment (5), taking as given the intertemporal price q0t (st ), the wage wt (st ), and the recruiter-unemployment ratio θt (st ); and markets clear. Household optimization yields the usual consumption Euler equation q0t+1 (st+1 )ct+1 (st+1 ) = βπ(st+1 |st )q0t (st )ct (st ),



(15)



so the cost of consumption in period t + 1, history st+1 , is equal to the cost of consumption in period t, history st , multiplied by the probability of reaching history st+1 conditional on reaching history st , multiplied by the discount factor. It also implies t



γu = βf (θt (s ))



X st+1



π(st+1 |st )







 γu (1 − x) wt+1 (st+1 ) + − γn . ct+1 (st+1 ) f (θt+1 (st+1 ))



(16)



The left hand side is the cost of sending a nonemployed individual to search for a job. The right hand side is the benefit: next period, he is employed with probability f (θt ). This gives a wage wt+1 , valued at the marginal utility of consumption 1/ct+1 . It also allows the household to reduce unemployment by (1 − x)/f (θt+1 ) workers next period while keeping the same employment rate in period t + 2. Finally, the individual suffers some disutility from working. This completely characterizes the household problem.
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Firm optimization equates the cost of investment to the return. That is, q0t (st ) =



X



q0t+1 (st+1 )Fk,t+1 (st+1 ),



(17)



st+1



so the time-0 cost of a unit of capital in period t, history st , is equal to the marginal product of a unit of capital in period t + 1, regardless of the shock that is realized, but measured in units of time-0 consumption. It also equates the cost of recruiting to the return: Fl,t (s



t



)q0t (st )



t



= µ(θt (s ))



X



q0t+1 (st+1 )



st+1



  t+1 Fl,t+1 (s ) 1 +



1−x µ(θt+1 (st+1 ))







− wt+1 (s



t+1







) .



(18) The left hand side is the time-0 marginal product of labor in period t, history s . The right hand side is the product of the number of workers hired by each recruiter and the t



total marginal product of labor net of wage costs in period t + 1 and any history st+1 . In particular, the marginal product of labor includes not only the workers hired in period t but also the workers freed from recruiting in period t + 1 while allowing the firm to maintain its original size in period t + 2. Next eliminate the intertermporal price q0t (st ) from equation (17) using equation (15): X Fk,t+1 (st+1 ) 1 π(s |s ) = β . t+1 t t+1 ) ct (st ) c (s t+1 s



(19)



t+1



This is identical to the planner’s Euler equation (7). Similarly eliminate the intertemporal price from equation (18) using equation (15): t



X Fl,t (s ) t π(st+1 |st ) = βµ(θ (s )) t ct (st ) s



 Fl,t+1 (st+1 ) 1 +



1−x µ(θt+1 (st+1 ))



ct+1 (st+1 )



t+1







− wt+1 (st+1 )



.



(20)



This again equates the value of a producer to the value of a recruiter. The three first order conditions (16), (19), and (20), together with the economy’s resource constraint (6), the law of motion for employment (3), and some equation for the wage wt (st ), pin down the behavior of the decentralized equilibrium. In particular, suppose m(u, v) = µ ¯uη v 1−η so f (θ) = mu (u, v)/η and µ(θ) = mv (u, v)/(1 − η). Also suppose the wage satisfies wt (st ) = ηFl,t (st ) + (1 − η)γn ct (st )



(21)



for all t and st , a weighted average of the marginal product of labor and the marginal rate 24



of substitution between consumption and leisure. This can in turn be derived from a Nash bargaining problem between a firm and a household, where each assumes that all other workers will be paid the equilibrium wage wt (st ) while bargaining over the wage of a particular worker. If the worker’s bargaining power is given by the elasticity of the matching function with respect to unemployment, η, then the wage equation (21) will hold. It is then straightforward to prove, with some algebraic manipulation, that the first order conditions (19) and (20) reduce to the planner’s first order conditions (9) and (11) and so the decentralized equilibrium coincides with the social planner’s problem. This is a version of the well-known Mortensen (1982)–Hosios (1990) condition for efficiency. I call wages satisfying equation (21) “flexible.” It is worth commenting on how flexible wages respond to a productivity shock. Equation (13) indicates that, ignoring the short-lived dynamics of the recruiter-unemployment ratio, consumption is proportional to labor productivity. Equation (21) then implies that the efficient wage inherits the same proportionality. And since a positive productivity shock causes a gradual increase in the marginal product of labor—recall equation (14)—it follows that the same shock induces the same dynamics in wages. The increase in wages naturally acts to dampen the response of recruiting to a productivity shock by eliminating profit opportunities
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Rigid Wages



If wages satisfy equation (21), the equilibrium is efficient, while otherwise it is not. This section explores one particular type of inefficient wage, a rigid one that grows deterministically at rate g, wt (st ) = egt w0 for all t and st . Based on previous research, I expect that this will boost the volatility of recruiting and unemployment. An increase in productivity raises the marginal product of labor but now cannot change the wage path. Firms take advantage of this profit opportunity by ramping up their recruiting effort. This raises employment and lowers the marginal product of labor, a process that stops only when the gap between the marginal product of labor and the fixed wage schedule is again small. Indeed, I have verified this happens in related models without workers’ labor force participation margin (Shimer, 2010, 2011). As discussed in numerous papers since Hall (2005), such a rigid wage path is consistent with individual rationality by workers and firms, at least if shocks are sufficiently small. In particular, as long as the household places some of its workers into unemployment, it is not optimal for a worker to quit her job. And as long as a firm places some of its workers into recruiting, it is not optimal for a firm to fire a worker. This is always the case in a neighborhood of the balanced growth path. 25



The equilibrium of the rigid wage model is still described by the consumption Euler equation (19), firms’ indifference condition between recruiting and production (20), and households’ indifference condition between unemployment and inactivity (16), as well as the economy’s resource constraint (6) and the law of motion for employment (3). I only drop the wage equation (21).



6.1



Efficient Balanced Growth Path



To begin, I assume that the wage path is such that, in the absence of shocks, the balanced growth path would be efficient. This pins down the wage path wt (st ) = egt w0 . I then assume that wages do not respond to shocks and leave the calibration of the model otherwise unchanged. I again log-linearize the model in a neighborhood of the balanced growth path. While the stable eigenvalues are unchanged,11 the dynamics of the control variables changes dramatically: cˆt (st ) = 0.521kˆt (st−1 ) + 0.010ˆ nt (st−1 ) + 0.241st , θˆt (st ) = 155.8kˆt (st−1 ) + 3.368ˆ nt (st−1 ) + 161.0st , uˆt (st ) = −84.46kˆt (st−1 ) − 27.06ˆ nt (st−1 ) − 39.86st . A positive productivity shock still causes a small increase in consumption but now it has a large positive impact on the recruiter-unemployment ratio and a large negative impact on the unemployment rate. Both of these signs are the reverse of what I found in the flexible wage economy but consistent with my earlier findings in rigid wage models. In particular, the increase in the recruiter-unemployment ratio ensures that a positive productivity shock raises employment while it reduces unemployment, qualitatively in line with the comovements observed in the U.S. business cycle. This can easily be observed by looking at the dynamics of the endogenous state variables: kˆt+1 (st ) = 0.988kˆt (st−1 ) + 0.019ˆ nt (st−1 ) + 0.004st , n ˆ t+1 (st ) = −0.223kˆt (st−1 ) + 0.103ˆ nt (st−1 ) + 1.382st . A positive productivity shock leads to a persistent increase in capital and employment. Looking back at the control variables, this implies it leads to a persistent decline in unemployment and increase in the recruiter-unemployment ratio and consumption. 11



This is a numerical result. Unfortunately, a general proof of this claim eludes me.
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A. Theoretical, Monthly y θ Relative Standard Deviation 1 236.1 Autocorrelation 0.989 0.995 y 1 0.878 Correlation θ — 1 Matrix n — — n+u — —



n n+u 0.942 5.188 0.979 0.998 0.988 −0.823 0.795 −0.993 1 −0.729 — 1



B. Finite Sample, Quarterly Detrended y θ n n+u Relative Standard Deviation 1 149.9 1.026 2.930 Autocorrelation 0.888 0.920 0.874 0.950 y 1 0.890 0.996 −0.791 — 1 0.848 −0.968 Correlation θ Matrix n — — 1 −0.741 n+u — — — 1 Table 2: Standard deviation, autocorrelation, and correlation matrix for the calibrated rigid wage model. Panel A shows the theoretical behavior of monthly variables in an infinite sample. Panel B shows the finite sample behavior of detrended quarterly variables. Within each panel, the first row shows the standard deviation of the recruiter-unemployment ratio θ, employment n, and labor force participation n + u relative to output; the second row shows the monthly autocorrelation of these variables; and the remaining rows show the contemporaneous correlation matrix. To evaluate the magnitude of these responses, I again compute theoretical and finite sample moments from the model. I confirm that rigid wages vastly increase the volatility and persistence of the recruiter-unemployment ratio. This is not terribly surprising, since this is the reason that rigid wages were originally introduced into the model. They also raise the relative volatility of employment, making it as volatile as output. But the model has strongly counterfactual predictions for labor force participation; it is far more volatile than output or employment and strongly negatively correlated with other labor market indicators. Essentially the unemployment rate is far too responsive to labor market conditions in the calibrated model, dropping sharply during booms and hence lowering the size of the labor force when employment and output are high. While unemployment is countercyclical in the data, it is less volatile than in the calibrated model and so labor force participation is mildly procyclical. At a theoretical level, it is unclear whether unemployment should be procyclical or countercyclical in the calibrated model. A positive productivity shock boosts firms’ recruiting 27



effort, increasing the probability that an unemployed worker finds a job f (θt ). The household might respond to this by reducing unemployment so as to keep the size of its employed labor force relatively fixed, or it might respond by increasing unemployment since the activity is so productive. In the calibrated economy, the first force dominates, but this is a feature of the calibration not a general property of the model. It seems reasonable that the calibrated disutilities of employment γn = 1.419 and unemployment γu = 0.111 may be important for the finding that labor force participation is countercyclical. With unemployment causing little disutility, the household is willing to put many workers into this activity following an adverse productivity shock. If unemployment were more unpleasant, the household would be less inclined to do this, moderating the fluctuations in unemployment and reversing the cyclicality of labor force participation. The next section explores that hypothesis quantitatively.



6.2



Equal Disutility of Employment and Unemployment



In the efficient equilibrium, the relative disutilities of employment and unemployment were pinned down by the unemployment rate. I lose this discipline if wages do not decentralize the planner’s problem. Instead, it seems reasonable to consider the case in which employment and unemployment are equally unpleasant, γn = γu . Unemployed workers in practice spend only about 41 minutes per weekday on job search activities (Krueger and Mueller, 2010), which is arguably evidence that looking for a job is an unpleasant activity. I then pin down the level of wages along the balanced growth path to hit the desired target for the unemployment rate. This involves raising the wage to draw workers into unemployment despite how unpleasant that activity is. This section shows how this alternative set of assumptions affects the behavior of unemployment and labor force participation. In the baseline calibration, the wage is equal to 1.426 times consumption along the balanced growth path, while the disutility of employment is γn = 1.419 and the marginal product of labor is 1.432 times consumption. That is, the efficient wage wt is the average of the marginal rate of substitution between consumption and leisure γn ct and the marginal product of labor Fl,t . In the alternative calibration, the wage is 1.430 times consumption along a balanced growth path, the disutility of employment and unemployment is γn = γu = 1.351, and the marginal product of labor is 1.437. Thus the wage is much greater than the marginal rate of substitution between consumption and leisure and only slightly smaller than the marginal product of labor. Raising the calibrated value of the disutility of unemployment lowers the balanced growth unemployment rate, while raising the calibrated wage pushes it up, with (by construction) no net effect along the balanced growth path.



28



But this change in the calibration of the model does affect the behavior of the control variables: cˆt (st ) = 0.872kˆt(st−1 ) + 0.018ˆ nt (st−1 ) + 0.685st , θˆt (st ) = 30.20kˆt(st−1 ) + 0.653ˆ nt (st−1 ) + 34.05st , uˆt (st ) = 6.559kˆt(st−1 ) − 25.10ˆ nt (st−1 ) + 32.08st . Notably a positive productivity shock now raises the unemployment rate on impact. It also pushes up the recruiter-unemployment ratio and so there is a strong positive response of employment to the shock. This quickly lowers the unemployment rate below its steady state value, ensuring that unemployment is countercyclical. To see this, look at the dynamics of the state variables: kˆt+1 (st ) = 0.983kˆt (st−1 ) + 0.019ˆ nt (st−1 ) − 0.002st , n ˆ t+1 (st ) = 0.736kˆt (st−1 ) + 0.124ˆ nt (st−1 ) + 1.670st . Start the economy from the balanced growth path and increase productivity by 1 percent. In the period that the shock hits, unemployment increases by 32 percent; however, by the following period employment has increased by 1.67 percent and the capital stock is 0.002 percent smaller. Although productivity remains 0.98 percent above trend, these effects together ensure that unemployment is 10.5 percent below trend one month after the initial shock, 15.2 percent below trend after two months, and ultimately falls 21.3 percent below trend after eight years before slowly recovering. Thus the productivity shock causes a persistent reduction in unemployment and increase in employment, capital, and output. These facts drive the comovement of output and labor market variables shown in Table 3. Now the recruiter-unemployment ratio, employment, and labor force participation are all procyclical. The recruiter-unemployment ratio is far more volatile than the other variables, albeit less volatile than in the calibration with an efficient balanced growth path shown in Table 2. In theory, employment is about five times more volatile than the labor force participation rate, but because employment is more persistent, in detrended data it is only about twice as volatile with a correlation of 0.88. In U.S. data, employment is 2.6 times as volatile as the labor force participation rate and the contemporaneous correlation between the two outcomes is 0.65. While the match between model and data is imperfect, this demonstrates that, if one is willing to abandon the tenet that the decentralized equilibrium would be efficient in the absence of productivity shocks, the model can generate modest movements in inactivity during recessions.
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A. Theoretical, Monthly y θ Relative Standard Deviation 1 33.47 Autocorrelation 0.999 0.999 y 1 0.990 Correlation θ — 1 Matrix n — — n+u — —



n n+u 0.991 0.209 0.998 0.962 1.000 0.775 0.989 0.690 1 0.773 — 1



B. Finite Sample, Quarterly Detrended y θ n n+u Relative Standard Deviation 1 21.44 1.006 0.532 Autocorrelation 0.903 0.910 0.894 0.832 y 1 0.959 0.998 0.896 Correlation θ — 1 0.952 0.822 Matrix n — — 1 0.879 n+u — — — 1 Table 3: Standard deviation, autocorrelation, and correlation matrix for the rigid wage model with γu = γn . Panel A shows the theoretical behavior of monthly variables in an infinite sample. Panel B shows the finite sample behavior of detrended quarterly variables. Within each panel, the first row shows the standard deviation of the recruiter-unemployment ratio θ, employment n, and labor force participation n + u relative to output; the second row shows the monthly autocorrelation of these variables; and the remaining rows show the contemporaneous correlation matrix.
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This raises the question of the plausibility of the assumption that wages are too high on average. One way to answer this is to compute the cost of the wage rigidity in the absence of shocks. Fix γn = γu and set the wage so that the unemployment rate is 5 percent. Relaxing the wage rigidity and jumping to the new balanced growth path would raise consumption by 2.9 percent and reduce labor force participation by 1.2 percent. But these changes are not free. During the transition to the new steady state, the capital stock must increase by 3.9 percent and employment must rise by 2.9 percent. To account for these costs, I use the log-linear dynamics of the planner’s problem to compute the full transitional dynamics of consumption and labor force participation starting from the initial condition associated with the rigid wage balanced growth path. I find that individuals would forego 2.1 percent of their consumption in every future period in order to eliminate the wage rigidity. Arguably this is small enough that such a wage rigidity could persist even in an otherwise well-functioning economy, although it is certainly large enough that it matters materially for individual wellbeing.
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Comparison with Exogenous Participation Model



I have argued that rigid wages may help to explain the behavior of employment and unemployment at business cycle frequencies. In closing I show that search frictions and rigid wages do not much affect the behavior of other model outcomes, in particular consumption and investment. This is important because the basic real business cycle model does a good job of generating a reasonable amount of consumption smoothing and volatility in investement. I consider six related models in this section. The first is a standard real business cycle model with indivisible labor but no search frictions, essentially Hansen (1985). A planner maximizes ∞ X X  β t Πt (st ) log ct (st ) − γn nt (st ) t=0



st



subject to the resource constraint kt+1 (st ) + ct (st ) = zt (st )1−α kt (st−1 )α nt (st )1−α + (1 − δ)kt (st−1 ). I calibrate the model in the usual way, although now the disuility of work γn determines the steady state employment-population ratio but does not matter for business cycle statistics. The second is the flexible wage search model with endogenous labor force participation that I analyzed in Section 4. In the third model, I shut down the labor force participation margin but keep wages 31



flexible. Normalizing the disutility of unemployment to zero, a planner maximizes ∞ X X t=0



st



β t Πt (st ) log ct (st ) − γn nt (st−1 )







subject to the resource constraint kt+1 (st ) + ct (st ) = zt (st )1−α kt (st−1 )α (nt (st−1 ) − vt (st ))1−α + (1 − δ)kt (st−1 ) and the law of motion for employment nt+1 (st ) = (1 − x)nt (st−1 ) + m(1 − nt (st−1 ), vt (st )). One can think of this as a case in which the constraint nt (st−1 ) + ut (st ) ≤ 1 binds for all t and st , as would be the case if γu = 0. I refer the reader to Rogerson and Shimer (2010) for a detailed analysis of the exogenous labor force participation environment. The final three models have rigid wages. In the fourth, labor force participation is again



endogenous and the balanced growth path is efficient, so the disutility of work exceeds the disutility of unemployment, γn > γu . The fifth has endogenous labor force participation and the restriction γn = γu . The sixth model has exogenous labor force participation.12 Note that only the fifth model can generate procyclical labor force participation and countercyclical unemployment. Table 4 shows the standard deviation relative to output of employment, consumption, and investment it (st ) ≡ kt+1 (st ) − (1 − δ)kt (st−1 ) in the six models. The first observation,



comparing the first and second lines, is that search frictions per se have almost no effect on the relative volatility of employment, consumption, and investment in these models. This stands in contrast to the finding in Rogerson and Shimer (2010) that search frictions dampen employment fluctuations in a model with exogenous labor force participation, which is confirmed here in the third line. With exogenous participation, curvature in the matching function limits the planner’s willingness to increase recruiting in response to a positive productivity shock, significantly dampening the employment response. With endogenous participation, the planner can increase both recruiting and unemployment in response to a positive shock and so does not encounter diminishing returns in the matching function. Indeed, recall I found that the recruiter-unemployment ratio was nearly constant in this 12



The level of the wage determines the average unemployment rate in the exogenous labor force participation model and the disutility of work γn has no positive implications as long as households are willing to supply the amount of labor demanded. A sufficient condition for this is γn ≤ wt (st )/ct (st ) for all t and st . It follows that without a labor force participation margin, I can no longer say whether this wage is too high on average.
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1. 2. 3. 4. 5. 6.



A. Theoretical, Monthly n real business cycle 0.636 flexible, endog. participation 0.625 flexible, exog. participation 0.109 rigid, γn > γu 0.942 rigid, γn = γu 0.991 rigid, exog. participation 0.949



c 0.608 0.612 0.717 0.611 0.945 0.924



i 3.832 3.810 3.211 3.817 1.572 1.750



1. 2. 3. 4. 5. 6.



B. Finite Sample, Quarterly Detrended n c real business cycle 0.789 0.332 flexible, endog. participation 0.779 0.331 flexible, exog. participation 0.154 0.384 rigid, γn > γu 1.026 0.329 rigid, γn = γu 1.006 0.498 rigid, exog. participation 0.939 0.490



i 4.681 4.663 4.392 4.674 3.698 3.746



Table 4: Standard deviation of employment, consumption, and investment relative to output in six model variants. Panel A shows the theoretical behavior of monthly variables in an infinite sample. Panel B shows the finite sample behavior of detrended quarterly variables. variant of the model, and so the planner in fact moves these two variables in tandem. Introducing rigid wages into the model increases the volatility of employment without significantly affecting the behavior of either consumption or investment. Broadly speaking, this is true whether the level of rigid wages is efficient on average (line 4) or too high (line 5) and whether labor force participation is endogenous or exogenous (line 6). Indeed, the similarity between the fifth and sixth lines is remarkable. That rigid wages increase the volatility of employment is not surprising, since that was the reason for making wages rigid, but that it has little effect on consumption and investment is reassuring. Finally, comparing the fourth and fifth line in each panel shows that raising the disutility of unemployment increases the volatility of consumption and lowers the volatility of investment, with little effect on the volatility of employment when labor force participation is endogenous. This may reflect the asymmetry between booms and busts in this model. A recession increases the inefficiency in wage setting, driving down consumption, while a boom not only directly boosts output but also moderates the inefficiency in the labor market, amplifying the increase in consumption. In any case, the increase in the volatility of consumption seems to move the model closer to the data; for example, Hansen (1985) finds that an indivisible labor model generates too little volatility in consumption relative to output. On the other hand, the 33



1. 2. 3. 4. 5. 6.



A. Theoretical, Monthly n real business cycle 0.813 flexible, endog. participation 0.806 flexible, exog. participation 0.713 rigid, γn > γu 0.988 rigid, γn = γu 1.000 rigid, exog. participation 1.000



c 0.794 0.798 0.871 0.796 0.982 0.975



i 0.892 0.891 0.858 0.892 0.850 0.836



1. 2. 3. 4. 5. 6.



B. Finite Sample, Quarterly Detrended n c real business cycle 0.957 0.734 flexible, endog. participation 0.960 0.743 flexible, exog. participation 0.938 0.805 rigid, γn > γu 0.996 0.742 rigid, γn = γu 0.998 0.911 rigid, exog. participation 0.997 0.905



i 0.972 0.974 0.967 0.973 0.961 0.962



Table 5: Correlation of employment, consumption, and investment with output in six model variants. Panel A shows the theoretical behavior of monthly variables in an infinite sample. Panel B shows the finite sample behavior of detrended quarterly variables. numbers in that paper suggest that a reduction in the volatility of investment increases the gap between model and data. I also look at the contemporaneous correlation of the three model outcomes with output in Table 5. Search frictions barely affect the contemporaneous correlation of employment, consumption, or investment with output when wages are flexible, regardless of whether labor force participation is endogenous. Rigid wages boost the correlation of employment and output, driving it to near unity. And when the level of the rigid wage is too high or labor force participation is exogenous, the correlation of output with consumption is higher, perhaps reflecting the reduced inefficiency during booms. In general, however, all of these changes are small, particularly when looking at detrended quarterly data.
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Conclusions



I close by briefly discussing some of the strong assumptions I have made in this paper. First, I have assumed in Section 6 that the wage path is fixed forever. This assumption can easily be relaxed, for example by assuming that wages adjust towards the efficient level in every period. If the speed of adjustment is sufficiently slow, the quantitative results will change 34



little. If it is too fast, however, the equilibrium will resemble the planner’s outcome, with little persistence in recruiting and unemployment. One could conceivably use moments from the aggregate data on employment and labor force participation to pin down the speed of wage adjustment. Even better, one could try to provide a better microeconomic foundation for why wages are rigid, but this has so far proven to be a difficult task. Second, I have assumed that all workers have identical preferences, suffering disutility γn from working and γu from unemployment. If workers have heterogeneous preferences and markets are complete, they will be insured against the realization of this preference shock. Individuals with a strong distaste for work will always be inactive while those who find work less distasteful will be forced to search for jobs. Since the marginal cost of work is increasing in the fraction of individuals who work, this will effectively make labor supply less elastic, dampening fluctuations in labor force participation. I do not anticipate that this will change my main conclusions, although solving the model is considerably more difficult; for example, the state variables will include the distribution of preferences for all employed workers. Third, I have focused on an environment in which nonemployed workers either search for a job or do not search. I anticipate that reality is much more continuous, with the nonemployed choosing their search effort and then statistical agencies classifying workers into unemployment or inactivity based on a noisy measure of that search effort. At one extreme, if doubling the disutility from search doubles the probability of getting a job, the model is isomorphic to the one I have already solved, although it may be useful for explaining why some “inactive” workers find a job: they are engaged in at least some search effort. But convexity of the disutility of search in the probability of getting a job will tend to dampen fluctuations in search effort and hence in labor force participation. Again, I do not anticipate that this will change my main conclusions, but it is necessary to solve the model in order to be sure. Finally, I have focused on one particular source of shocks, changes in aggregate total factor productivity. This is probably not too plausible. For example, the Bureau of Labor Statistics reports that, while multifactor productivity in the non-farm business sector fell by 1.0 percent in 2008, it was essentially constant in 2009 and rose by a strong 3.2 percent during 2010. Instead, one must look for other shocks to explain the behavior of the U.S. economy during this recent deep recession. Fortunately, I have found elsewhere (Shimer, 2011) that the response of an economy with rigid wages to a shock does not depend too much on the nature of the shock; instead it is largely governed by the dynamics of the capital stock. Any decline in the effective capital stock will reduce output and employment as firms shed workers until the marginal product of labor is high enough to justify the cost of hiring more workers. 35
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