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Introduction



Closest Pair Problem Given a set of n-bit vectors v1 , v2 , . . . , vM , find a pair with minimal distance.
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Introduction



Closest Pair Problem Given a set of n-bit vectors v1 , v2 , . . . , vM , find a pair with minimal distance.



Applications DNA sequence comparison Information retrieval GET MORE EXAMPLES
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Strategy 0: Check Every Pair



For lists of size M , work is O(M 2 ). Simple, but this becomes too expensive for large M .
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Strategy 0: Check Every Pair
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Strategy 0: Check Every Pair
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Strategy 0: Check Every Pair
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Strategy 1: Projection



Hash on k bits, check for collisions. If there’s an error in those bits, this will fail.
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Strategy 1: Projection



Hash on k bits, check for collisions. If there’s an error in those bits, this will fail.



Work per Success: M · CHash + M 2 /2k+1 · CTest (1 − pk )
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Strategy 1: Projection
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Strategy 2: Other Hash Functions



Alternate Idea Use a different hash function, such as mapping n bits to codewords of an [n, k] error-correcting code.
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Strategy 2: Other Hash Functions



Alternate Idea Use a different hash function, such as mapping n bits to codewords of an [n, k] error-correcting code.



This uses more bits, but error may not be fatal.



This idea has occurred independently many times, and been patented twice.
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Cost of Hashing



Work per Success: (M · CHash + M 2 /2k+1 · CTest )/Ph where Ph = Ph (p) = Prob(h(vi ) = h(vi + e)
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Cost of Hashing



Work per Success: (M · CHash + M 2 /2k+1 · CTest )/Ph where Ph = Ph (p) = Prob(h(vi ) = h(vi + e)



The Big Question What hash function minimizes work/success?
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Example: n = 3, k = 1



Project on one bit Region Q2 maps to a point.
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Example: n = 3, k = 1



Project on one bit Region Q2 maps to a point.



001 000



Ph = (1 − p)
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Example: n = 3, k = 1



Project on one bit



Code C = {000, 111}



Region Q2 maps to a point.



Region B3 (1) maps to a point.



111 001 000



000



Ph = (1 − p)
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Example: n = 3, k = 1



Project on one bit



Code C = {000, 111}



Region Q2 maps to a point.



Region B3 (1) maps to a point.



111 001 000



Ph = (1 − p)
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Structure of Hamming space around codewords
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Standard Coding Theory vs. Hashing with Codes I



Coding Theory Correct codewords with errors.
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Standard Coding Theory vs. Hashing with Codes I



Coding Theory Correct codewords with errors.



Hashing with codes Correct anything with errors.
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Optimal Regions



Let S be the points in V that hash to 0.



h(x) = h(x + e) with probability PS (p) =



1 X d(x,y) p (1 − p)n−d(x,y) . |S| x,y∈S
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Optimal Regions



Let S be the points in V that hash to 0.



h(x) = h(x + e) with probability PS (p) =



1 X d(x,y) p (1 − p)n−d(x,y) . |S| x,y∈S



Definition S is an optimal region if it maximizes this probability for any region of size |S|.
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Standard Coding Theory vs. Hashing with Codes II Definition If S is a code, the probability of undetected error is P(S, p) =



1 X d(x,y) p (1 − p)n−d(x,y) . |S| x,y∈S
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Standard Coding Theory vs. Hashing with Codes II Definition If S is a code, the probability of undetected error is P(S, p) =



1 X d(x,y) p (1 − p)n−d(x,y) . |S| x,y∈S



Coding Theory S is a code. Minimize this probability.
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Standard Coding Theory vs. Hashing with Codes II Definition If S is a code, the probability of undetected error is P(S, p) =



1 X d(x,y) p (1 − p)n−d(x,y) . |S| x,y∈S



Coding Theory S is a code. Minimize this probability.



Hashing with Codes S is the sphere around a codeword. Maximize this probability.
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Coding Theory Aside Let Ai = #{(x, y) : x, y ∈ S and d(x, y) = i}



Distance Distribution Function A(S, ζ) :=



n X



Ai ζ i



i=0
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Coding Theory Aside Let Ai = #{(x, y) : x, y ∈ S and d(x, y) = i}



Distance Distribution Function A(S, ζ) :=



n X



Ai ζ i



i=0



PS (p) := =
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1 X d(x,y) p (1 − p)n−d(x,y) |S| 1 |S|



x,y∈S n X



Ai pi (1 − p)n−i =



i=0



  (1 − p)n p A S, . |S| 1−p
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Projection Pn,k



Project x onto k coordinates S is an n − k subcube. DD function is A(S, ζ) = (2(1 + ζ))n−k Probability of collision is Pn,k



P



(1 − p)n (p) = 2n−k







2 1−p



n−k



= (1 − p)k .
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Projection Pn,k (cont’d)



For small error rates, projection is optimal:



Theorem Let S be the 2n−k -subcube of V. For any error rate p ∈ (0, 2−2(n−k) ), S is an optimal region, and so k-projection is an optimal hash.
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Hashing with Codes



Perfect Codes A code is perfect if every vertex is distance ≤ e from exactly one codeword.



Perfect Binary Codes [n, n, 1] Repetition Codes [2m − 1, 2m − m − 1, 3] Hamming Codes Hm [23, 12, 7] binary Golay Code G
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Binary Golay Code



S = 3−sphere The 3-sphere’s DD function is 2048 + 11684ζ + 128524ζ 2 + 226688ζ 3 + 1133440ζ 4 + 672980ζ 5 + 2018940ζ 6 .
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Binary Golay Code



S = 3−sphere The 3-sphere’s DD function is 2048 + 11684ζ + 128524ζ 2 + 226688ζ 3 + 1133440ζ 4 + 672980ζ 5 + 2018940ζ 6 .



Corollary This beats projection P23,12 for p > 0.2555.
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Hamming Codes



S = 1 − sphere The 1-sphere’s DD function is 2m + 2(2m − 1)ζ + (2m − 1)(2m − 2)ζ 2 ,
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Hamming Codes



S = 1 − sphere The 1-sphere’s DD function is 2m + 2(2m − 1)ζ + (2m − 1)(2m − 2)ζ 2 ,



Corollary This beats projection for m ≥ 4 and p > αm ≈ (m − 2)/2m
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Other Linear Codes
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Optimal Regions



Alternate Formulation What region of size 2t in F2n has the best P (p)?
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Optimal Regions



Alternate Formulation What region of size 2t in F2n has the best P (p)?



Previous Results 2n−1 -subcube is optimal for all n, p. 2t -subcube is optimal for t ≤ 3 for all n, p. A subcube is optimal for any t, n if p is small enough.



GMO (IDA/CCR)



Optimal hash functions



January 30, 2009



29 / 33



Structure of Optimal Regions Definition For x = (x1 , . . . , xn ) ∈ V, let ρi (x) := (x1 , x2 , . . . , xi−1 , 0, xi+1 , . . . xn ) and σij (x) := (x1 , . . . , min(xi , xj ), . . . , max(xi , xj ), . . . xn ).
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Structure of Optimal Regions Definition For x = (x1 , . . . , xn ) ∈ V, let ρi (x) := (x1 , x2 , . . . , xi−1 , 0, xi+1 , . . . xn ) and σij (x) := (x1 , . . . , min(xi , xj ), . . . , max(xi , xj ), . . . xn ).



Definition A set S ⊂ V is a down-set if ρi (S) ⊂ S for all i ≤ n.



Definition A set S ⊂ V is right-shifted if σij (S) ⊂ S for all i, j ≤ n. GMO (IDA/CCR)
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Structure of Optimal Regions (cont’d)
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Optimal Regions (cont’d)



Theorem If a set S is optimal, then it is isomorphic to a right-shifted down-set.
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Optimal Regions (cont’d)



Theorem If a set S is optimal, then it is isomorphic to a right-shifted down-set.



Computing Right-shifted Downsets We may find all right-shifted downsets, and look for optimal regions. For size 64, there are 4384627. We have compiled tables of optimal regions of up to size 64. Unfortunately, they don’t tile the cube.
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Random Codes



We would expect that for large n, a random code would do well.
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Random Codes



We would expect that for large n, a random code would do well.



Theorem For a fixed error rate p ∈ (0, 1/2), rate R = k/n, and n sufficiently large, a random code of rate R will beat projection.



GMO (IDA/CCR)



Optimal hash functions



January 30, 2009



33 / 33



























[image: Optimal hash functions for approximate closest pairs on ...]
Optimal hash functions for approximate closest pairs on ...












[image: Approximate Time-Optimal Control via Approximate ...]
Approximate Time-Optimal Control via Approximate ...












[image: Finding the k-closest pairs in metric spaces]
Finding the k-closest pairs in metric spaces












[image: Randomized Language Models via Perfect Hash Functions]
Randomized Language Models via Perfect Hash Functions












[image: Learning â€œForgivingâ€� Hash Functions: Algorithms and Large Scale Tests]
Learning â€œForgivingâ€� Hash Functions: Algorithms and Large Scale Tests












[image: Hash Functions and the (Amplified) Boomerang Attack]
Hash Functions and the (Amplified) Boomerang Attack












[image: â€œForgivingâ€� Hash Functions: Algorithms and Large Scale ... - eSprockets]
â€œForgivingâ€� Hash Functions: Algorithms and Large Scale ... - eSprockets












[image: Hash Functions and the (Amplified) Boomerang Attack]
Hash Functions and the (Amplified) Boomerang Attack












[image: The PHOTON Family of Lightweight Hash Functions]
The PHOTON Family of Lightweight Hash Functions












[image: Learning â€œForgivingâ€� Hash Functions: Algorithms ... - Semantic Scholar]
Learning â€œForgivingâ€� Hash Functions: Algorithms ... - Semantic Scholar












[image: Approximate MaxEnt Inverse Optimal Control and its ...]
Approximate MaxEnt Inverse Optimal Control and its ...












[image: On pseudolinearity and generic pairs]
On pseudolinearity and generic pairs












[image: A Note on Common Fixed-Points for Banach Operator Pairs]
A Note on Common Fixed-Points for Banach Operator Pairs












[image: On Hash-Based Work Distribution Methods for Parallel ...]
On Hash-Based Work Distribution Methods for Parallel ...












[image: L-FUNCTIONS FOR HOLOMORPHIC FORMS ON GSp(4)]
L-FUNCTIONS FOR HOLOMORPHIC FORMS ON GSp(4)












[image: on sufficient conditions for caratheodory functions]
on sufficient conditions for caratheodory functions












[image: Learning to Hash on Structured Data]
Learning to Hash on Structured Data












[image: ON LOVELY PAIRS OF GEOMETRIC STRUCTURES 1 ...]
ON LOVELY PAIRS OF GEOMETRIC STRUCTURES 1 ...















Optimal hash functions for approximate closest pairs on ...






Jan 30, 2009 - Use a different hash function, such as mapping n bits to codewords of an. [n, k] error-correcting code. GMO (IDA/CCR). Optimal hash functions. 






 Download PDF 



















 268KB Sizes
 1 Downloads
 288 Views








 Report























Recommend Documents







[image: alt]





Optimal hash functions for approximate closest pairs on ... 

Oct 11, 2001 - hash functions for various metrics have been given: projecting an ... Here, on the other hand, we will call a region optimal for p if no region ... D. Gordon and P. Ostapenko are with the IDA Center for Communications Research, ...














[image: alt]





Approximate Time-Optimal Control via Approximate ... 

and Âµ âˆˆ R we define the set [A]Âµ = {a âˆˆ A | ai = kiÂµ, ki âˆˆ Z,i = 1, ...... [Online]. Available: http://www.ee.ucla.edu/âˆ¼mmazo/Personal Website/Publications.html.














[image: alt]





Finding the k-closest pairs in metric spaces 

Mar 25, 2011 - ages, data mining, multimedia databases, and geographical information systems. There are two similar object pair enumeration problems:.














[image: alt]





Randomized Language Models via Perfect Hash Functions 

Randomized Language Models via Perfect Hash Functions ... jor languages, making use of all the available data is now a ...... functions. Journal of Computer and System Sci- ence ... Acoustics, Speech and Signal Processing (ICASSP). 2007 ...














[image: alt]





Learning â€œForgivingâ€� Hash Functions: Algorithms and Large Scale Tests 

Beyond the scaling diffi- culties that arise with lookups in large data sets, the complexity in these domains is exacerbated by an imprecise definition of similarity.














[image: alt]





Hash Functions and the (Amplified) Boomerang Attack 

longer be considered secure collision free hash functions. These attacks use ... DamgÃ¥rd extension domain and their compression function is build upon a block cipher in Davies-Meyer mode: the ...... 1nu001------1--1-100-1-10-un-0n-. 08:.














[image: alt]





â€œForgivingâ€� Hash Functions: Algorithms and Large Scale ... - eSprockets 

the learning structure to attempt to discover minor (or non- existent) differences in ..... conducted to quantify the resilience to structured and unstructured noise.














[image: alt]





Hash Functions and the (Amplified) Boomerang Attack 

variant (so-called amplified boomerang attack [9]), can be adapted to the hash function ..... We managed to place five auxiliary differentials ..... in Fast Software Encryption â€“ FSE'07, Lecture Notes in Computer Science, Springer-Verlag,. 2007.














[image: alt]





The PHOTON Family of Lightweight Hash Functions 

RFID security is currently one of the major challenges cryptography has to face, often .... input one needs to store 2m+k bits, out of which m bits are required for the ... that in most RFID applications the user will not hash a large amount of data,














[image: alt]





Learning â€œForgivingâ€� Hash Functions: Algorithms ... - Semantic Scholar 

Locality-Sensitive-Hashing based technique for the same problem and data set. 1 Introduction. This work is motivated by the need to retrieve similar audio,.














[image: alt]





Approximate MaxEnt Inverse Optimal Control and its ... 

are Zi = (Xi,Ai) and the target values are Ri + Ë†Vt+1(Xi),. andË†Vt+1 = ... ËœQt(Xi,Ai), i.e., ËœQt is the ..... http://cvrc.ece.utexas.edu/SDHA2010/Human Interaction.html.














[image: alt]





On pseudolinearity and generic pairs 

Feb 24, 2009 - dim, stp, acl, SU and Cb). A set A âŠ‚ (M,P) is called P-independent, if. A |. L. P (A)P(M). In [8], we showed that an LP -type of a P-independent set in a generic pair is determined by its quantifier free LP -type. For any pair of set














[image: alt]





A Note on Common Fixed-Points for Banach Operator Pairs 

[email protected], [email protected]. Sumei Xu. Department of Mathematics and Applied Mathematics. Anyang Normal University, P.R. ...














[image: alt]





On Hash-Based Work Distribution Methods for Parallel ... 

4-3 Load balance (LB) and search overhead (SO) on 100 instances of the 15- .... node in the domain transition graph above corresponds to a location of ..... with infinite state spaces, Burns et al proposed SafePBNF, a livelock-free version.














[image: alt]





L-FUNCTIONS FOR HOLOMORPHIC FORMS ON GSp(4) 

The letter G will always stand for the group GSp(4) and G1 for the group. Sp(4). ... (mod p)}. The local Iwahori subgroup Ip is defined to be the subgroup of Kp =.














[image: alt]





on sufficient conditions for caratheodory functions 

then. p(z) < q(z) and q(z) is the best dominant. 2. Sufficient Conditions ..... Department of Computer Applications. Sri Venkateswara College of Engineering.














[image: alt]





Learning to Hash on Structured Data 

Computer Science Department, Purdue University. West Lafayette, IN 47907, US ..... Wang, Kumar, and Chang 2012): Hamming Ranking and. Hash Lookup.














[image: alt]





ON LOVELY PAIRS OF GEOMETRIC STRUCTURES 1 ... 

of rank â‰¤ Ï‰. The tools used in the proof depended mainly on the description of definable sets given by van den Dries in [10]. Since such a description can be.


























×
Report Optimal hash functions for approximate closest pairs on ...





Your name




Email




Reason
-Select Reason-
Pornographic
Defamatory
Illegal/Unlawful
Spam
Other Terms Of Service Violation
File a copyright complaint





Description















Close
Save changes















×
Sign In






Email




Password







 Remember Password 
Forgot Password?




Sign In



















Information

	About Us
	Privacy Policy
	Terms and Service
	Copyright
	Contact Us





Follow us

	

 Facebook


	

 Twitter


	

 Google Plus







Newsletter























Copyright © 2024 P.PDFKUL.COM. All rights reserved.
















