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Parallel Approaches to the Pattern Matching Problem on the GPU Saman Ashkiani, Nina Amenta, John D. Owens University of California, Davis Introduction



Divide-and-Conquer RK (DRK)



Perfromance Evaluation



With an increasing amount of existing raw data (e.g., web and network traffic, DNA sequences, etc.), we face an increasing need to search raw data for patterns of interest. The pattern-matching problem is both an application itself and an intermediate tool for other applications. Applications such as web searching, network intrusion detection systems, and computational biology all require pattern-matching. In this work, we consider scenarios in which both the set of patterns to be searched for and the text consist of characters within a finite alphabet.



Another approach to perform the matching process in parallel is to assign different parts of the text to different processors and process each part individually. Then the final result is simply a union of results for each subproblem. In order to mainaint independence between different subproblems, we consider an overlap of m − 1 characters between consecutive subtexts:



We used an NVIDIA Tesla K40C GPU, as well as an Intel Xeon E5-2637 v2 3.50 GHz CPU, with 16 GB of DDR3 DRAM memory. All parallel methods are implemented by the authors and are run on the GPU and the sequential reference methods are all based on the smart library [2] and run on the CPU.



The main idea of the Rabin-Karp (RK) method is to hash X and all instances of Y [r] into a single entity (an integer or a 2-by-2 matrix [1]), and then compare the hashed values instead. In case hashed values (fingerprints) are matched, the two substrings are considered to be exactly the same with high probability. For any binary string X = x1 . . . xm ∈ {0, 1}m and prime number p, we define two class of finger prints:



2. GDRK1 (or GDRK2): 1st (or 2nd ) class. Each thread process a single subtext form the global memory. 3. LDRK1 (or LDRK2): 1st (or 2nd ) class. First a group of subtexts are stored into the local memory of each block, and then each thread process its own subtext. 4. HRK: 2nd class, a single subtext is stored into the local memory of each block, and then threads of the block process the subtext cooperatively.



RK algorithm: 1) choosing a random prime number p < mn2 . 2) computing the pattern’s fingerprint (Kp (X) or Fp (X)), 3) computing all the fingerprints for for substrings in the text (Kp (Y [r]) or Fp (Y [r])) for all 1 ≤ r ≤ n − m + 1). 4) comparing all fingerprints in 3 against the one in 2.



(2)



where for any binary value x ∈ {0, 1}, Ap (x) is defined as the left inverse of p Kp (x) modulo p (i.e., Ap (x)Kp (x) ≡ I where I is an identity matrix).



Cooperative RK (CRK) The second class of fingerprints can be computed in parallel using the parallel scan operation. Let K = {Kp (yi ) : 1 ≤ i ≤ n} and A = {Ap (yi ) : 1 ≤ i ≤ n} represent the set of all the fingerprints and their inverses for all the characters in the text successively. We define S and T as follows: S = {Kp (y1 ), Kp (y1 )Kp (y2 ), . . . , Kp (y1 ) . . . Kp (yn )},



(3)



T = {I, Ap (y1 ), Ap (y2 )Ap (y1 ), . . . , Ap (yn−m+1 ) . . . Ap (y1 )}.



(4)



S is an inclusive-scan over set K with right matrix multiplication modulo p as its associative operator. Similarly, T is an exclusive scan over A with left matrix multiplication modulo p as its associative operator. Then, it is clear that for 1 ≤ r ≤ n − m + 1: Kp (Y [r]) = Tr+1 Sr+m−1
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Fig. 1: Schematic view of all approaches



Thus, after computing two scans (i.e., computing S and T ), we can compute any required fingerprint by computing a single matrix multiplication.
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Fig. 4: Avg. running time versus n; m = 64



Fig. 5: Speedup vs. serial RK n = 223
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32.44 GB/s 32.15 GB/s 30.40 GB/s



29.85 GB/s 29.57 GB/s 27.47 GB/s



24.38 GB/s 24.18 GB/s 22.77 GB/s



8.78 GB/s 8.70 GB/s 8.34 GB/s



0.56 GB/s 0.55 GB/s 0.53 GB/s



Extensions Other Sequential methods: Fig. 6 shows the average running time of our methods, compared to the fastest sequential methods in the smart library [2]. If we define ρ = (No. of matches×m/n) to be the density of matches in the text, Fig. 7 shows that the performance of the HASH8 algorithm (as an example of data dependent matching methods) heavily depends on the number of matches in the text. The black curve denotes the superior methods chosen from our own RK methods. General characters: We can extend our methods to support general characters. For example, for 1st class of fingerprints, with alphabet Σ and σ =   dlog2 |Σ|e: p σ Fp (Y [r + 1]) ≡ 2 Fp (Y [r]) − 2σ(m−1) yr + yr+m+1 . (7) Average running time versus pattern length for various cases. The black curve denotes the superior methods chosen from our own RK methods.
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Fig. 2: Superior method for each input parameter pattern length (m) and text length (n)



General remarks: 1. The RK algorithm is independent of the content of the text or pattern. As a result, the runtime for any text or pattern with a fixed (m, n) will be identical. This is usually not true for other algorithms. 2. In order to find the optimum parameters for each method (Lopt , gopt , No. of threads per block, etc.) we implemented an auto-tuning procedure which is run initially. Its objective is to choose the optimum parameters for each problem size and based on the characteristics of the GPU.



[1] R. M. Karp and M. O. Rabin, Efficient randomized pattern-matching algorithms, IBM journal of Research and Development, 1987. [2] S. Faro and T. Lecroq, Smart: a string matching algorithm research tool, 2011, http://www.dmi.unict.it/ faro/smart/.



10 1



10 0



10 1



10 0



SRK SA AOSO2 HASH5 HASH8 Pure RK methods (GPU)



Invalid



16



FJS GRASPm SBNDM-BMH FS Pure RK methods (GPU)



10 2



References (5)



10 3



10 1



n



10 -1 10 0



10 1



10 2



10 3



10 4



10 -1 10 0



10 1



Pattern Length (m)



10 2



10 3



10 4



10 -1 10 0



10 1



Pattern Length (m)



10 2



10 3



10 4



Pattern Length (m)



Fig. 6: Fastest sequential methdos Fig. 7: HASH8 with variable Fig. 8: Fastest matching methods density 0 ≤ ρ ≤ 1 with 256 characters from botoom to top



Multi-pattern matching: Suppose we have a dictionary of patterns X = {X1 , . . . , Xd } defined in a general alphabet Σ. Our final objective is to find all possible instances of our dictionary in the text Y of length n. We assume here that all patterns have the same length |Xi | = m < n for all 1 ≤ i ≤ d. The procedure is as follows: we compute the fingerprints for every element of the dictionary, and then sort them. By using any DRK methods, we can use binary search to verify if a computed fingerprint exists in the dictionary or not. Processing rate (including the preprocessing time) of the Multi-LDRk1 method for different pattern lengths m and different dictionary sizes |X | are shown below: Number of patterns (|X |) includes preprocessing



= Kp (yr ) . . . Kp (yr+m−1 ),
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Processing rate: Processing rate (in GB/s) of the fastest methods (a horizontal line in Fig. 2) for different values of text and pattern sizes. Pattern length (m)



= [Ap (yr−1 ) . . . Ap (y1 )] × [Kp (y1 ) . . . Kp (yr−1 )Kp (yr ) . . . Kp (yr+m−1 )]



10 1



10 1



Pattern Length (m)



Average running time (msec)



Kp (Y [r + 1]) ≡ Ap (yr )Kp (Y [r])Kp (yr+m+1 ),
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5. G/L DRK1-no-mod: For all the 1st class DRK methods above, and small patterns m ≤ 64, we can avoid performing the modulo operation in (1) without the fear of overflows. Hybrid Conquer Cooperative Serial
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Fig. 3: Avg. running time versus m; n = 223



1. CRK: 2nd class, all threads cooperatively process the text from the global memory.



Serial RK (SRK): For both classes of fingerprints, it is possible to sequentially update fingerprints instead of computing from scratch:
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(6)



y(L−1)g . . . yLg yLg+1 . . . yn



Programmers express GPU programs as parallel threads that are grouped into blocks (virtualized cores). The memory hierarchy has three levels, ordered from fastest/smallest to slowest/largest: registers, local to each thread (up to 1 KB); locally shared memory, shared by threads within a block (up to 48 KB); and globally shared memory, available to all threads (12 GB). Considering the memory hierearchy, different classes of fingerprints, and by using the CRK, DRK or a combination of both, i.e. Hyrbid RK(HRK), we can have various implementations on the GPU:



Second class: Kp (X) ≡ K(x1 )K(x2 ) . . . K(xm ), where K(xi ) = K0 if xi = 0, and K(xi ) = K1 if xi = 1.     1 0 1 1 K0 = K1 = . 1 1 0 1



Fp (Y [r + 1]) ≡ 2 Fp (Y [r]) − 2



.



All parallel approaches on the GPU:



p



m−1



..



10 2



Each subtext has g = (n − m + 1)/L exclusive characters, plus m − 1 overlapped characters. In DRK, we process each subtext independently by using the Serial RK method.



First class: Fp (X) ≡ 2m−1 x1 + . . . 2xm−1 + xm
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Let X = x1 . . . xm be a binary pattern of length m to be found in a binary text Y = y1 . . . yn of length n ≥ m. If Y [r] = yr yr+1 . . . yr+m−1 , the problem will be to find all indices r that Y [r] = X for 1 ≤ r ≤ n − m + 1.



Y2 = .. .



with fixed text length n or pattern length m.



Average running time (msec)



String Matching Problem



Y = y1 y2 . . . yg yg+1 . . . yg+m−1



Average running time (msec)



Our objective: finding the most efficient pattern matching method on a GPU given its text and pattern size.



Average running time:



1



m 16 64 256 512



32 8.28 GB/s 5.43 GB/s 3.75 GB/s 2.58 GB/s



256 5.08 GB/s 3.95 GB/s 2.56 GB/s 0.98 GB/s



1024 2.44 GB/s 2.20 GB/s 1.25 GB/s 0.65 GB/s



4096 0.91 GB/s 0.86 GB/s 0.45 GB/s 0.39 GB/s



10240 0.42 GB/s 0.41 GB/s 0.21 GB/s —
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