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don't lower your expectations to meet your performance, raise your level of performance to meet your expectations Ralph Marston



Contents Introduction: Why Parallel? Architecture: Why GPU? CUDA Work • Algorithms • Benchmark Results • Improvements



Why Parallel?



Parallel in History - Arch. view • • • • • • • •



1837-71: Charles Babbage analytical engine 1954: IBM 704 “first real MIMD” 1958: parallelism in numerical calculations 1962: four-processor, 16 memory modules 1964: SIMD 1969: eight processors in parallel 1970s: more than few processors 1976: up to 256 processors



Parallel in History - S/W view • 1st crisis: APL 60’s – 70’s – Needed to get Abstraction and Portability without losing Performance. – Sol: FORTRAN and C for von-Neumann machines



• 2nd crisis: 80’s – 90’s – applications requiring multi-million lines of code developed by hundreds of programmers – Sol: OOP C++, Java, C# and software engineering



Parallel in History - S/W view • 3rd crisis: 2005 - now – Sequential performance is left behind by Moore’s law – Sol: parallel programming



FACT The world is NOT sequential The world is PARALLEL The world is NOT only Parallel The world is MASSIVELY PARALLEL



Parallel in life



Problems.Solve = Go_Parallel Space and Planetary Computational fluid dynamics Electronic structure calculations Plasma dynamics for fusion energy technology Quantum algorithms Symbolic computations Computer-related problems TSP



General Problems in Algorithms • Scalability: – Vertical: more resources – Horizontal: more nodes



• Sequential vs. Parallel: – Throughput – Overhead



Multicore • • • • •



Amazon has 10,000-core = 1,250 × 8 system All PC CPUs are now multicore (2-4-6) Netbooks Atom processors are dual-core Mobiles are powered by dual-core CPU Tablets are powered by quad-core CPU



Why GPU?



CPU vs. GPU “GFLOPS”



The 2𝑛𝑛 in Top500® “June 2011”



• The 2𝑛𝑛 most powerful using Nvidia-powered GPU



– 186368 cores – 4701 TFLOPS – 2/3 power consumption of CPU’s with 1/2 performance



• And the 4𝑡𝑡, 5𝑡𝑡, and 13𝑡𝑡 too • Full list available http://www.top500.org



So, Why GPU didn’t Replace CPU?



CPU • • • • • •



2 – 6 processors or cores has 1 clock “core clock” each core can run 1 or 2 thread(s) very fast caches acceptable access speed to system memory high performance of single thread execution



GPU • 16 – 30 Streaming Multiprocessor (SM) • SM’s core clock used in instruction decoding and other functions • each SM can execute 1024 threads simultaneously • each SM has 8 Streaming Processor (SP) • each SP has a shader clock to execute arithmetic and logic operations



GPGPU • GPU was intended for graphics only, not general purpose computing • Programs were written in graphics languages • Was complicated • Now, life is better: NVidia developed CUDA • Extension of the C/C++ language



Where The Idea Came from?



CUDA



CUDA Computer Unified Device Architecture Developed by Nvidia (Feb 2007 - Present) Parallelism: Instruction, Data, and Thread level CUDA do GPU operations good, and do GPGPU operations perfectly • Not limited anymore to specific apps… • Still limited in implementation though • • • •



CUDA is



Different



• Not flat multiprocessor:  no global synchronization  no global memory access



• Not distributed processors:  No interconnection network



Heterogeneous System • • • •



Multicore CPU – Manycore GPU relationship Parallel kernels composed of many threads Threads are grouped into thread blocks Threads/blocks have unique IDs



CUDA Memory Device Model



CUDA Memory Types • • • • •



Read-only: constant and texture memory (fast) R/W & shared within block: shared memory (fast) R/W within each thread: registers (fast) Indexed R/W within thread: local memory (slow) R/W inputs/results : global memory (slow)



Some Restrictions • • • • • •



Can only access GPU memory No variable number of arguments No static variables No recursion No dynamic polymorphism Limited double precession support



CUDA in Action • Medical Imaging: early detection of cancer • Hacking: Cracking Servers and Passwords Recovery • MATLAB: GPU Computing with NVIDIA CUDAEnabled GPUs • KGPU: Linux kernel (OS) that runs on GPU



Work



Work



Implement



Decompose



Redesign



Implement



Improve



Work • Implement on CPU  Using C++



• Decompose programs



 Dividing into tasks “Granularity”



• Redesign



 To meet parallel requirements



• Implement on CPU & GPU  Using C++ and CUDA



• Improve



 Enhancing performance



We went with Math !!



Problems Outline Matrix inverse



Gaussian elimination



Matrix determinant



Gauss



Solving Linear Equations



Modified Gaussian Elimination



Problems Outline Householder transformation



Matrix power



Eigensystems



QR with shifting



Problems Outline Heuristic



A*



7-11



Testing Machine Specification CPU Name No. of Cores CPU Clock CPU Cache (L3) System DMI System Memory System Memory Clock



Value Core i5-760 4 2.8 – 3.33 GHz 8 MB 2.5 GT/s 4 GB DDR3 1333 MHz



Testing Machine Specification GPU Name No. of Cores No. of Stream Multi-processors (SMs) GPU Clock Processor Clock or Shader Clock Memory Clock (effective) Memory Size Bus Width Bandwidth Peak Performance (Single FP)



Value GF104 192 24 850 MHz 1700 MHz 4000 MHz 1024 MB GDDR3 128-bit 64 GB/s 979.2 GFLOPS



Gaussian Elimination



Gaussian Elimination • Reduce a matrix to row echelon form 𝑎11 𝑎21 𝐴 = 𝑎31 ⋮ 𝑎𝑛1



𝑎12 𝑎22 𝑎32 ⋮ 𝑎𝑛2



𝑎13 𝑎23 𝑎33 ⋮ 𝑎𝑛3



… 𝑎1𝑛 … 𝑎2𝑛 … 𝑎3𝑛 𝐴 = ⋱ ⋮ . . . 𝑎𝑛𝑛



1 𝑎12 0 1 0 0 ⋮ ⋮ 0 0



𝑎13 𝑎23 1 ⋮ 0



… 𝑎1𝑛 … 𝑎2𝑛 … 𝑎3𝑛 ⋱ ⋮ … 1



Time in S



180 160 140 120 100 80 60 40 20 0 256



CPU GPU



256 0.0404766 0.0260598



512



512 0.316641 0.0831621



1024 1024 2.50521 0.498454



2048



4096



2048 20.364 3.00403



4096 162.517 21.4111



12



TFLOPS



10 8 6 4 2 0 CPU GPU



256



512



1024



2048



4096



0.079 0.1226



0.1621 0.6173



0.3285 1.6512



0.6473 4.3879



1.2983 9.8549



256



512 26%



36%



1024



64%



74%



20%



2048



4096 80% 13%



15%



85%



87% Speedup



GPU Time



256



512 16% 24%



1024



76%



15%



2048



84%



4096 12%



11%



85%



88%



89% Comm. Time



GPU Time



Matrix Determinant



Matrix Determinant 𝑎11 𝑎21 𝐴 = 𝑎31 ⋮ 𝑎𝑛𝑛



0 𝑎22 𝑎32 ⋮ 𝑎𝑛𝑛



0 0 𝑎33 ⋮ 𝑎𝑛𝑛



… 0 … 0 … 0 ⋱ ⋮ . . . 𝑎𝑛𝑛



𝐴 = 𝑎11 × 𝑎22 × 𝑎33 × ⋯ × 𝑎𝑛𝑛



Time in S



180 160 140 120 100 80 60 40 20 0 256



CPU GPU



256 0.0401036 0.0244466



512



512 0.31412 0.0888534



1024 1024 2.51986 0.52139



2048



4096



2048 20.2932 2.98761



4096 162.499 21.401



12



TFLOPS



10 8 6 4 2 0 CPU GPU



256



512



1024



2048



4096



0.0797 0.1307



0.1634 0.5778



0.3266 1.5785



0.6495 4.412



1.2985 9.8595



256



512 28%



39%



1024



61%



72%



21%



2048



4096 79% 13%



15%



85%



87% Speedup



GPU Time



256



512 17%



23%



1024



77%



15%



2048



83%



4096 12%



11%



85%



88%



89% Comm. Time



GPU Time



Modified Gaussian Elimination



Modified Gaussian Elimination • Reduces a matrix to identity matrix 𝑎11 𝑎21 𝐴 = 𝑎31 ⋮ 𝑎𝑛𝑛



𝑎12 𝑎22 𝑎32 ⋮ 𝑎𝑛𝑛



𝑎13 𝑎23 𝑎33 ⋮ 𝑎𝑛𝑛



… 𝑎1𝑛 … 𝑎2𝑛 … 𝑎3𝑛 ⋱ ⋮ . . . 𝑎𝑛𝑛



1 0 𝐴= 0 ⋮ 0



0 1 0 ⋮ 0



0 0 1 ⋮ 0



… … … ⋱ …



0 0 0 ⋮ 1



250



Time in S



200 150 100 50 0 256



CPU GPU



256 0.0599555 0.028955



512



512 0.472693 0.0841952



1024 1024 3.77477 0.539552



2048



4096



2048 30.7581 3.18508



4096 244.439 22.9463



20 18



TFLOPS



16 14 12 10 8 6 4 2 0 CPU GPU



256



512



1024



2048



4096



0.1066 0.2208



0.2172 1.2195



0.4361 3.0508



0.8571 8.2769



1.7264 18.391



256



512 18% 48%



1024



52%



82%



14%



2048



4096 10%



86%



9%



91%



90% Speedup



GPU Time



256



512 17% 25%



1024



75%



15%



2048



83%



4096 13%



12%



85%



88%



87% Comm. Time



GPU Time



Solving Linear Equations



Solving Linear Equations 𝑎11 𝑋1 + 𝑎12 𝑋2 + 𝑎13 𝑋3 + ⋯ + 𝑎1𝑛 𝑋𝑛 = 𝑏1 𝑎21 𝑋1 + 𝑎22 𝑋2 + 𝑎23 𝑋3 + ⋯ + 𝑎2𝑛 𝑋𝑛 = 𝑏2 𝑎31 𝑋1 + 𝑎32 𝑋2 + 𝑎33 𝑋3 + ⋯ + 𝑎3𝑛 𝑋�� = 𝑏3 ⋮⋮⋮⋮⋮⋮ + ⋮⋮⋮⋮⋮⋮⋮ + ⋮⋮⋮⋮⋮⋮ + ⋮⋮⋮⋮⋮⋮ + … … = ⋮⋮⋮⋮ 𝑎𝑛1 𝑋1 + 𝑎𝑛2 𝑋2 + 𝑎𝑛3 𝑋3 + ⋯ + 𝑎𝑛𝑛 𝑋𝑛 = 𝑏𝑛



𝑎11 𝑎21 𝑎31 ⋮ 𝑎𝑛1



𝑎12 𝑎22 𝑎32 ⋮ 𝑎𝑛2



𝑎13 𝑎23 𝑎33 ⋮ 𝑎𝑛3



… 𝑎1𝑛 𝑥1 𝑏1 … 𝑎2𝑛 𝑥2 𝑏2 … 𝑎3𝑛 × 𝑥3 = 𝑏3 … ⋮ ⋮ ⋮ … 𝑎𝑛𝑛 𝑥𝑛 𝑏𝑛



Solving Linear Equations • Applying modified Gaussian elimination 1 0 0 ⋮ 0



0 1 0 ⋮ 0



0 0 1 ⋮ 0



… … … ⋱ …



𝑥1 𝑏1 0 𝑥2 𝑏2 0 0 × 𝑥3 = 𝑏3 ⋮ ⋮ ⋮ 𝑥𝑛 𝑏𝑛 1



𝑥1 = 𝑏1 , 𝑥2 = 𝑏2 , 𝑥3 = 𝑏3 , … 𝑥𝑛 = 𝑏𝑛



• No need for back substitution



250



Time in S



200 150 100 50 0 256



CPU GPU



256 0.060071 0.0269511



512



512 0.474363 0.145848



1024 1024 3.79734 0.559147



2048



4096



2048 30.6741 3.19102



4096 247.7788 18.21096



25



TFLOPS



20



15



10



5



0



256



512



1024



2048



4096



CPU



0.1064



0.2165



0.4335



0.8594



1.7032



GPU



0.2372



0.704



2.9439



8.2615



23.1732



256



512



31%



45%



1024



55%



69%



15%



2048



4096 10%



85%



90%



93% Speedup



GPU Time



7%



256



512



30%



32%



1024



68%



70%



20%



2048



4096 16%



12%



80%



84%



88% Comm. Time



GPU Time



Matrix Inverse



Matrix Inverse 𝑎11 𝑎21 𝐴 = 𝑎31 ⋮ 𝑎𝑛1 𝑎11 𝑎21 𝑎31 ⋮ 𝑎𝑛1



𝑎12 𝑎22 𝑎32 ⋮ 𝑎𝑛2



𝑎13 𝑎23 𝑎33 ⋮ 𝑎𝑛3



𝑋 = 𝐴



… 𝑎1𝑛 𝑥11 … 𝑎2𝑛 𝑥21 … 𝑎3𝑛 × 𝑥31 … ⋮ ⋮ 𝑥𝑛1 … 𝑎𝑛𝑛



𝑎12 𝑎22 𝑎32 ⋮ 𝑎𝑛2 −1



𝑎13 𝑎23 𝑎33 ⋮ 𝑎𝑛3



… 𝑎1𝑛 … 𝑎2𝑛 … 𝑎3𝑛 … ⋮ … 𝑎𝑛𝑛



→ 𝐴 𝑋 = 𝐼



𝑥12 𝑥22 𝑥32 ⋮ 𝑥𝑛2



𝑥13 𝑥23 𝑥33 ⋮ 𝑥𝑛3



… 𝑥1𝑛 1 … 𝑥2𝑛 0 … 𝑥3𝑛 = 0 … ⋮ ⋮ … 𝑥𝑛𝑛 0



0 1 0 ⋮ 0



0 … 0 0 … 0 1 … 0 ⋮ ⋱ ⋮ 0 0 1



Matrix Inverse •



Applying modified Gaussian elimination on 𝐴 and 𝐼



1 0 0 ⋮ 0



0 1 0 ⋮ 0



0 0 1 ⋮ 0



… … … ⋱ …



𝑥11 0 𝑥21 0 0 × 𝑥31 ⋮ ⋮ 𝑥𝑛𝑛 1



𝑥12 𝑥22 𝑥32 ⋮ 𝑥𝑛𝑛



𝑥13 𝑥23 𝑥33 ⋮ 𝑥𝑛𝑛



… 𝑥1𝑛 𝑖11 … 𝑥2𝑛 𝑖21 … 𝑥3𝑛 = 𝑖31 ⋱ ⋮ ⋮ … 𝑥𝑛𝑛 𝑖𝑛𝑛



𝑋 = [𝐼]



𝑖12 𝑖22 𝑖32 ⋮ 𝑖𝑛𝑛



𝑖13 𝑖23 𝑖33 ⋮ 𝑖𝑛𝑛



… 𝑖1𝑛 … 𝑖2𝑛 … 𝑖3𝑛 ⋱ ⋮ … 𝑖𝑛𝑛



Time in S



500 450 400 350 300 250 200 150 100 50 0 256



CPU GPU



256 0.110071 0.0272247



512



512 0.892604 0.122825



1024 1024 7.28872 0.654027



2048



4096



2048 58.4514 3.98489



4096 471.497 29.9057



35 30



TFLOPS



25 20 15 10 5 0 CPU GPU



256



512



1024



2048



4096



0.1355 0.5479



0.2684 1.9506



0.5269 5.8725



1.0524 15.4361



2.0884 32.9262



256



512 14%



25%



1024



75%



86%



9%



2048



4096



7% 91%



93%



94% Speedup



GPU Time



6%



256



512 14% 25%



1024



75%



2048



9%



86%



4096



7% 91%



93%



94% Comm. Time



GPU Time



6%



Householder Transformation



Householder Transformation •



𝑃(1)



1 0 0 0 0



0 𝑧 𝑧 𝑧 𝑧



0 𝑧 𝑧 𝑧 𝑧



0 𝑧 𝑧 𝑧 𝑧



0 𝑧 𝑧 𝑧 𝑧



• 𝐴(0)



𝑧 𝑧 𝑧 𝑧 𝑧



𝑧 𝑧 𝑧 𝑧 𝑧



𝑧 𝑧 𝑧 𝑧 𝑧



𝑧 𝑧 𝑧 𝑧 𝑧



𝑧 𝑧 𝑧 𝑧 𝑧



HH Transform • 𝑃(1)



1 0 0 𝑧 0 𝑧 0 𝑧 0 𝑧



0 𝑧 𝑧 𝑧 𝑧



0 𝑧 𝑧 𝑧 𝑧



0 𝑧 𝑧 𝑧 𝑧



• 𝑃(1) 𝐴(0) 𝑃(1)



𝑧 𝑧 𝑧 𝑧 0 𝑧 0 𝑧 0 𝑧



0 𝑧 𝑧 𝑧 𝑧



0 𝑧 𝑧 𝑧 𝑧



0 𝑧 𝑧 𝑧 𝑧



HH Transform • 𝑃(2)



1 0 0 0 0 0 1 0 0 0 0 0 𝑧 𝑧 𝑧 0 0 𝑧 𝑧 𝑧 0 0 𝑧 𝑧 𝑧



• 𝑃(2) 𝐴(1) 𝑃(2)



𝑧 𝑧 0 0 0



𝑧 0 𝑧 𝑧 𝑧 𝑧 0 𝑧 0 𝑧



0 0 0 0 𝑧 𝑧 𝑧 𝑧 𝑧 𝑧



HH Transform • 𝑃(3)



1 0 0 1 0 0 0 0 0 0



0 0 0 0 0 0 1 0 0 0 𝑧 𝑧 0 𝑧 𝑧



• 𝑃(3) 𝐴(2) 𝑃(3)



𝑧 𝑧 0 0 0



𝑧 0 0 0 𝑧 𝑧 0 0 𝑧 𝑧 𝑧 0 0 𝑧 𝑧 𝑧 0 0 𝑧 𝑧



HH Transform • 𝑃(4)



1 0 0 0 0



0 1 0 0 0



0 0 1 0 0



0 0 0 0 0 0 1 0 0 −1



• 𝐴(4)



𝑎1 𝑏1 0 0 0



𝑏1 𝑎2 𝑏2 0 0



0 𝑏2 𝑎3 𝑏3 0



0 0 𝑏3 𝑎4 𝑏4



0 0 0 𝑏4 𝑎5



70000



Time in S



60000 50000 40000 30000 20000 10000 0 256



CPU GPU



256 9.382922 0.5406235



512



512 185.21006 5.685793



1024 1024 3655.87406 59.79807



2048 2048 66134.76175 722.9586663



60



GFLOPS



50 40 30 20 10 0 CPU GPU



256



512



1024



2048



0.9243 16.0425



0.7457 24.2898



0.603 36.8637



0.5327 48.7265



256



512



6%



94%



3%



97%



1024



2048 2%



98%



99% Speedup



GPU Time



1%



256



5%



12%



88%



4%



512



95%



1024



2%



96%



2048



98% Comm. Time



GPU Time



QR with shifting



QR Decomposition • 𝐴(1)



𝑎1 𝑏1 0 0 0



𝑏1 𝑎2 𝑏2 0 0



0 𝑏2 𝑎3 𝑏3 0



0 0 𝑏3 𝑎4 𝑏4



0 0 0 𝑏4 𝑎5



• 𝐴(2) = 𝑅(1) 𝑄(1)



𝑎1 𝑏1 0 0 0



𝑏1 𝑎2 𝑏2 0 0



0 𝑏2 𝑎3 𝑏3 0



0 0 𝑏3 𝑎4 0



0 0 0 0 λ5



QR Decomposition • 𝐴(2)



𝑎1 𝑏1 0 0 0



𝑏1 𝑎2 𝑏2 0 0



0 𝑏2 𝑎3 𝑏3 0



0 0 𝑏3 𝑎4 0



0 0 0 0 λ5



• 𝐴(3) = 𝑅(2) 𝑄(2)



𝑎1 𝑏1 0 0 0



𝑏1 𝑎2 𝑏2 0 0



0 𝑏2 𝑎3 0 0



0 0 0 λ4 0



0 0 0 0 λ5



QR Decomposition • 𝐴(3)



𝑎1 𝑏1 0 0 0



𝑏1 𝑎2 𝑏2 0 0



0 𝑏2 𝑎3 0 0



0 0 0 λ4 0



0 0 0 0 λ5



• 𝐴(4) = 𝑅(3) 𝑄(3)



𝑎1 𝑏1 0 0 0



𝑏1 𝑎2 0 0 0



0 0 λ3 0 0



0 0 0 λ4 0



0 0 0 0 λ5



QR Decomposition • 𝐴(4)



𝑎1 𝑏1 0 0 0



𝑏1 𝑎2 0 0 0



0 0 λ3 0 0



0 0 0 λ4 0



0 0 0 0 λ5



• 𝐴(5) = 𝑅(4) 𝑄(4)



λ1 0 0 0 0



0 λ2 0 0 0



0 0 λ3 0 0



0 0 0 λ4 0



0 0 0 0 λ5



Time in S



100000 90000 80000 70000 60000 50000 40000 30000 20000 10000 0 256



CPU GPU



256 22.477334 3.404765



512



512 367.324468 58.092055



1024 1024 6002.81654 991.166038



2048 2048 95444.78299 19129.50453



1.4 1.2



GFLOPS



1 0.8 0.6 0.4 0.2 0 CPU GPU



256



512



1024



2048



0.1923 1.2697



0.1877 1.1868



0.1835 1.1111



0.1845 0.9204



256



512



15%



16%



84%



85%



1024



2048



17%



20%



80%



83% Speedup



GPU Time



2%



256



1%



98%



0%



512



99%



1024



0%



100 %



2048



100 % Comm. Time



GPU Time



Matrix Power 𝑧 𝑧 𝑧 𝑧 𝑧



𝑧 𝑧 𝑧 𝑧 𝑧



𝑧 𝑧 𝑧 𝑧 𝑧



𝑧 𝑧 𝑧 𝑧 𝑧



𝑧 𝑧 𝑧 𝑧 𝑧



𝑝



350



Time in S



300 250 200 150 100 50 0 256



CPU GPU



256 0.429836 0.0558552



512



512 4.02806 0.1673015



1024 1024 37.74757 1.189513
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