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Abstract This paper explores the gains from trade in differentiated products from three channels: decreases in price, improvements in quality, and increases in variety. Using data on Indian imports of computer printers over 1996 to 2005, a period of trade liberalization, I find that quality was the leading source of welfare gains. Consumers would require a 65 percent decrease in all 1996 prices to be as well off as they were with the quality available in 2005. The contribution of price was slightly smaller, while variety lagged farther behind. These effects varied across buyers, as gains were largest for small businesses.
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Introduction



It has been well recognized since at least Krugman (1979) that one benefit of international trade is increased access to differentiated products. Besides the obvious advantage of cheaper imports, consumers also value the varying qualities (that is, the unique mix of non-price characteristics) provided by foreign goods. Furthermore, access to imported products may increase the number of goods available for a given distribution of price and quality, thus increasing variety. The existence of these effects in turn raises other questions. Which of the channels (price, quality, or variety) driving these gains is most important? Does the answer depend on what type of consumer we are studying? These issues are important for the design of trade policy, particularly for any practices that vary in their impact across products or buyers. Such targeted policies are increasingly common today, as most broad tariffs have been removed under the World Trade Organization (WTO) and its predecessors, leaving only instruments like productspecific antidumping duties or other industry-specific initiatives in effect. In this paper, I examine these issues in one industry, computer printers imported into India over 1996 to 2005. This setting is advantageous because computer printers are highly differentiated products and because the Indian market has been greatly affected by international trade. Imports of printers into India increased dramatically during this period, in part due to trade liberalization. Furthermore, India has been the focus of previous research on trade in differentiated products, such as Goldberg et al. (2010).1 Importantly, this industry provides rich, product-specific data detailing the prices, characteristics, and number of available individual printer models, thus giving direct measures of price, quality, and variety. In contrast, most conventional trade data are reported at the Harmonized System (HS) code level, which aggregates printers into broad categories such as “inkjet printers from Japan.” This unique data set enables me to estimate a flexible demand system similar to the discrete choice models common in industrial organization and to the con1 These authors in particular identify technology goods, including computer peripherals, as having notable gains from trade. See Goldberg et al. (2009), which has a section focusing on goods falling within sector 84 of the HS tariff code. The sub-code with the largest gains from new varieties is 8471, which is the 4-digit section that includes computer printers.



1



stant elasticity of substitution (CES) models seen in international trade. Specifically, I rely on two variants of the multinomial logit (MNL) model: (1) the nested logit (NL) and (2) the nested random coefficients logit (NRCL), which is the same NL model with additional preference parameters that vary by type of consumer. The NL model has been modified slightly from its usual form to align with the nested CES (NCES), meaning its results should be easily interpretable by those familiar with the trade literature. The NRCL model is similar but allows for the comparison of effects across different groups of customers. Relative to many demand estimation studies, here all products are imported. This has the benefit in that it provides obvious price shifters (tariffs and exchange rates) that can be used to help identify demand parameters. These models both draw upon the work in Anderson et al. (1992), who show that the structure of the MNL, with some small changes, is identical to that of the CES model. Here I apply this result to create an equivalence between the NCES and the NL. In turn, this means that I can use estimates from these models to calculate price indices like those developed in Feenstra (1994).2 That paper uses the CES structure to form an index that measures how much prices on one set of products would have to fall in order to give consumers the same welfare as that from a broader set including newly imported goods. Furthermore, because I, unlike Feenstra, have access to product-level data, I can decompose these indices into components that compensate customers for improvements in price, quality, and variety, respectively. I have four main findings. First, the overall NL and NRCL price indices indicate substantial improvements in the printers available, as prices in 1996 would have to fall by about 90 percent to compensate for the better models available in 2005. Second, quality is the leading channel for these gains, requiring a 65 percent decrease in 1996 prices to compensate for improvements in it alone. The price channel follows closely behind, requiring a 59 to 62 percent decrease in 1996 prices to compensate. In contrast, variety produced far fewer benefits, needing only an 28 to 36 percent decrease in 1996 prices to compensate. Third, these effects are largest amongst home office and small business customers. Larger establishments also gained, but not to the same extent. Fourth, India’s gains 2



These indices also build upon work in Sato (1976) and Vartia (1976).
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appear to be at least partially driven by trade liberalization, as India’s index exhibits noticeable catch-up relative to that from an already liberalized market. This paper builds upon the empirical trade and industrial organization literatures studying the welfare effects of changes in differentiated products. Although the many contributions in these literatures are too numerous to fully summarize here, key papers in trade include Broda and Weinstein (2006) and Broda et al. (2006), along with the already referenced work in Feenstra (1994) and Goldberg et al. (2010). On the industrial organization side, significant developments include Berry, Levinsohn, and Pakes (1995) (“BLP”), Goldberg (1995), Berry et al. (1999), Petrin (2002), and Berry et al. (2004). Khandelwal (2010) combines the NL model with a trade data set to examine issues of product quality. Logit-based models have also begun to find their way into the theoretical trade literature, a leading example being Fajgelbaum et al. (2011). Blonigen and Soderbery (2010) use product-level data on the US automobile market to study how aggregated HS trade data biases price indices. They find that using aggregated trade data can greatly understate improvements in the import price index, which supports my approach of using detailed product-level data. In the next section, I provide some background on the Indian printer sector. Section 3 describes the printer data, followed by Section 4, which explains the theoretical formulas for the price indices. Estimation procedures are described in Section 5, while identification issues are discussed in Section 6. I present results in Section 7, including a discussion of various price index decompositions and of robustness exercises. Section 8 concludes. Supplementary details on the theory and data can be found in the web Appendix.3
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Industry Background



The information technology sector has been one of the fastest growing import markets in India. The quantity imported of computers and associated peripherals (as classified in HS 8471) increased from 0.48 percent of the total value of imports in 1996 to 1.40 percent in 2005. Growth was extraordinarily strong in computer 3



The Appendix is available at http://sites.google.com/site/gloriaysheu/papers.
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peripherals (HS 847160), rising from 0.08 percent of value in 1996 to 0.32 percent in 2005, a roughly 4 times increase in share.4 This growth has been spurred on in part by trade liberalization. In 1997, India signed the WTO’s Information Technology Agreement. By doing so, India agreed to lower tariffs on printers from 20 percent ad valorem to 0 percent. This goal was successfully achieved in the middle of 2005. There were few local printer producers in India during my sample period, and those firms that did operate almost exclusively made dot matrix machines. The Department of Scientific and Industrial Research, a government agency tasked with promoting technology development in India, released a report in 1996 on the state of the Indian printer sector. It concluded that India was unlikely to expand into laser printer manufacturing, even with the help of foreign direct investment (DSIR (1996)). The report pointed to small local demand and a poor technology infrastructure as major hurdles. This situation largely remained throughout my sample. The firm WeP Peripherals announced the first Indian laser printer factory in 2003, but its line was small. I am not aware of any other Indian firm that had established a plant by 2006. There was a similar lack of large-scale inkjet manufacturing. Instead of sourcing printers locally, most of the market was served by imports of multinational brands (such as Canon, Epson, HP, or Xerox). These foreign companies prefer to do their manufacturing in China and Southeast Asia and then ship into India. I do not know of any multinational brand or electronics outsourcing firm that had a printer manufacturing facility in India during my sample period.5 India, although a growing market, was still too small to warrant major horizontal foreign direct investment in printers. The low level of domestic production even in the presence of high tariffs is convenient in that it lessens the possibility of large countervailing welfare effects in the domestic market as imports of printers increased. Ordinarily domestic production could fall in the face of an onslaught of imports. However, the lack of a robust printer manufacturing infrastructure in India obviates this concern. 4



These numbers are computed using the UN Comtrade database. HP had plants in India since the late 1990s, but they mostly produced computers. Xerox had a facility in Rampur, but it made single-function copiers. There were some plants that made components. 5
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Technological progress was another source of growth during this time, meaning that only some of the observed gains can be attributed to trade policy. Features of individual machines improved and the number of models proliferated in many countries, not just India. Several of these markets had already substantially dropped or eliminated tariffs on printers by the mid-1990s. Therefore, the change seen in those countries provides a useful baseline against which I can compare what we see in India. If India outpaced other markets in improvements, this suggests catch-up due to India’s trade liberalization. I later discuss one comparison country, Norway, for which I have some data.
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Data Description



The product-level data come from the IDC Hardcopy Peripherals Database (IDC (2008)). For each printer model, the data list its quantity sold and average price for every quarter from the beginning of 1996 to the second quarter of 2006. IDC, a market research firm that focuses on technology products, collects this information from retailers, distributors, and online vendors. IDC claims to track all models of A2 through A4 size laser and inkjet printers.6 Average price includes the purchase price and shipping costs, but not taxes. I have converted these prices into real figures using the Indian consumer price index.7 Only new sales are reported, not sales of used or refurbished models. This paper focuses on two printer technologies: inkjet and laser. These machines may perform other functions, such as copying or scanning (“multi-function peripherals” or MFPs). I exclude printers that use impact technologies, which are based on older typewriter-like designs, since the IDC data have limited coverage of impact models. Furthermore, I cannot collect characteristics data for many 6



Some observations aggregate a base configuration and other options into one model. However, this is not a major occurrence amongst the machines offered in India because they are mostly low-end models with few extra features. IDC does aggregate some models into an “other” category, but this never accounts for more than 2.4 percent of sales revenues in any quarter. I discard this category because it is not clear exactly how it is constructed. Prior to 2001, MFPs are not recorded in the database. However, when MFP tracking begins in 2001 Q1, these machines only comprise 4.5 percent of sales revenue, so it is unlikely that they formed a large part of the market in the prior period. 7 The CPI is from http://labourbureau.nic.in/ and was downloaded in October 2009.
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impact printers because they are often sold by small firms that do not have their back catalogs available in print or online. Regardless, laser and inkjet models account for the vast majority of sales, particularly among imported models.8 It is also in the laser and inkjet categories where most of the improvements in terms of quality and variety have appeared, as impact is a dying technology. IDC also separates the units sold of each inkjet and laser model into those purchased by different subsets of consumers. These divisions are home office, 1 to 9 employee establishments, 10 to 99 employee establishments, 100 to 499 employee establishments, and 500 or more employee establishments. Home office buyers may include family businesses. The largest differences in printers purchased occur between home office or 1 to 9 employee establishments (which I call “small” consumers) and 10 or more employee establishments (which I call “large” consumers). Therefore, I combine the customer-type sales data into these two categories. These data help distinguish consumer preference heterogeneity in the random coefficients model. In order to accurately measure the quality of these printers, I use data on their characteristics. IDC provides some basic information, categorizing models into different bins based on technology (laser, inkjet), function (single, MFP), color versus monotone printing, and page per minute (PPM) speed range. In order to enrich my analysis, I supplement these data with characteristics collected from manufacturer’s websites and from printer specifications published by the firm Buyers Laboratory.9 I do not have information on the maintenance costs of each printer model. These are largely due to printer cartridges, though they also include other factors like paper and electricity. Upon examining the industry literature, I have found that few estimates of these costs are available. Still, industry experts indicate that running costs vary strongly with the technology of the printer (laser or inkjet) and with whether or not the machine prints in color. Therefore, in estimating 8



When the Indian customs authority began reporting printer imports by inkjet and laser versus dot matrix in the spring of 2003, inkjet and laser accounted for over 90 percent. 9 If only one or two characteristics for a model could not be found, they are imputed from similar models of the same brand, or, if those are not available, from similar models across all brands in a given quarter. This affects 10 percent of observations in the final sample. Models for which no or very few characteristics could be found were dropped. I convert printing speeds listed in characters per second to PPM by assuming a rate of 4000 characters per page.
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the demand models, I use dummies for these characteristics to proxy for this omitted variable. Unfortunately, this means that I cannot separate tastes for these technologies from preferences for their maintenance costs.10 After exclusions, I am left with data for about 96 percent of sales revenue and 97 percent of laser and inkjet units sold in the original IDC data set. The final product-level data cover 1198 unique models. The product characteristics that were collected and their summary statistics are presented in Table B.1 in the web Appendix. IDC also provides product-level data for another market, Norway. I use this information to control for overall technological progress in printers (as opposed to gains from trade liberalization). These data do not include detailed product characteristics or sales by consumer type, just price and quantity sold for each model. I supplement the printer data with information on Indian printer tariffs and exchange rates. Tariff data covering 1996 to 2001 are from Khandelwal and Topalova (2010) for HS category 847160, which covers all printers. I extend these data to 2006 using announcements of changes to the tariff schedule published by the Indian Central Board of Excise and Customs.11 I obtain information on the quarterly nominal exchange rate between India and the US, Japan, South Korea, and the European Union from Global Financial Data.
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Theory Background



This section describes the main theoretical inputs into the empirical exercise, the structural formulas for price indices. A full explanation of the demand models underlying these indices is in the web Appendix. Note that the models used in this paper are static, in that no connection 10



A related concern is that upfront printer prices may be uninformative if printer vendors are pursuing a strategy of lowering the prices of printers in order to make money on printer cartridges. Although such a strategy has been used in the US, it is much less prevalent in India because of the high penetration of third party and counterfeit cartridges. IDC estimates that over 50 percent of the cartridges sold in India are made by third parties. 11 These announcements are available at http://www.cbec.gov.in/ and were accessed in July 2010.
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is acknowledged between purchases across time periods. This is done both because the data are not sufficiently rich in time variation to identify a dynamic model and because such models require certain strong assumptions that may not fit the printer sector.12 Admittedly, the static assumption might be violated if consumers with differing valuations for printers sort systematically across time. In turn, such purchasing behavior might bias the price indices. However, it is not clear that the relative sizes of the price, quality, and variety components underlying the price index would be biased even if the static assumption does not hold.13



4.1



Price Indices



I define a price index in this paper as a factor, τt+1 , by which the prices of all goods in time period t would have to be multiplied in order to give the same utility as the set of goods available in t + 1.14 This price factor compensates for changes in price, quality, and variety that occurred between periods t and t + 1, allowing for the measurement of welfare changes over time. To be clear on terminology, I define a “nested” model as one that requires the a priori assignment of products into separate groups. I define a “random coefficients” model as one that introduces systematic preference heterogeneity not by grouping products, but rather by assuming that there is a distribution of preferences amongst consumers for product characteristics.15 In each time period t, let there be a series of printer models, indexed by j, available for purchase. Each printer is differentiated in terms of its price pjt and its quality bjt . I sub-divide the printers into nests, indexed by g, so that products 12



Both issues are discussed further in Section 6. For example, customers who purchase in different time periods may have similar relative preferences for price, quality, and variety, even if the overall value they place on printers (and thus their willingness to wait) is different. 14 Therefore, if τt+1 < 1, goods in t + 1 are preferred to those in t. 15 One can also think of nested models as a subset of random coefficients methods, in the sense that the NL is like a model with random coefficients on product group dummy variables. See for instance Berry (1994). Nevertheless, nesting still requires that mutually exclusive product groups be defined. Furthermore, I use the term “random” coefficients to include instances where the distribution of consumer preferences vary according to observable consumer characteristics. One commonly used characteristic is income. 13
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are more substitutable within nests than between. Define two nests, one for inkjet and the other for laser printers, giving g ∈ {ink, las}.16 Furthermore, let Jgt denote the set of printers in nest g available to consumers at time t. Then the NL price index is given by  P



g∈{ink,las}



NL τt+1 =



P



 P



g∈{ink,las}



j∈Jgt+1



P



1−σ bjt+1 pjt+1



1−σ j∈Jgt bjt pjt



1 1−γ  1−γ  1−σ



1 1−γ  1−γ  1−σ



,



(1)



where σ is the elasticity of substitution between printers in the same nest, and γ is the elasticity of substitution between nests. Assuming the nesting structure is reasonable, we have σ > γ, meaning that inkjet and laser printers are closer substitutes for other inkjet and laser printers, respectively.17 Readers familiar with CES-based models may note that this index formula is identical to that in the NCES framework. In order to produce this equivalence, the usual NL model has been changed slightly so that price and quality enter the indirect utility equation in logs versus levels and so that a continuous quantity of the chosen good may be purchased.18 These modifications are derived by Anderson et al. (1992) in showing the connection between the CES model, a special case of the NCES, and the MNL, a special case of the NL. The NL index assumes that consumption by all individuals can be collapsed into the problem for a representative consumer. However, there is a large literature on random coefficients demand, which allows for systematic variation in preferences across buyers. In order to incorporate this feature, assume that there are two types of consumers in the buying population, indexed by r ∈ {sm, lg}, each with its own demand parameters γ r , σ r , and brjt ∀j. These types align with the small and large consumers observed in the printer data.19 Each type accounts for a fraction ftr of expenditure on the products in this market, forming a discrete 16 We can also have more than two nests, but since printers naturally split into two groups, the model is discussed this way for clarity. 17 If σ = γ, the NL index reduces to the MNL index. 18 See the web Appendix for further details on these changes. 19 This model could also be extended to accommodate more than two consumer types.
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distribution of consumers across two groups.20 The price index for the NRCL is then given by  N RCL τt+1



P  g∈{ink,las} Y   =    P r∈{sm,lg} 



1−γ r  1−σ r r



P



g∈{ink,las}



r ft+1 1 ! 1−γ r



1−σ brjt+1 pjt+1 r j∈Jgt+1



P



r 1−σ r r bjt pjt j∈Jgt



1 1−γ r  1−γ r  1−σ r



     



(2)



which is the geometric average of the NL price indices for each consumer type.



4.2



Price Index Decompositions



I now explain how these price indices can be re-expressed as the product of three terms, which in turn can be used to recover the separate contributions of price, quality, and variety to the index. This formulation is based on the index formulas discussed in Feenstra (1994). Let me demonstrate first using the NL model. Choose a set of Jg goods from those available for purchase from group g in period t. Order these products by increasing quality, and then assign each an index 1, . . . , Jg .21 Next, choose a set of the same size Jg from the goods available in group g during time period t + 1. Order these products similarly, again assigning each an index 1, . . . , Jg . Repeat this process for each g ∈ {ink, las}. This gives a set, where for each j ∈ {1, . . . , Jg } we have observations of pjt , pjt+1 , bjt , and bjt+1 . Then the NL 20



Weights are based on share of expenditure consumed versus quantity consumed because the logit frameworks, when modified to replicate their CES counterparts, model the allocation of expenditure, not quantities. See the web Appendix for details. I focus on a discrete distribution case because this allows me to express the NRCL results as weighted averages of the NL formulas. This makes the relationship between the NRCL and other models particularly transparent. The discrete specification is familiar in the marketing literature (see Kamakura and Russell (1989) for example), while the specification using a normal distribution has been popularized by Berry, Levinsohn, and Pakes (1995). The normal distribution does not give closed-form expressions for market demand (because the gaussian integral must be computed numerically), which makes it cumbersome for my purposes. 21 In theory, the ordering of these goods does not matter, so long as one keeps track of which price and quality goes with which good. However, the resulting decomposition can be sensitive to which goods are matched in periods t and t + 1, so it is best to establish a consistent procedure.
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price index can be written as



NL τt+1 =



Y g∈{ink,las}



ω Jg  Y pjt+1 jgt+1 j=1



!ωgt+1



pjt



 Jg  Y bjt bjt+1 j=1



ωjgt+1 σ−1



!ωgt+1



Jg λt+1 J λt g



gt+1 ! ωσ−1



(3) where J λt g
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PJg j=1 pjt mjt =P , j∈Jgt pjt mjt



ωgt+1 = P



(sgt+1 − sgt )/(ln(sgt+1 ) − ln(sgt )) g∈{ink,las} (sgt+1 − sgt )/(ln(sgt+1 ) − ln(sgt ))



(sjt+1 (Jg ) − sjt (Jg ))/(ln(sjt+1 (Jg )) − ln(sjt (Jg ))) . ωjgt+1 = PJg (s (J ) − s (J ))/(ln(s (J )) − ln(s (J ))) jt+1 g jt g jt+1 g jt g j=1



Here sjt (Jg ) denotes share of expenditure in time t accounted for by product j out of the products in {1, . . . , Jg }, while sgt is the share of total expenditure accounted for by group g in {ink, las}. The NRCL index can be written by calculating the NL index for each consumer type and then taking the geometric r average with weights ft+1 . This formulation of the price index lends itself immediately to a price, quality, and variety decomposition, so long as the comparison sets of products are chosen in a certain way. Specifically, in time t, let {1, . . . , Jg } equal the full set of goods available, Jgt . Then in time t + 1 choose {1, . . . , Jg } to be representative of the t + 1 distribution of price and quality. This can be done by sampling Jg products across the distribution of price and quality seen in Jgt+1 , assuming that quality for each printer is known or has been recovered through product-level demand estimation.22 Because the time t + 1 set is thus scaled to be of size Jg , it captures the price and quality distribution present in t + 1 but holds variety constant at the period t level. Once these sets have been defined, each term of expression (3) has a natural interpretation as an underlying component of the price index. The first part of equation (3) is a geometric average of price ratios, pjt+1 /pjt , which captures the changes in price between time t and t + 1. The second part is a geometric average of quality ratios, bjt /bjt+1 , which captures changes in quality. The third part is an 22



I discuss the sampling method in further detail in Section 7.
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expenditure share adjustment, which reflects how much expenditure has shifted to the greater number of goods that are available outside of the set {1, . . . , Jg }. This term captures variety. The application of equation (3) here differs from that in Feenstra (1994). Because he lacks access to detailed product-level data in that paper, Feenstra wishes to avoid estimating the quality of each good j. Therefore, he defines {1, . . . , Jg } to be the set of products that appear both in period t and t + 1. Assuming that these products have constant quality over time, the quality ratio term drops out, greatly reducing the estimation burden. However, once the comparison sets are defined in this manner, it changes the interpretation of the underlying terms in expression (3). Instead of comparing against the full choice set of time t, this method defines {1, . . . , Jg } so that it does not align with the choice set of either period. Thus the price ratio term captures the effect of changing prices for the goods common to both periods only. Meanwhile, the expenditure share adjustment captures gains from new versus disappearing products. These gains may occur because new products have lower prices, higher quality, or result in more variety, lumping all three effects together.
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Estimation



The price indices require two estimation inputs, the elasticities of substitution and the qualities for each printer model. My procedure for recovering these follows from standard logit demand estimation techniques. Let me begin with the NRCL model, as the NL has the same form. Choose one good that appears in every time period to be the reference good. Assign this product the zero index and assume that br0t = 1 for all consumer types and time periods.23 Then subtract the log of type r’s demand for good zero from the log of demand for each other product. This results in  ln



srjt sr0t







γr − 1 = r ln(brjt ) − (γ r − 1) ln σ −1



23







pjt p0t



 +



σr − γ r ln(srjt|g ). σr − 1



(4)



This can be thought of as re-scaling the qualities of all other goods to be in units relative to the quality of good 0.
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This equation is the basis for estimating the model.24 The srjt is the share of expenditure for good j amongst type r consumers, while srjt|g is the analogous share within the products in group g only. For each printer we observe a number of characteristics that indicate quality. Collect the characteristics for printer j into a vector denoted by xjt . Then assume the following: γr − 1 (5) ln(brjt ) = (xjt − x0t )β r + erjt . σr − 1 The β r is a vector of parameters to be estimated and erjt is an error term that allows for quality unobserved by the econometrician. This gives  ln



srjt sr0t







r







r



= (xjt − x0t )β − (γ − 1) ln



pjt p0t



 +



σr − γ r ln(srjt|g ) + erjt . σr − 1



(6)



Equation (6) is an estimating equation that can be run on product-level purchase data that is categorized by consumer types. If data categorized by consumer type is unavailable, one could specify a distribution for consumer types and estimate its parameters by matching the marketlevel expenditure shares (as opposed to type-level shares) with those observed in the data. Because I have access to data by small versus large consumers, I have elected to avoid wading into these econometric intricacies.25 Introducing this level of complexity into the model would make the estimation routine less transparent and hamper comparisons between the NRCL and other logit models.26 In the case of computer printers, observable consumer characteristics that I 24 The treatment of the reference good here differs from that in certain other logit demand applications. This is due to the changes in the model that are made to link it directly to the NCES. Other papers estimate logit demand as the share of consumers that buy a given good (quantity shares). In that context, it makes sense to designate a reference good as the no purchase option. In contrast, the NCES, and by extension the NL and NRCL models in this paper, are models of expenditure allocation conditional on a given amount of income earmarked for the set of goods at issue. Expenditure will be exhausted across these products. Any effects due to expenditure shifting away from this sector would be captured by embedding these models into a higher level nest. See for example the multi-layered nests in Broda and Weinstein (2006). 25 For certain distributions, this procedure can be computationally intensive. In the case of the normal distribution, integrating up to the market-level shares has to be done numerically, and then the parameters have to be fitted using a non-linear search. See Knittel and Metaxoglou (2012) and Dub´e et al. (2012) for discussions on the challenges involved in this type of estimation. 26 Readers who are interested in these other estimation methods should consult Berry, Levin-
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have data on (small office versus large office buyers) are the most natural drivers for heterogeneous preferences. One would expect the ordinary least squares coefficient on price to have a positive bias (making it smaller in absolute value) because printer vendors will tend to set higher prices for models that have high unobserved quality. In addition, it is likely that ln(sjt|g ) is endogenous, as increased unobserved quality can drive higher within group sales. This would also induce a positive bias in the ln(sjt|g ) coefficient. Therefore, I use instruments for both the log price and the log share variables.27 If β r = β, γ r = γ, and σ r = σ for all r ∈ {sm, lg}, equation (6) reduces to the NL model.28 Thus, the NL estimation routine is the same as the NRCL, except using product-level purchase data for all types of consumers pooled together.



6 6.1



Identification General Strategy



The identification of the coefficients on product characteristics (including price) depends on variation in these variables relative to changes in each product’s expenditure share. This variation is driven by cross-sectional differences across products and by time series changes over quarters. In these data, both of these sources of variation are important, because neither on its own is sufficient to identify the model parameters. This issue arises because, while detailed, the available product-level data only have information on one national market observed at relatively low frequency. In turn, this limits what can be done with panel fixed effects techniques. For example, Nevo (2000) advocates using product fixed effects to focus on variation within goods, but this is only possible because he has data for the same product sohn, and Pakes (1995), Nevo (2000), and Train (2009). 27 Treating other product characteristics besides price as endogenous is much less common because finding an instrument that is uncorrelated with unobserved quality but correlated with observed quality is difficult. 28 If in addition the ln(srjt|g ) term is dropped, this equation reduces to the MNL model.
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in multiple cities and not, as I have, data for one country overall.29 Given this problem with product fixed effects, I instead opt to use product characteristics (most of which are constant for the life of a model) in the hope that they capture time-invariant differences across goods. Similarly, focusing on cross-sectional variation within a time period across products also results in weak identification.30 This is because changes in the products available over time are a large driver of variation in product characteristics. Product features are mostly constant within a model over quarters, and the technologies available at one time are somewhat similar across models. Once we look across time periods, we can see the effects of the entry and exit of products, and new models often have more different characteristics from what was previously available. Therefore, the estimation assumes that movements in product characteristics over time and across goods, and their attendant changes in expenditure shares, can all be used to identify parameters. In effect, this treats each time period of data as an independently generated cross section, acknowledging no dynamic connections in purchases between years. As alluded to in Section 4, this assumption ignores any possibility of consumption dynamics, such as agents strategically deciding when to purchase a product whose available characteristics are changing over time. This type of behavior may occur with durable goods like printers that have experienced a great deal of technological change. Gowrisankaran and Rysman (2012) have developed a way to deal with these issues in demand estimation. These authors show that in a situation of falling prices, consumers with a low value for the product may wait to buy. This may lead the price indices from static models to overstate welfare 29



As Nevo points out on page 536, “to introduce a brand dummy variable we require observations on more than one market.” If I force the NL IV regression to run with product dummy variables, the resulting price coefficient is insignificant. This is unsurprising since products only survive in the market for an average of just over a year, resulting in few observations for each model and therefore little within product variation. 30 If I run the NL IV regression for each of the ten available years of data separately, for example, the price coefficient is negative and significant in only two years. In many years the price coefficient is actually positive. This result parallels the findings in Berry, Levinsohn, and Pakes (1995), where a single cross section is insufficient to identify their random coefficients logit model (see footnote 30 in that paper). Those authors use low frequency, national-level data similar to mine.
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gains from price decreases, as they do not account for later buyers valuing their purchases less. However, I cannot leverage this methodology for two reasons. First, as already discussed, my data have limited time variation because of their relatively low frequency. These data are insufficient to identify a rich dynamic model. Second, even with access to high frequency data, Gowrisankaran and Rysman (2012) have to make a strong assumption, inclusive value sufficiency, in order to make their model computationally feasible. Inclusive value sufficiency assumes that consumers form expectations about only the logit inclusive value of all products going forward, not about individual characteristics. This assumption is difficult to believe in my setting, as certain characteristics, particularly price, were more likely to be affected by ongoing Indian trade liberalizations. Incorporating separate expectations on these variables would greatly enlarge the state space of the model and in turn increase computational burden. Identification of the within group share coefficient depends on how different the conditional share for a product is from its share amongst all products, as driven by how substitution occurs within nests as opposed to between. To take an example, imagine that the price of an inkjet printer rises. If inkjet printers are better substitutes for each other than for laser printers, as would be implied by a nested model, the expenditure that leaves this now more expensive printer should be reallocated more towards other inkjet printers in the same nest than across nests to laser printers. The extra effect of expenditure substituting away from the inkjet group is muted.



6.2



Instruments



The demand estimation routine requires instruments for the log price and log within group share variables. When faced with this situation, researchers often struggle to find plausibly exogenous instruments that exhibit enough time-series and cross-sectional variation to be useful. In my empirical application, I can leverage the international trade aspect of my data to solve this problem. As already discussed, the vast majority of sales in the Indian printer market (and all sales in my data) are accounted for by foreign brands. These brands’
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parent companies are located in places like the US (such as Xerox and HP), Japan (such as Canon and Ricoh), and South Korea (Samsung). Therefore, any revenues these corporations make by selling printers in India must ultimately be converted from Indian rupees into their home currency in order to become part of their bottom lines.31 As such, the exchange rate between their home currency and the Indian rupee should affect the prices that are set and in turn affect expenditure shares.32 However, given that the buyers of printers in this market are largely small Indian firms that only operate domestically, the exchange rate should not affect demand independently.33 One might worry that the headquarters country has little relationship with price and market shares, since the printers may actually be exported from a different country of manufacture. However, a visual inspection of the data suggest that the headquarters country is an important determinant of variation in price and share. See Figure 1, which is a box plot of log price across headquarters country-years, and Figure 2, which is the analogous graph for log within group share. There is a marked difference between the series for each headquarters location, which supports the use of headquarters exchange rates.34 Thus, I use these exchange rates to build an instrumental variable in the sprit of Berry, Levinsohn, and Pakes (1995), who use functions of competing 31



The printers themselves may not be manufactured in their headquarters country. Many are produced in Southeast Asia and China, although I do not have specific data identifying country of origin. 32 According to the structure of the NL and NRCL models, the within group share of product j is a function of good j’s price, good j’s quality, and the price and quality of the other products in the same group. Therefore, the argument for why an instrument is correlated with the share variable is often based on whether that instrument can affect price and consequently within group shares. Nevertheless, within group share is not a simple linear function of prices (own price enters both in the numerator and denominator of share, for example), so these instruments still typically generate independent identifying restrictions. 33 There are some drawbacks to this approach. Prices for printers may be set initially in Indian rupees, not in foreign currencies and converted. If there are menu costs, this may mean that prices are sticky in Indian rupees and hence less sensitive to exchange rate movements. In addition, the exchange rate may be affected by domestic policy controls or general equilibrium effects that are in turn related to local demand factors. I assume that these effects are largely not operative here. 34 It appears that there is a large jump in the log price data for Japan between 2001 and 2002. However, this is mostly due to a change in the composition of Japanese printers being sold in India between these two years. When conditioning on printer characteristics, this break largely disappears.
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products’ characteristics as instruments. I form the average nominal exchange rate of each model’s rival products that appear in the same IDC product category in the same time period.35 For example, imagine that there are three models in a certain category, one from Japan and two from the US. Then the instrument for the Japanese model would be the US exchange rate, while the instrument for each of the US models would be the average of the US exchange rate and the Japanese exchange rate. The intent is to capture the variation in pricing competition across types of printers. Ordinarily, the instrument could vary in scale when it is computed for a US printer versus a Japanese one, as then which exchange rate is excluded from the category average switches. However, most of that variation results only from the difference in units between the dollar and the yen. I remove this variation by demeaning the series within each headquarters country through subtracting the average over time.36 I also construct a second instrumental variable based on tariffs. As previously mentioned, India liberalized trade in the computer printer sector over the time period I study, gradually zeroing out most printer tariffs. This fall in taxes was mandated by a WTO agreement covering a number of information technology products, and hence is likely unrelated to unobservables in printer demand. Furthermore, tariffs, being an important indicator of the openness of the Indian market, are likely to be correlated with printer prices and with within group expenditure shares. In addition, tariffs should not enter into demand on their own, since consumers should not care about them beyond their effects on price. Note that the tariff only exhibits time variation, as it was set uniformly across all printers within the HS tax code. It dropped in six steps over time, and therefore acts similar to a time trend.37 35



See the Table B.2 in the web Appendix for a list of these categories. The intent of this transformation is to cancel out variation between countries in the instrument, similar to including country fixed effects in the first stage. I do not actually include country fixed effects because they appear to remove important identifying variation in certain product characteristics that vary more between brands of different headquarters countries than within brands of one country. Furthermore, using country fixed effects causes the resulting demand estimates to be less price elastic, which does not suggest that they are helping to reduce bias due to price endogeneity. 37 It was adjusted at the end of 1999, the beginning of 2000, the end of 2003, the beginning and end of 2004, and the beginning of 2005. 36
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7 7.1



Results Estimated Coefficients



I estimate equation (6) both for large and small type consumers (for the NRCL results) and for all purchases pooled together (for the NL results). This gives three linear estimating equations.38 My preferred method is two stage least squares, but I also provide ordinary least squares estimates for comparison. I difference the data with respect to one printer model, the reference good. I use a dot matrix printer, both because it is the most common alternative to the laser and inkjet models included in my dataset and because only dot matrix models remain in the market long enough to appear in every time period. As previously mentioned, I only have data on selected dot matrix models, and there is only one model that appears in all the years from 1996 to 2006, the Panasonic KX-P1150. This is the product that I take as my reference good.39 The first stage estimates appear in Table 1. The tariff instrument is significant in all equations, and the exchange rate instrument is significant in all but one. For all equations, the F statistics for the excluded instruments (reported at the bottom of the table) are above 10. The models are exactly identified, so there is no overidentification test statistic. The main parameter estimates appear in Table 2. Standard errors are clustered at the model level, to correct for correlation across observations of the same product. The coefficient on log within group share is always highly significant (and less than 1), indicating that a nested model is appropriate. This finding is expected, as there is a natural dichotomy between laser and inkjet printers. In all regressions, instrumenting appears to remove a positive bias on the log price and 38



In order to test the two models against each other, I also estimate all three equations jointly by stacking together their observations. That is, I interact the independent variables with a constant and with dummies for whether an observation is for small buyers and for whether an observation is for large buyers. This provides an estimate of the joint distribution of all coefficients appearing in the three equations. Note however that the individual coefficients and standard errors are identical regardless of whether the equations are estimated together or separately. 39 I do not have consumer-level data for this model, so I assume that 5 percent of reported sales are made up of small consumers. This estimate is based on IDC sales data for two other dot matrix models sold from 1998 to 2003.



19



log within group share coefficients. This result accords with the hypothesis that the log price and the log share variables are positively correlated with unobserved quality. In what follows, I use the IV regressions as my preferred specification. The NL coefficients indicate that most non-price characteristics increase quality relative to that for the Panasonic KX-P1150, which has relatively low characteristics. The main exception is resolution, which may result from most buyers, unless they print photos regularly, having little use for ultra-high resolution machines. This reveals a potential heterogeneity between consumer types. As for the random coefficients, F tests on the interactions between the dummies for consumer type and the independent variables indicate that these are jointly significant. Therefore, the NRCL model is the best fit. Focusing on individual coefficients, I find that the small consumers’ coefficient on the laser dummy is significantly lower and the coefficient on resolution is significantly higher compared to those for large buyers.



7.2



Price Indices



I use the estimated parameters from the previous section to calculate price indices comparing India’s available printers in 1996, right before the WTO-mandated tariff liberalization, to those available in 2005, when the liberalization program had just finished. The results are presented in Table 3.40 Key differences between the price indices are reported in the rightmost column. For example, the difference between the NL and NRCL indices, τN L − τN RCL , is 0.021. In interpreting these numbers, the index is the factor by which we would have to multiply the prices of all goods in 1996 in order to give the same welfare as the goods available in 2005. For instance, the 0.084 NRCL index means that 1996 prices would have to fall by 91.6 percent in order to make consumers as well off as they were with the 2005 choice set. The NL and NRCL indicate large welfare gains over these years, as for both models 1996 prices have to fall by roughly 40



These annual figures average over the results for the first quarter of 1996 versus the first quarter of 2005, the second quarter of 1996 versus the second quarter of 2005, and so on. Following Broda and Weinstein (2006), I construct bootstrapped 95 percent confidence intervals by sampling 100 times from the estimated joint distribution of the regression parameters in Table 2 and calculating the price index for each sample.



20



90 percent to compensate for 2005 improvements. The distinction between the two indices is only marginally significant, since the confidence interval of their difference is close to including zero. However, despite the overall similarities between the NL and NRCL results, the NRCL reveals some heterogeneity between consumers. Large buyers account for about 80 percent of expenditures, which means they dominate the aggregate NRCL index and cause it to track the NL index closely. Indeed, the NRCL index for large consumers is nearly identical to and statistically indistinguishable from the NL index. But, this masks the effects felt by small consumers, whose index indicates a 95 percent decrease in 1996 prices, versus 90 percent for large buyers. That is, small buyers would have to multiply all 1996 prices by an additional factor of nearly 50 percent, on top of the factor seen in either the NL or large consumer NRCL index, in order to be fully compensated for 2005 product improvements. Confidence intervals for these differences indicate that they are significant.



7.3



Effect of Trade Policy



The above results demonstrate that Indian consumers experienced considerable welfare gains in printers. However, the question remains as to how much of these gains resulted from India’s increased openness. India lowered its tariffs on printers from 20 percent to zero during 1996 to 2005 and became increasingly integrated with world markets through general globalization. Isolating this effect is difficult, because printers were simultaneously experiencing a lot of technological progress. These improvements affected printers worldwide and would likely have benefited India even if it were already fully open to trade in 1996. In order to disentangle these effects, I compare the products available in India to those in another country, Norway, which had few trade restrictions. This exercise posits that were India to have been fully open to trade from 1996 to 2005, it would have consumed the same printers observed in Norway. In 1996, Norway’s tariffs on printers were only 3.6 percent ad valorem, and these fell to zero by 2000. Furthermore, Norway is a relatively small destination for printers, meaning it is unlikely to be targeted with special country-specific models compared to
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places like the US or Japan. Admittedly, Norway and India are at different stages of economic development. However, most developing markets either had large trade restrictions on printers during this time period or do not have data available, so they cannot be used as a baseline. Insofar as the Norway comparison overestimates what India’s consumption of advanced printers would have been without trade barriers and therefore results in overly large measured gains from technology, this will tend to underestimate the effects of India’s liberalization. I calculate the counterfactual Indian price index using model-level data on price and quantity in Norway and the NL elasticity parameters γ and σ from Table 2. I do not observe purchases by customer type, so I cannot calculate the NRCL index. However, given that in this instance the NL and aggregate NRCL indices are similar, the results should not be greatly affected. Because I do not observe detailed product characteristics, I cannot measure the quality of each model. However, I can still use the Feenstra (1994) method to recover the NL price index, so long as I compute it between adjacent quarters so that the same printers appear in both time periods.41 Then I multiply across quarters to recover the price index for the whole period. This follows the method used in Blonigen and Soderbery (2010). The resulting counterfactual price index appears in the bottom of Table 3. The 0.198 says that were India to have been already open to trade, it would have seen product improvements in 2005 equivalent to a 80.2 percent price decrease in its 1996 products, all due to technological change. The actual NL index is lower, at 0.104, which means that the process of trade liberalization created gains on top of general technological progress. This difference is equivalent to saying that 1996 prices would have to drop by an additional 53 percent to compensate for India’s gains from increased openness is 2005. If I use the NRCL index for comparison, it would indicate an extra 42 percent price decrease. This comparison is not entirely fair, since the counterfactual index is calculated using the NL, not the NRCL model, but the results are qualitatively similar regardless. 41



That is, I assume that any printer appearing in adjacent quarters has constant quality, so as to form the base set {1, . . . , Jg } in a way so that the quality terms cancel out in equation (3).
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7.4



Price Index Decompositions



The decompositions into price, quality, and variety effects appear in Table 4. In constructing these decompositions, I need to choose a subset of goods from the 2005 set of products that is the same size as the set available in 1996, but still reflects the 2005 distribution of price and quality. Suppose that there are X products available in 1996 and Y > X products available in 2005. I split the 2005 ranges of price and quality into 5 different percentile bands, giving 25 price/quality bins. I then randomly choose models at a rate of X/Y from each bin. This procedure gives me a set of 2005 goods that is the same size as the set of 1996 goods, which together I can use for the set {1, . . . , Jg } in the index calculation. In order to ensure that my findings are not driven by a particular sample, I repeat this procedure 100 times for different samples, and average across the resulting terms. Each entry in Table 4 is interpreted just as for the overall price indices. That is, an entry of 0.355 for quality means that prices in 1996 would have to fall by 64.5 percent in order to compensate for the better quality available in 2005. For both the NL and NRCL models, quality appears to be the largest contributor to welfare gains. Prices on 1996 printers would have to decrease by about 65 percent to compensate for improvements in quality alone. However, the contribution of price is a close second, requiring either a 59 percent fall in 1996 prices (NL model) or a 62 percent fall (NRCL model) to compensate for the cheaper printers of 2005. In contrast, variety is a markedly smaller contributor to welfare improvements. In the NL model, prices on 1996 prices would only have to fall by 28 percent to compensate for increased variety, or 36 percent in the NRCL model. This despite the number of models increasing over nine fold during this time period. It appears that consumers valued the changes in characteristics (price and printer features) offered by new printers, rather than gaining simply through love of variety. Although none of the decomposition terms are significantly different between the NL and aggregate NRCL indices, the underlying NRCL indices for small and large buyers indicate some distinctions between consumers. Similar to what we already saw with the price indices, the effects for large consumers track the
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overall NRCL index relatively closely. Meanwhile, small buyers show larger gains from both quality and price, as each of these channels require 1996 prices to fall by over 70 percent to equal the 2005 product improvements. Price actually slightly outpaces quality, though the gap is small. Both differences between large and small consumers are significant. Furthermore, gains from variety are less pronounced for small consumers compared to large, although the difference is not statistically significant. Therefore, small buyers exhibit a more pronounced split between the strong gains in quality and price relative to the weaker effects of variety, when compared to large consumers.



7.5



Alternative Models



In this paper, I have chosen the NL and NRCL models for their relative flexibility and ability to fit the available data. However, there are a number of other models that appear in the literature on differentiated products, two of the most common being the MNL and the NCES. The MNL is the more-restrictive cousin of the NL and NRCL. This model assumes that substitution between all products is symmetric (so there are no nests) and that all buyers are identical besides the logit error term (so there are no random coefficients). In mathematical terms, the MNL sets the elasticity of substitution σ equal to γ in the price index formula (1). In order to apply the MNL to the printer data, I assume that the parameter σ no longer appears in the model, so that the only elasticity of substitution between products is γ = 2.467 from Table 2.42 The resulting price index appears in Table 5, along with the decomposition into the three underlying components. Relative to the NL, the MNL decreases to 0.033, implying that 1996 prices must fall by nearly 97 percent to compensate for 2005 improvements. Compare this to the 90 percent that results in the NL model. The difference arises because the MNL fails to recognize the higher substitutability within inkjet and laser printers, respectively. In turn, this predisposes the MNL model to find a greater effect from variety compared to a 42



Alternatively, I could estimate this elasticity using another IV regression without the within group share term. However, given that we know that term is significant in the NL regression, the resulting estimate of γ is likely to be biased. Most plausible instruments for price would also be correlated with the omitted within group share.
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nested framework. Indeed, the price and quality terms in the MNL decomposition are similar to their NL counterparts, whereas the variety term is much lower. The MNL model says that 1996 prices should fall by 76 percent to compensate for variety, while the NL effect is only 28 percent. Another commonly used model is the NCES. Structurally, the NCES has the same price index as the NL, so in that sense it is not a unique model unto itself. However, the NCES, as it is frequently applied in the literature, typically uses aggregated trade data, not product-level sales data. To mimic the usual NCES setup, I aggregate my data into headquarters country-printer type categories that group together sales of several different models.43 This level of aggregation is similar to that seen in data provided by many customs authorities, although in the latter case the categories are in terms of manufacturing source country, not headquarters country. Using these aggregated data, I can calculate an NCES price index following the Feenstra (1994) method. That is, I assume that any category that appears in both the base and comparison periods has constant quality. Then I can use those categories as the set {1, . . . , Jg } in equation (3), and the quality term drops out. Once I plug in for prices, expenditures, and the elasticity σ (taking the NL value from Table 2), I obtain the price index. The result appears in Table 5. There is no accompanying decomposition since the index is constructed specifically to eliminate the quality parameters from equation (3). Although still showing a large welfare gain, the NCES says that 1996 prices have to fall by less than in the NL model to compensate for 2005 improvements (85 percent versus 90 percent). This result parallels the findings in Blonigen and Soderbery (2010), who conduct a similar exercise using automotive sales data. The aggregation of the data obscures some changes in printers over time. In particular, the assumption that categories appearing both in 1996 and 2005 have constant quality is likely violated. 43



The specific categories that I use appear in Table B.2 in the web Appendix.
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8



Conclusion



Consumers of computer printers in India gained substantially from imports over 1996 to 2005. Both the NL and NRCL models imply that 1996 prices would have to fall by about 90 percent in order to make buyers as well off as they were with the printers available in 2005. Quality is the leading driver of these gains, followed closely by price. Gains from the increase in the number of varieties is a much smaller contributor, meaning that it was the type of printers imported that mattered, not merely that more printers were available. A portion of these gains stem from India’s trade liberalization during this time period, which was mandated by its signing of the WTO’s Information Technology Agreement. Using the NRCL model, I find that many of the resulting welfare benefits in printers accrued to home office and small business buyers, who form a large number of the establishments in India. Therefore, it appears that in this case India’s liberalization program succeeded in aiding the types of consumers who until then were likely to have the least access to these technology goods. Given that the the Information Technology Agreement was a multilateral initiative that lowered tariffs in a number of countries, it would be interesting to see if it had a similar effect on other signatories, particularly those whose customer base and buying patterns differ markedly from those in India.
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Figure 1: Log Price by Year and Headquarters Country



Notes: Each box spans the 25th and 75th percentiles (p25 and p75 , respectively), while the line within each box indicates the median. The whiskers span [p25 − 3/2(p75 − p25 ), p75 + 3/2(p75 − p25 )]. Outliers beyond that range are not graphed. Models from the EU are excluded, since there are very few observations.



Figure 2: Log Within Group Share by Year and Headquarters Country



Notes: Each box spans the 25th and 75th percentiles (p25 and p75 , respectively), while the line within each box indicates the median. The whiskers span [p25 − 3/2(p75 − p25 ), p75 + 3/2(p75 − p25 )]. Outliers beyond that range are not graphed. Models from the EU are excluded, since there are very few observations.
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Ln(Price) 0.921*** (0.061) 0.287*** (0.021) 0.138*** (0.023) -0.851*** (0.269) 0.972*** (0.049) 0.322** (0.140) 0.388*** (0.040) 0.419*** (0.042) 1.727*** (0.063) 0.494*** (0.170) 0.442*** (0.023) 220.83 0.000 6413



No Types Ln(Group Share) -0.251* (0.140) -0.180*** (0.040) 0.139*** (0.033) -2.223*** (0.697) -0.0214 (0.124) 0.035 (0.089) 0.075 (0.129) -0.148 (0.125) -0.247* (0.146) -1.628*** (0.450) 0.772*** (0.0660) 73.84 0.000 6413 Ln(Price) 0.652*** (0.111) 0.189*** (0.050) 0.187*** (0.036) -0.405 (0.538) 1.080*** (0.087) 0.667* (0.349) 0.515*** (0.0610) 0.384*** (0.0603) 1.471*** (0.101) 0.680** (0.267) 0.461*** (0.0413) 90.08 0.000 2852



Small Ln(Group Share) -0.716*** (0.272) -0.204* (0.111) 0.325*** (0.070) -1.956 (1.541) -0.771*** (0.202) -0.031 (0.253) -0.276 (0.193) -0.136 (0.177) 0.235 (0.245) -1.191 (0.771) 0.612*** (0.124) 12.45 0.000 2852 Ln(Price) 0.935*** (0.061) 0.290*** (0.021) 0.134*** (0.023) -1.004*** (0.295) 0.974*** (0.049) 0.310** (0.138) 0.381*** (0.040) 0.412*** (0.045) 1.764*** (0.066) 0.473*** (0.178) 0.445*** (0.024) 203.5 0.000 5944



Large Ln(Group Share) -0.317** (0.142) -0.189*** (0.040) 0.131*** (0.032) -1.339* (0.714) 0.122 (0.120) 0.134 (0.082) 0.124 (0.125) -0.255* (0.133) -0.609*** (0.149) -1.438*** (0.460) 0.743*** (0.065) 69.01 0.000 5944



Notes: * indicates 10% significance, ** indicates 5% significance, and *** indicates 1% significance. Clustered standard errors (by printer model) are in parentheses. All regressions include a constant. Small consumers are home office buyers or 1 to 9 employee establishments. Large consumers are 10 or more employee establishments. “BW PPM Speed” is the maximum number of pages per minute that can be printed in black and white.



F Statistic for Instruments P-Value Number of Observations



Tariff



Rival Exchange Rate



Laser Dummy



MFP Dummy



Ethernet Dummy



Footprint Size



A3 Dummy



Resolution



RAM



BW PPM Speed



Variable Color Dummy



Table 1: First Stage Regression Results
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Small OLS Coefficient IV Coefficient -0.655*** -1.378*** (0.050) (0.273) 0.854*** 0.707*** (0.014) (0.251) 0.653*** 1.101** (0.160) (0.446) 0.422*** 0.440*** (0.060) (0.137) 0.162*** 0.282*** (0.034) (0.057) 2.840*** 0.422 (0.601) (0.937) 0.684*** 1.343*** (0.099) (0.485) 0.119 0.690 (0.167) (0.445) -0.094 0.285 (0.091) (0.244) 0.687*** 0.838*** (0.066) (0.137) 0.253 1.357*** (0.161) (0.435) 1.655*** 2.378*** (0.050) (0.273) 5.487*** 5.710 (0.498) (4.905) 2852 2852



Large OLS Coefficient IV Coefficient -0.541*** -1.281*** (0.031) (0.210) 0.887*** 0.702*** (0.009) (0.134) 0.446*** 1.172*** (0.071) (0.269) 0.276*** 0.418*** (0.023) (0.098) 0.177*** 0.228*** (0.022) (0.034) 1.345*** -1.337*** (0.269) (0.448) 0.430*** 1.234*** (0.060) (0.205) 0.078 0.412** (0.058) (0.162) 0.075 0.404*** (0.055) (0.095) 0.639*** 0.721*** (0.047) (0.109) 2.152*** 3.331*** (0.083) (0.477) 1.541*** 2.281*** (0.031) (0.210) 5.799*** 5.292** (0.501) (2.599) 5944 5944



Notes: * indicates 10% significance, ** indicates 5% significance, and *** indicates 1% significance. Clustered standard errors (by printer model) are in parentheses. All regressions include a constant. All variables are differenced with respect to the Panasonic KX-P1150. Small consumers are home office buyers or 1 to 9 employee establishments. Large consumers are 10 or more employee establishments. “BW PPM Speed” is the maximum number of pages per minute that can be printed in black and white.



Number of Observations



Implied σ



Implied γ



Laser Dummy



MFP Dummy



Ethernet Dummy



Footprint Size



A3 Dummy



Resolution



RAM



BW PPM Speed



Color Dummy



Ln(Group Share)



Variable Ln(Price)



Table 2: Logit Regression Results No Types OLS Coefficient IV Coefficient -0.594*** -1.467*** (0.029) (0.186) 0.879*** 0.779*** (0.009) (0.116) 0.465*** 1.351*** (0.070) (0.237) 0.286*** 0.479*** (0.022) (0.087) 0.170*** 0.230*** (0.021) (0.033) 2.025*** -0.614 (0.271) (0.460) 0.506*** 1.408*** (0.058) (0.198) 0.0890 0.440** (0.057) (0.173) 0.0898* 0.465*** (0.051) (0.094) 0.658*** 0.832*** (0.042) (0.092) 1.563*** 3.061*** (0.081) (0.381) 1.594*** 2.467*** (0.029) (0.186) 5.927*** 7.639* (0.441) (4.276) 6413 6413



Table 3: Price Index Results, 1996 vs. 2005 Model NL NRCL NRCL Small NRCL Large NL Norway



Index (τ ) 0.104 [0.062, 0.142] 0.084 [0.037, 0.124] 0.048 [0.013, 0.089] 0.099 [0.043, 0.143] 0.198 [0.113, 0.275]



Difference NL-NRCL NL-NRCL Large NL-NRCL Small NRCL Large-NRCL Small NL Norway-NL India NL Norway-NRCL India



Test Statistic 0.021 [0.007, 0.033] 0.005 [-0.013, 0.022] 0.056 [0.028, 0.080] 0.051 [0.016, 0.090] 0.094 [0.051, 0.138] 0.115 [0.069, 0.161]



Notes: These price indices are calculated at the quarterly level (comparing the first quarter of 2005 to the first quarter of 1996, for example), and then averaged over all four quarters. The test statistic for the “difference” reported in the fourth column is the difference between the two price indices indicated in the third column. Bootstrapped 95 percent confidence intervals are in brackets.



Table 4: Price Index Decompositions, 1996 vs. 2005 Model NL NRCL NRCL Small NRCL Large Difference NL-NRCL NRCL Small-NRCL Large



Price 0.408 [0.388, 0.414] 0.375 [0.359, 0.428] 0.247 [0.213, 0.265] 0.429 [0.405, 0.530] Price 0.032 [-0.021, 0.050] 0.182 [0.140, 0.290]



Quality 0.355 [0.311, 0.432] 0.346 [0.285, 0.408] 0.258 [0.179, 0.363] 0.379 [0.311, 0.450] Quality 0.008 [-0.019, 0.053] 0.121 [0.012, 0.199]



Variety 0.717 [0.404, 0.971] 0.638 [0.267, 0.937] 0.754 [0.159, 0.979] 0.607 [0.232, 0.968] Variety 0.079 [-0.013, 0.215] -0.146 [-0.458, 0.255]



Notes: These decompositions are calculated at the quarterly level (comparing the first quarter of 2005 to the first quarter of 1996, for example), and then averaged over all four quarters. Bootstrapped 95 percent confidence intervals are in brackets.
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Table 5: Price Index Results for Alternative Models, 1996 vs. 2005 Model MNL NCES Model MNL



Index (τ ) 0.033 [0.021, 0.045] 0.153 [0.100, 0.196] Price 0.383 [0.364, 0.388]



Difference NL-MNL NCES-NL Quality 0.379 [0.328, 0.453]



Test Statistic 0.071 [0.041, 0.098] 0.049 [0.033, 0.065] Variety 0.238 [0.131, 0.315]



Notes: These price indices and decompositions are calculated at the quarterly level (comparing the first quarter of 2005 to the first quarter of 1996, for example), and then averaged over all four quarters. The test statistic for the “difference” reported in the fourth column is the difference between the two price indices indicated in the third column. Bootstrapped 95 percent confidence intervals are in brackets.
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