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Satisficing and Optimality* Michael Byron INTRODUCTION It is common, though perhaps not correct, to think that practical rationality is strictly instrumental.1 The functions of instrumental reason include finding suitable means to our determinate ends, helping to determine our indeterminate ends, and implementing our principles in appropriate actions. One reason that might be given for adopting instrumentalism with respect to rationality might be that our best scientific evidence offers little support for the idea that our brains have powers to detect good and bad as such in persons, actions, or lives. But whatever one’s reasons for taking up instrumentalism, it remains to specify the relationship means are to have with ends. A natural demand is that instrumentally rational actions implement the best means to one’s given ends. Optimizing conceptions of rationality endorse this demand. A competing conception of rationality—the satisficing conception—weakens this requirement and permits some rational actions to implement (merely) satisfactory means to the agent’s given ends. The present article argues that instrumentalist theories of rationality as commonly understood cannot consistently accommodate this satisficing conception of rationality. If you accept a theory of instrumental rationality like decision theory, which purports to capture the relevant notion of ends in a preference ordering, then you adopt an optimizing conception of rationality, and you will think that rationality demands maximal preference satisfaction.2 Maximal preference satisfaction is to be achieved, in turn, by *



Thanks to Michael Dickson, Michael Kremer, Alasdair MacIntyre, Philip Quinn, Bob Richardson, Michael Slote, Christine Swanton, David Vessey, and the Ethics Group at the University of Notre Dame for their helpful comments on earlier drafts of this article. I am also grateful for the beneficial suggestions from the faculty and fellows of The Ethics Center at the University of South Florida during 1996–97: Peter French, Peggy DesAutels, Margaret Walker, Mitch Haney, and Mark Woods. I am particularly in the debt of David Schmidtz for his insight, criticism, and generous encouragement. 1 Disclaimer: I reject a strictly instrumentalist account of practical reason. As I have shown elsewhere, instrumentalism based on decision theory confronts insuperable difficulties. (See my Rationality and the Paradoxes of Decision Theory, Ph.D. thesis, University of Notre Dame, 1996.) So why do I care about satisficing? Proponents of instrumentalism might seek to save their view by abandoning the maximizing conception of rationality characteristic of decision theory in favor of a satisficing conception. This article aims to show that such a maneuver fails: if you accept a certain kind of instrumentalism, then you cannot consistently embrace a satisficing conception of rationality. Proving this conditional statement does not commit me to instrumentalism. Rather, this article emerges as a component of a broader project aimed at rejecting instrumentalism about practical reason. 2 The maximality requirement must of course be recast for choices under risk or uncertainty, when we do not know which action will maximize preference satisfaction. For ease of exposition, I will often speak in terms of expected utility theory and the likelihood that an action will maximize preference satisfaction. Adopting the terminology of expected utility theory is not, however, crucial to the argument. For one thing, my discussion remains neutral among various feasible conceptions of expected utility (e.g., causal or evidential expected utility). I have tried to reflect this neutrality by adopting a certain vagueness about the relation means are to have to ends (viz., causal or evidential). More important, the issue between optimizing and satisficing conceptions of rationality does not presuppose any particular preference-based account: I believe the argument is also neutral among expected utility theory and many of its alternatives,
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maximizing one’s expected utility function or by some other procedure, such as minimax regret. Rational action, on this view, thus aims at what is most likely to satisfy the agent’s preferences. At first blush, decision theory’s explication of rationality might seem incongruent with instrumentalism. If instrumentalism requires that we choose the best means, and if decision theory asks us to maximize with respect to our ends (as expressed in our preferences), then how are the two connected? They are connected by the theory’s conception of preference. A preference reflects a disposition to choose, and as a matter of logic one seeks to satisfy one’s higher ranked preferences.3 The objects of preference are usually taken to be either propositions (or something else that takes a truth value) or states of affairs. So a preference is satisfied, roughly speaking, when its object is true or obtains. The idea is that the satisfaction of preference is not a matter of degree: a preference is satisfied at a particular time, or it is not. Hence any efficacious means to satisfying a given preferred end will be a “best” means. Theories of rationality which employ this conception of preference thus translate instrumentalism’s (non-technical, suggestive) demand that we implement the best means to our given ends into a (technical, well-defined) requirement that we choose the alternative most likely to satisfy our higher ranked preferences. Notice what instrumentalist accounts like decision theory leave out. The rational action is not necessarily the one that best promotes “happiness,” where the conception of happiness is cashed out in terms other than preference satisfaction. On an Aristotelian view, for example, happiness (eudaimonia) consists in a virtuous life with a sufficiency of external goods. Instrumentally rational agents as such need not enjoy happiness of this sort, since they need not prefer to be virtuous. Nor does the exercise of instrumental rationality guarantee that the agent will enjoy well-being, where ‘well-being’ often denotes an objective list of goods that make the agent better off, whether she realizes it or not. The kind of rationality that concerns us here is strictly instrumental in this sense at least: an agent’s ends are taken as given in his preference ordering, and an action is instrumentally rational if it is or provides a suitable means to the satisfaction of those preferences. A satisficing conception of rationality will permit “suitable means” to be “good enough”; an optimizing conception will require “suitable means” to be the best. The terms ‘best’, ‘better’, ‘satisfactory’, and ‘good enough’ are all to be understood in terms of preference satisfaction, not happiness or well-being. This restriction reflects a concern with optimizing and satisficing conceptions of instrumental rationality. According to this kind of instrumentalist account, then, the rational evaluation of alternative courses of action turns on how likely an alternative is to satisfy our preferences. And in this evaluation, some means to our ends will clearly be better than others: some actions will be best from the perspective of satisfying our most relevant preferences or criteria of choice, and others will satisfy some but not all of those preferences and so be less including, e.g., Machina’s and McClennen’s non-independence theory and theories of minimax regret under conditions of uncertainty. 3 According to the standard view of preference, it is analytic that I choose $x$ from the set {x,y} if I prefer x to y. I may also choose $x$ if I am indifferent between $x$ and $y$. But preference is always sufficient for choice. For an accessible discussion of decision theory’s notion of preference and its relation to choice, see S.I. Benn and G.W. Mortimore, “Technical Models of Rational Choice,” in S.I. Benn and G.W. Mortimore (eds.) Rationality and the Social Sciences (London: Routledge and Keegan Paul, 1976), pp. 157–195.
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good means. Decision theory embodies an optimizing conception of instrumental rationality: it holds that instrumentally rational actions implement the best means to our given ends. Decision theory is not the only optimizing theory of rationality, but it is well known and furnishes a familiar illustration of an optimizing conception of rationality. A putatively more modest conception of instrumental rationality than an optimizing conception has challenged the intuitively natural idea that we ought rationally to choose the best means to our ends. A satisficing conception of rationality denies that rational agents must always seek the best means to their given ends. On this view, to be rational we sometimes need only choose satisfactory means to our ends. This conception of rationality can supposedly be captured by a satisficing theory of rationality and spelled out explicitly in terms of expected utility or related notions. Proponents of satisficing theories sometimes maintain that it can be rational to choose an alternative that is not optimific, i.e., one with less than maximal expected utility, all things considered. I claim, in contrast, that satisficing theories in fact fail to capture the distinctive satisficing conception: satisficing theory presupposes an optimizing conception of rationality. A satisficing choice is rational only if optimific. If this is right, then it shows that satisficers must implement the best means to their ends in order to be rational, contrary to a satisficing conception of rationality. At times, and from a certain standpoint, satisficing choice might appear less than optimific, but appearances are in this case deceiving. If so, then the strategy of satisficing, when rationally employed, represents just another kind of optimizing strategy, albeit a subtle and interesting one. So we cannot conclude that satisficing theories of rationality embody an innovative conception of rationality, according to which one need not always adopt the best means to one’s given ends. Preference-based instrumentalist theories of rationality that incorporate the strategy of satisficing are, all of them, optimizing theories. The argument for this claim begins with a specification of the strategy of satisficing. Satisficing is the choice strategy according to which one ceases to search for alternatives when one finds an alternative whose expected utility or level of preference satisfaction exceeds some previously determined threshold of what is to count as “satisfactory.” In virtue of the very logic of satisficing within the framework of the sort of instrumentalist theory under consideration, at the most basic, most global level, rational agents must be conceived as optimizers. And since the normative function of a choice strategy is to fit reasons into a hierarchy, at the top of which lies the agent’s global goal, it follows that implementing a satisficing strategy will be rational just in case doing so is conducive to one’s global, optimizing goal. That is, satisficing is rational only if optimific. My conclusion has important implications for moral theory as well, and I sketch some of these in the last section. I. SATISFICING THEORIES Herbert Simon identified a deep schism in the treatment of rationality by contemporary social scientific theories. The social sciences suffer from acute schizophrenia in their treatment of rationality. At one extreme, the economists attribute to economic man a preposterously omniscient rationality. Economic man has a complete and consistent system of preferences that allows him always to choose among the alternatives open to him; he is always completely aware of what these alternatives are; there are no limits on
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the complexity of the computations he can perform in order to determine what alternatives are best; probability calculations are neither frightening nor mysterious to him…. At the other extreme, are those tendencies in social psychology traceable to Freud that try to reduce all cognition to affect. Thus we show that coins look larger to poor children than to rich, that pressures of a social group can persuade a man he sees spots that are not there, that the process of group problem-solving involves accumulating and discharging tensions, and so on.4 Simon’s own account of rationality, developed in part to supplement his theory of administrative behavior, aims to take account of the ways in which human rationality is bounded and yet to eschew any reduction of rationality to affect. In particular, Simon contends that the bounds of our rationality include limitations on our knowledge of the consequences of the actions we consider, our ignorance regarding what value we will ultimately attach to those consequences we do foresee, and our capacity to take into account only some of the alternatives available in any choice situation.5 In light of those limitations, an optimizing standard for rational action seems to make rationality infeasible for beings like us. To provide a more plausible standard, Simon proposes a satisficing theory of rationality.6 Simon’s theory is distinguished by its satisficing rule of rational choice, a rule that by design reduces the informational and computational requirements of rational choice. The intuitive motivation for a satisficing rule is straightforward: if the rationality of “economic man” is not feasible for us, and if we wish to have some explicit standard of rationality that is feasible for us, then we need an account of limited bounded rationality.7 Simon takes this standard to require that we choose a satisfactory outcome from among the possible outcomes. More recent treatments of satisficing, such as those on which I will focus, abandon Simon’s satisficing rule and its requirement that we rate each possible outcome as satisfactory or unsatisfactory. Instead, contemporary satisficing theories require that we search for the first alternative or action whose outcome is expected to be satisfactory. For 4



H.A. Simon, Administrative Behavior, third edition (New York: The Free Press, 1976), pp. xxvi–xxvii. Cf. Simon, p. 81ff. 6 It is tempting to consider Simon a descriptive rather than a normative theorist. This temptation receives encouragement from remarks such as this one: “In view of the substantial body of evidence now available in support of the concept of bounded rationality, of satisficing, and of the limited rationality of administrative man, I do not regard the description of human rationality in Chapters IV and V as hypothetical but as now having been verified in its main features” (cf. Simon, p. xxxi). A normative theorist might reply that Simon, having captured the limitations of actual human rationality, has not thereby impugned the normative standard set down by maximizing accounts. Although we are not fashioned so as to be able to achieve the standard often, the standard of rational action is nonetheless a maximizing standard. We are rational, on this view, when and to the extent that we meet the maximizing standard. Simon himself seems to think that satisficing is the best we can do in the direction of optimizing: “If computational powers were unlimited, a person would simply consult his or her preferences (utility functions) and choose the course of action that would yield the maximum utility under the given circumstances…. But real human beings, of bounded rationality, cannot follow this procedure. Faced with complexity and uncertainty, lacking the wits to optimize, they must be content to satisfice” (H.A. Simon, Models of Thought (New Haven: Yale University Press, 1979), p. 3, emphasis added). I will not defend this reading of Simon here, but it is a prima facie plausible one. 7 I am not claiming that these are the best or even appropriate presuppositions for normative theory in general. They do, however, seem necessary if one is to construe Simon’s view as a normative account of rationality. 5
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satisficing theories that evaluate alternatives in terms of their expected utilities, this kind of rule has the disadvantage of reintroducing probabilities into the decision process. Simon’s rule also enjoys a simplified valuation function such that it is not necessary to place every outcome in an ordinal ranking. Both of these simplifying features make Simon’s rule computationally minimalist (as was his express intention). All the same, something about the newer satisficing rules seems quite natural: it seems intuitively right to say that the satisficer stops searching upon finding the first satisfactory alternative, where the agent is serially evaluating alternatives as to their likelihood of satisfying his or her preferences. Recent satisficing theories embody a strategy for determining when to stop searching for alternatives, a “stopping rule.” Note that not all choice situations are amenable to the employment of this kind of satisficing strategy. In what David Schmidtz calls a static context we do not need to search for alternatives, since they (and their outcomes) are all in view.8 Static contexts are distinguished by the fact that in them we know all of the available alternatives, as for instance when ordering dessert at a restaurant. This sort of situation is basically a choice under certainty, and satisficing in such situations seems pointless, since maximizing would be just as easy and relatively costless. Moreover, without a search we need no rule to stop searching, and so a satisficing strategy cannot be implemented in a static context. Satisficing, or implementing a satisficing strategy, may be rational, however, in a dynamic context. A dynamic context is characterized by a search for options, possibly without a principled way to end the search. A typical example from the satisficing literature is selling a house.9 As I receive offers on the house, I am in effect searching for options. In this sort of situation, I would like to have a principled way to stop searching: I would like to know which offer to take. A satisficing strategy offers such a stopping rule. Philip Pettit describes satisficing as a decision-making strategy of the following form: 1a. Set an aspiration level such that any option which reaches or surpasses it is good enough. 2a. Begin to enumerate and evaluate the options on offer. 3a. Choose the first option which, given the aspiration level, is good enough.10 We need not insist on the strict temporal priority of (1a) before (2a). Someone might decide to satisfice while already in the process of enumerating options. In that case it would be foolish for her to start over once she has set her aspiration level. In fact, if she did adopt satisficing midstream, so to speak, she would no doubt use the information gathered to date in order to set the aspiration level. I may set out to get as much as I can when I sell my house.11 After a time, suppose I must for some reason sell as quickly as possible, and so I 8



David Schmidtz, Rational Choice and Moral Agency (Princeton: Princeton University Press, 1995), ch. 2. See H.A. Simon, “A Behavioral Model of Rational Choice,” Quarterly Journal of Economics 69 (1955): 99–118; reprinted in Simon, Models of Thought. 10 Philip Pettit, “Satisficing Consequentialism,” Proceedings of the Aristotelian Society suppl. 58 (1984): 165–176, p. 166. 11 Problem: if I want to get as much as possible when I sell my house, how do I set an asking price? I risk setting it lower than what someone would pay and so risk losing utility. I once encountered an electronics salesman in Hong Kong who had overcome this problem. He didn’t set an asking price. When I walked into his store and asked how much a certain item cost, he asked me, “How much do you want to pay?” He probably expected to bargain up from whatever price I said, but I answered, truthfully, “I don’t 9



Satisficing and Optimality



Page 6



decide to satisfice. It would not be unreasonable of me to consider the offers I had entertained to date and set my aspiration level near the top of the range of offers. Still, Pettit’s description of satisficing captures the important structure of the strategy. Indeed, satisficing is sometimes loosely characterized simply as (3a), or the strategy of stopping the search for alternatives by choosing the first option to exceed one’s aspiration level. Unlike Pettit, I will characterize satisficing in terms of a threshold rather than an aspiration level. An aspiration level is the quantity of a particular value the agent would find satisfactory. So, for instance, I might be satisfied taking $100,000 in exchange for my house. A threshold, in contrast, is the level of preference satisfaction (e.g., an expected utility) that the agent would find satisfactory. So if I must sell my house within three months, I may begin to lower my aspiration level for the sale price when the house has not sold after two months. I may retain the same threshold, however, as the utility of selling the house within the three month limit (itself an independent aspiration level) may compensate for the utility lost in receiving less money. I will generally speak of the threshold rather than the aspiration level because of its connection to the more general notion of preference satisfaction: the threshold represents the “all things considered” perspective rather than the satisfaction level of one particular value.12 Optimizing, in contrast to satisficing, requires that one choose the best option given one’s aims. As Pettit describes this strategy, it requires the following steps: 1b. Enumerate all the options on offer. 2b. Evaluate each. 3b. Choose the best.13 Again, this description is meant only as an approximation. It may be, for example, that I must make a decision before having enumerated all of the options, as when I run out of time. If so, then I optimize by selecting the best option so far. Optimizing seems to demand that one choose in a static context: evaluation begins after enumeration is done, and so the choices are all in view. The context is thus either static “naturally,” as in the case of choosing dessert, or it is static “by force,” as when we cease enumerating alternatives for some reason (e.g., we run out of time) and then choose the best from among the options enumerated to that point. In a “naturally” static context, one has all the alternatives before one, but that is not so in a “forcedly” static context: in the latter sort of context, for some reason extrinsic to optimization, one is forced to choose before having completed the enumeration. In fact, though, it is possible to optimize in a dynamic context provided we conceive the alternatives of the choice situation somewhat differently. In addition to all of the other alternatives we must evaluate, we can also evaluate the expected utility of finding a better option (than the best so far). Given this additional alternative, one way to optimize in a dynamic context, which I follow Schmidtz in calling subtle optimization (in contrast to simple optimization, outlined above), is the following procedure: 1c. Begin to enumerate and evaluate the options on offer. want to pay anything.” The merchant was offended and threw me out. I consider an analogy between pricing and satisficing below. 12 For Simon’s discussion of the aspiration level, see Simon, Models of Thought, pp. 14f. 13 Pettit, p. 167.
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2c. At some point or points evaluate the cost of continuing the search for options and the expected utility of finding a better option. 3c. When the cost of continuing the search exceeds the expected utility of finding a better option, choose the best option to that point.14 After each new option is enumerated, the probability and utility of the option, “finding a better option,” may be different. The search ends when either (a) all the options are discovered, or (b) the expected utility of finding a better option drops below the cost of continuing the search, whichever comes first.15 The difference between subtle optimizing and simple optimizing is that using the former but not the latter I may choose before having all of the options in view. Then again, I may not: if the cost of continued search does not exceed its expected utility before I discover the last alternative, then I will find myself in a “naturally” static context and simply optimize. Furthermore, the difference between optimizing in a context that is static by force and subtle optimizing is that only in the latter do I stop the search for further options in the course of optimizing. The subtle optimizer knows when to stop searching; he knows because he optimizes by stopping at that point and choosing the best option so far. The simple optimizer is forced to stop for some reason extrinsic to the optimization, e.g., if she runs out of time or other resources needed for the search. Subtle optimizing is also, of course, distinct from satisficing, since satisficing does not involve calculation of the cost of further search.16 II. SATISFICING THEORIES AND OPTIMIZATION Satisficing theories are distinguished by the claim that implementing a satisficing strategy is sometimes rational (i.e., rationally permissible). As far as I know, no one thinks it is always rational to satisfice: indeed, we have seen that in some choice situations the strategy of satisficing is inapplicable. I suppose one could develop a consistent theory which held that satisficers always optimize: according to one such view satisficing is rational just in case the only satisfactory alternative is the optimal one. However, I have never heard of anyone advocating this sort of view. Many proponents of satisficing theories endorse the principle that it is sometimes rational to choose a suboptimific alternative. Only satisficing theories that incorporate this further principle are capable of capturing what I have called a satisficing conception of instrumental rationality, which denies that rationality always requires choosing the best means to one’s ends. 14



See Schmidtz, Rational Choice and Moral Agency, pp. 28–29; these rules for subtle optimization correspond to Schmidtz’s description, but they represent my paraphrase of his view. 15 An editor of this journal has correctly pointed out to me that subtle optimizing cannot comfortably be defined in terms of expected utility, since the risk of passing up a better option is not always known. That risk can, however, be estimated in some cases, and in other cases decision theory’s rules for choice under uncertainty might be applicable, viz. maximin, minimax regret, optimism-pessimism, etc. It is also possible, of course, that some cases might preclude the application of any such rule; and then subtle optimization would not be an available strategy of choice. 16 Satisficers might, however, calculate the cost of any search and figure a search is not worth much. I have no complete theory of how satisficers set their threshold, but one factor might be how much they care about getting the best. (See my remarks below.) Schmidtz suggests that the difference between a satisfactory toothpaste and an optimal toothpaste might not be worth the cost of looking for the optimal one (see Schmidtz, ch. 2).
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I deny that instrumentalist theories of rationality which incorporate the strategy of satisficing are consistent with suboptimific choice (in a sense of ‘suboptimific’ to be elaborated shortly). As a descriptive matter, satisficing may occasionally involve the choice of a suboptimal alternative. People who seek a merely satisfactory option may, upon finding an alternative that meets their aspiration level, choose suboptimally. When asked why they chose as they did, people often say, “It was good enough for me,” or, “That’s all I needed.” They may choose as they do precisely because they believe that their choice is in certain respects suboptimal and yet satisfactory, eschewing to seek further for an alternative that might be in many relevant respects and from their own standpoints better. A theory of rationality that sought to describe the behavior of such agents might describe their choices as suboptimal, satisficing choice. Indeed, such a description may capture an important existential or experiential element of satisficing. I will argue, however, that satisficing theories cannot consistently find that suboptimific choices are rational. I will distinguish between suboptimal and suboptimific choice: the former but not the latter may be the result of rational satisficing. Suboptimific choice turns out always to be rationally forbidden. It will follow that no instrumentalist conception of rationality is a satisficing conception. But first things first: to explicate the distinction between suboptimal and suboptimific choice we need to distinguish between global and local goals. Global optimizing We may first distinguish between broader and narrower goals.17 A broader goal incorporates a narrower goal when the narrower goal is chosen for the sake of the broader goal (though it may also be pursued for its own sake). One’s broadest, or global, goal concerns one’s life as a whole. We want our lives to go well, perhaps as well as possible or feasible. (I do not want, right at the outset, to beg the question against a satisficing conception of instrumental rationality.) That goal incorporates or has as constituents various narrower goals, one’s health or career for instance, which can in turn incorporate goals narrower still. For example, I try to eat a balanced diet in order to be healthy. Narrower goals, such as eating well, can be chosen as mere means to broader goals, but they can also be constituents of the goals for the sake of which they are pursued. Maintaining good health, for instance, is a constituent of making one’s life go well, not merely a means to that end. My global goal of making my life go well incorporates all of my narrower goals. Now you might find the idea of broader and narrower goals appealing and yet be skeptical about the existence of a “broadest” or global goal. What, other than the aim that one’s “life go well,” would such a goal be? Couldn’t we understand ‘global goal’ as shorthand for the goal of realizing as many local goals as possible? Or, if that goal is too ambitious, perhaps our global goal is to realize many local goals, or maybe just not to be totally frustrated in our more local pursuits. But to think that the global goal is simply widespread local maximization overlooks important relationships among our local goals. In particular, skepticism (or is it reductionism?) about global goals ignores the “for the sake of” relations that connect our local goals. Indeed, these “for the sake of” relations provide the grounds for 17



Here I adopt the terminology of Schmidtz, ch. 2, who follows and modifies somewhat the terminology in Jon Elster, Ulysses and the Sirens (Cambridge: Cambridge University Press, 1979).
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distinguishing broader from narrower goals in the first place. These relations reflect the relative importance of various goals, which in turn help determine the degree to which the agent may be willing to compromise maximizing with respect to those goals for the sake of some more important goal. And this feature of agents is crucial for setting the threshold for satisficing. In short, part of the importance of the notion of a global goal stems from the fact that the “for the sake of” relations that lead up the chain of reasons to the global goal indicate the relative importance of the various subordinate goals in a way that will shape the agent’s attitudes toward the tradeoffs characteristic of satisficing. Whatever else the global goal may be, it has as constituents goals so broad that they are valued only for their own sakes (as constituents of a good life). If the task of giving reasons is to be finite, we can be sure there is some such global goal, as the place at which reason-giving stops. Rational agents satisfice only when pursuing a narrow or local goal. When I say that I’m pursuing a given goal, such as physical fitness, to a degree that is “good enough” rather than “best,” I should be able to say (perhaps after reflection) something in reply to the question, “good enough for what?” My answer will refer to the considerations at some broader level that made satisficing a rational strategy for me to implement under the circumstances. Suppose I exercise for the sake of fitness, and I want to be fit in order to be healthy. Given my other commitments and projects, I am satisfied with the amount of time I spend exercising. I think I exercise “enough” because I manage to stay fairly healthy and I have other things to do with my time. I could spend more time exercising, and I could be more fit. But although my local goal is fitness, I do not choose to be as fit as possible. At a broader level I seek a tradeoff between the time I spend exercising and the time I devote to other activities. My desire for a tradeoff places constraints on the time I am willing to devote to exercise, and those constraints make satisficing rational for me. Although this example is, I hope, tolerably clear, I need to back up and say something about when satisficing is rational. Theorists rarely make explicit the conditions under which they believe satisficing is rational; they are generally more concerned to argue that satisficing is rationally permissible at all, and so they seek to show that satisficing is sometimes rational rather than saying under what conditions satisficing is rational.18 But one widely discussed condition of rational satisficing is this: satisficing is rational, when it is rational, because it is a cheap strategy to employ. The strategy embodies a stopping rule whose use can cut down the search time for alternatives. So presumably satisficing will be rational in virtue of its cost-savings, i.e., when its cost-savings balances the risk of not optimizing, in particular the risk of not choosing the best option from the local perspective. The size of that cost-savings will depend on the threshold employed by the satisficer.19



18



Along with Schmidtz, Michael Slote, Beyond Optimizing (Cambridge: Harvard University Press, 1989), offers an extensive defense of the rational permissibility of satisficing but do not provide an account of the conditions under which satisficing is rational. Although Schmidtz discusses several cases to illustrate some instances of rational satisficing (Schmidtz, pp. 31–36), he does not seem to extract a systematic account of rational satisficing from these. Schmidtz reminds me that I haven’t done much better on this score; yet I am not here proposing an account of rationality. 19 Again, I am trying not to beg the question against a satisficing conception of rationality. I do not say that satisficing must be the optimal strategy in terms of cost-effectiveness, only that whether satisficing is rationally permissible under given circumstances will depend in large part on the size of the cost-savings available by implementing the strategy.
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The threshold is an expected utility, and the satisficer intends to choose the first alternative whose expected utility exceeds her antecedently determined threshold. One condition on the rational permissibility of satisficing ought thus to be the setting of a rational threshold. But it may be impossible to establish perfectly general conditions on rational thresholds. Setting the threshold too high is pointless: one might as well use simple optimization, and then one need not go to the trouble of setting a threshold at all and comparing each alternative to it. Setting the threshold too low is a different matter. In some cases we’re satisfied with the first alternative that comes along: waiting for a taxi is often like that. We hardly evaluate the options at all in those cases. In many instances, rational satisficers must set a threshold within some range in the middle, so that not every alternative exceeds the threshold, but some alternative before the last does. So what constrains the range of rational thresholds? I believe that broader considerations do. Consider again my aim of exercising. My local goal is fitness, but I make a tradeoff between spending time on exercising and on my other pursuits. The broader considerations that shape the tradeoff and determine how I budget my time will help constrain the range of rational thresholds for what I will consider “enough” exercise. To use another example, suppose I am selling my house, which is my local goal. If I were to optimize with respect to my local goal, I would seek as high a selling price as I could get. That could take a long time, however, since I would haggle with every potential buyer. Even subtle optimizing—often a reasonable optimizing strategy in practice—could take a long time. Now suppose I must sell my house within three months because I have to move.20 This additional constraint, imposed from the standpoint of my broader goals, may incline me to satisfice and to establish a threshold. In both of these examples, then, the range of rational thresholds for satisficing with respect to a local goal is constrained by considerations that concern a broader goal. Satisficing in those situations will be rational for me only if I set a threshold within a range determined by the broader considerations. Now there may be other conditions on the rationality of implementing a strategy of satisficing, but I am not concerned to explore them now.21 One notable inference to be drawn from the condition just identified is that satisficing is not possible at the level of our global goal. There is no such thing as wanting our lives as a whole to go “well enough,” since there is no broader standpoint from which we might make tradeoffs, impose constraints, or determine a rational threshold. I may be satisfied (in some sense) with my life as a whole, but aiming at a (merely) satisfactory life is irrational.



20



Simon offers a sketchy example of what he calls the “rational determination of an acceptable payoff.” After pointing out that maximization with respect to selling one’s house requires perfect information concerning the probability distribution of receiving various offers for all time periods, Simon claims that real human agents lack this information and thus cannot maximize. Instead, they will satisfice, and in order to set a threshold of satisfaction they will “limit the planning horizon by assuming a price at which [they] can certainly sell and will be willing to sell in the nth time period” (Models of Thought, p. 18). Simon does not here reflect on these broader considerations of time limits and willingness to sell at a low price for the sake of meeting them. If he had, he might have realized that at the broadest level we cannot satisfice, for there is ex hypothesi no broader level from the standpoint of which we might “limit the planning horizon.” But I’m getting ahead of myself. 21 One such condition might be the value of the local goal relative to one’s other pursuits. One may wish to optimize with respect to the selection of a school for one’s children, for instance, and satisfice with respect to choosing a toothpaste.
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This claim might seem wrong to you—or perhaps question-begging—so I must try to persuade you. You may think that I could describe a life with which I would be satisfied, and then go on to describe a life that I take to be better (for me). Then I could say that I was aiming to have the former, merely satisfactory life rather than the better one. But remember: the relevant sense of ‘better’ here is to be cashed out in terms of preference satisfaction, not happiness or well-being. This restriction derives from the fact that we are concerned only with preference-based accounts of instrumental rationality. Rational action is action for reasons, and on a preference-based account, all of an agent’s reasons for action are captured in his preference ordering.22 To say that I prefer life-plan A over life-plan B is to say that my reasons for choosing among life-plans line up for A rather than B. If I were indifferent between A and B, then choosing A or B would be equally rational. Given that I prefer A, however, I have no reason to choose B.23 So if I were to choose life-plan B when I preferred A, that choice would be irrational. My argument might appear to beg the question against a satisficing conception of rationality. Am I not assuming that rationality requires maximizing preference satisfaction? Not exactly: I am pointing out a feature of preference-based, instrumentalist accounts of practical rationality. The notion of preference is closely linked to that of rational choice, in virtue of the fact that an agent’s preference ordering captures all of his or her reasons for acting. Acting in a way that goes against one’s most basic preferences, all things considered—frustrating one’s own ultimate goals and projects—is the paradigm of instrumental irrationality. It turns out that given this picture of instrumental reason, rationality requires that, at the level of global choice concerning life-plans, we choose a most-preferred alternative (there may be more than one). We can have no reason to do otherwise. Earlier, I said that a satisficing conception of rationality denies that rational agents must always seek the best means to their given ends. When understood in terms of seeking to satisfy one’s most basic preferences, a satisficing conception is incompatible with instrumentalism. But in identifying this incompatibility, I have not begged the question against a satisficing conception. I have instead shown that instrumentalism and a satisficing conception of rationality have contradictory entailments.24 So at the global level, we are all optimizers. When I act for the sake of my global goal, I have no way of setting a rational threshold in order to satisfice. All possible tradeoffs I might make are found, as it were, below the global level: I make tradeoffs at 22



I set aside worries about whether beliefs should count as reasons for action. Certainly we can say that for an instrumentalist all motivating reasons for action are captured in the rational agent’s preference ordering. 23 This claim is not true in general, that is, for just any preferences. I might prefer X over Y but pursue Y because my self-imposed constraints of time, money, etc. line up against X. I would prefer to hang an original van Gogh in my house rather than a reproduction; but I have (many) other considerations that make it rational to choose the reproduction. When choosing life-plans and pursuing global goals, however, no such broader considerations can be brought to bear since, ex hypothesi, this kind of choice takes place at the broadest level. 24 One might, of course, embrace a more modest satisficing conception of rationality. For example, one might admit that it is irrational to choose against preference at the global level, and still deny that at other narrower levels rational agents must always optimize. As the remarks in the next section should suggest, however, this kind of move would give the game away. Such a conception would amount to an optimizing conception of rationality that finds a place for local satisficing. For this sort of view concedes that our all-things-considered choices must implement the best means to our given ends, and that is a defining feature of an optimizing conception of rationality.
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some more local level for the sake of my global goal, not vice versa. My most basic preferences shape the others, and so I have no reason not to seek to satisfy them above all. And the maximal satisfaction of one’s highly ranked preferences is precisely what optimizing requires. Local satisficing Let’s distinguish an optimal choice or action from an optimific one. A choice is optimal with respect to a certain goal if it is or could be understood as the result of optimizing with respect to that goal. Optimizing strategies include both simple optimizing and subtle optimizing, described above. A choice or action is optimific, on the other hand, just in case choosing it constitutes optimizing with respect to one’s global goal. One and the same strategy might be both suboptimal with respect to a local goal and yet optimific (i.e., with respect to one’s global goal). Satisficing is the application of a choice strategy with respect to some local goal that is distinct from optimizing with respect to that goal. I have just argued that instrumental rationality requires all choices to be optimific; does that entail that only optimizing choice is rational? Can satisficing choice be rational? The strategy of satisficing is always implemented, I have argued, for the sake of some local goal. We cannot satisfice at the global level. Now I wish to convince you that rational satisficing is always optimific, despite appearances to the contrary. The line of thought is, briefly, that all rational actions aim directly or indirectly at our global goal; we pursue our various local ends for the sake of broader ends (and perhaps also for their own sake), and these broader ends in turn are ultimately incorporated (either as mere means or as constituents) into our global goal of making our life go well. So if we are optimizers at the global level, we will not rationally implement any strategy or make any choice at a more local level if it is not ultimately optimific. To do so would compromise our global goal, and that would be irrational, according to this conception of rationality. Consider the idea of a choice strategy. What is a strategy for? We use strategies in two primary ways. First, we sometimes deliberately decide on a strategy in advance to help guide our choice. For instance, when I choose a gift for a friend’s wedding, I may decide at the outset to get the very best quality item of a certain kind that I can find. (I may impose time and location constraints, of course.) Having this strategy in mind will help me to select a gift. Second, we sometimes use a strategy retrospectively, after we act, in order to explain our action and fit it into a certain pattern of reasons. So, for example, suppose I am a bit sloppy when measuring the ingredients for a cake I am baking. If my daughter asks me why I am not being more precise, I might explain that a certain level of precision is sufficient to ensure a good cake. It is enough to use measuring cups and spoons. To be more precise—by using the correct mass of flour down to the nearest microgram, for example—would consume considerable time and make no discernible difference in the quality of the cake. Although in this case I never decided antecedently to satisfice, I can make my action intelligible and illuminate my reasons for action by fitting the decision into a satisficing strategy. To put the point another way, I can show that my action is rational by showing that it would have been (one of) the outcome(s) of a deliberately and rationally applied satisficing strategy. In the first sort of application of choice strategies, it is clear enough that we decide on a strategy for the sake of some broader goal. Nothing about the goal of buying a
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wedding gift for my friend dictates that I must buy the best gift I can find. I decide to do that for other reasons: perhaps my friendship with the person is rather important to me, and I feel that the best quality expresses that importance better; a quality gift will last longer; and I may wish to spare my friend the trouble of replacing or discarding it. In short, my choice of strategy for selecting a wedding present may be dictated by considerations relating to my aim of being a good friend. This goal in turn is a constituent of my global goal of making my life go well. When I decide to optimize with respect to choosing a gift, I do so for the sake of some broader goal. A similar point applies to the second sort of application of choice strategies. When I show how a particular action could have been the deliberate implementation of a certain strategy, I intend to connect my action to reasons I have or had which would have made the deliberate implementation of the strategy rational. This connection ties the action to the broader, if tacit, reasons I had for acting. Reason-giving of this ex post sort is commonplace. We do not always have our reasons in mind when we act, and it would be too demanding to require that rational agents always deliberate explicitly. Sometimes we act from habit or by rule of thumb, but we are prepared to justify or rationalize (i.e., give the reasons for) our actions should the need arise. If we cannot provide this sort of retrospective rationalization, then our choice was probably not rational in the first place. When the need for rationalization does arise, we relate our actions to whatever broader purposes we aimed at. If further justification is required beyond this, we can trace our reasons all the way up to our global aim of making our lives go well. At that point, however, the chain of reasons stops: it is unintelligible on an instrumentalist view to ask why we want to satisfy our most basic preferences, since we have no more basic preferences for the sake of which we seek to satisfy these. The second employment of choice strategies is thus much like the first. We use a strategy to show how our action fits into our framework of reasons, with our global goal as the topmost element of the framework. The difference is that in the first kind of application, we apply the strategy deliberately, whereas in the second kind we apply it, as it were, hypothetically: if we had applied the strategy deliberately, then given our reasons we would (or could) have made the same choice. To look at it differently, in the first application we may satisfice or optimize prospectively, and in the second retrospectively. The structure of reasons is determined by the “for the sake of” relations that connect reasons. Since we do everything, ultimately, for the sake of our global goal, and since we optimize in pursuing that goal, no action is rational unless it is optimific. That includes actions which implement the strategy of satisficing. Let me illustrate the point by analogy with the way merchants set prices.25 Suppose I have a store that sells a variety of products. My local goal is to sell the items in my inventory. My overall goal in running the business is, let’s say, to maximize profits (this corresponds to our own optimizing at the global level).26 Not every merchant maximizes;



25



I’m indebted to David O’Connor for a conversation where the idea for this analogy came up. I use the term ‘overall goal’ here rather than ‘global goal’ to mark a distinction between my aim as a merchant and my aim as a person. My overall goal in running my business fits into my global goal of making my life go well. From the point of view of choosing to price or haggle, however, the relevant topmost element in the framework of reasons is the overall goal of maximizing profits, at least for the purpose of developing the analogy. I do not claim that a merchant must aim to maximize profits in order 26
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but suppose I do. Should I try to get as much money as possible from each customer for each item I sell? Most merchants do not, presumably because they think that the costs of haggling with every customer outweigh the prospective benefits (imagine running a supermarket by haggling). Instead, they set a price for each item. If I’m like most merchants, I will set a price that provides me a certain profit margin. That price represents my satisfaction level: the price is the amount of money I will accept in exchange for the product.27 I’ll sell it to the first customer who pays my price. (Customers so rarely offer more than my price, I don’t even worry about this.) The decision to satisfice is analogous to the decision to set a price for a product. I decide to set prices rather than haggle with each customer because I think pricing is more conducive to my overall goal of profit maximization than is haggling. Similarly, when I rationally satisfice with respect to some local goal, I do so because I believe (perhaps only in retrospect and from a certain point of view) that my life as a whole will be better as a result. Just as, for the merchant, the decision to price does not in itself determine what the price will be, so for the satisficer the decision to satisfice does not in itself determine the threshold. When merchants price rather than haggle, they may lose some profit from individuals who would be willing to pay more than the preset price. But they believe, justifiedly or not, and perhaps tacitly, that the costs of the haggling needed to acquire that extra profit would be greater than the expected benefit.28 In other words, from the perspective of their overall goal, pricing is their optimific choice. If they thought otherwise, they would not (rationally) choose pricing. Merchants who choose pricing over haggling are optimizing with respect to their overall goal. And so does the agent who chooses to satisfice: local optimizing has costs that the satisficer avoids (think of the subtle optimizer trying to figure the point at which the costs of further searching outweigh the value of the best option so far).29 I hope this example supports my claim that satisficing is rational only if optimific. The implementation of satisficing in a choice or action fits that choice or action into our structure of reasons: we act for the sake, ultimately, of our global goal. And since that goal on an instrumentalist view requires optimizing, no strategy implemented at a local level will be rational unless its implementation is optimific. In other words, the strategy of satisficing has no source of rational justification independent of whether the satisficer in deploying her distinctive choice strategy is optimizing with respect to her global goal. This result in turn establishes my more general conclusion, namely that satisficing theories of rationality cannot embody what I have called a satisficing conception of rationality. To embody that conception, the theory would have to adopt the view that it is sometimes rationally to be rational; on the contrary, I would expect that other goals for merchants are appropriate given many sensible conceptions of a good life. 27 I set aside cases, such as selling cars and houses, where the asking price is higher than the amount of money the seller would actually accept for an item. In that sort of case, all interested parties usually know that the asking price is higher than the true price that the seller would accept, and the trick is to find that true price. 28 The idea of a ‘tacit’ belief here, as elsewhere in this paper, is one to which the merchant could refer in a retrospective justification of her decision to price rather than haggle. 29 As I have tried to suggest, the analogy between the decision to satisfice and the decision to price is strong. It holds both for the decision to satisfice (respectively, to use prices) with respect to some local goal and for the establishment of a threshold (respectively, of a price). It seems to me, though I cannot defend it here, that the mathematical models of pricing theory could apply equally well to satisficers. If so, then satisficing is theoretically tractable in a way that has so far gone largely unnoticed.
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permissible to choose an alternative that is not optimific. And I have just shown that satisficing theories of instrumental rationality cannot consistently embrace this principle. Every chosen alternative must be optimific (i.e., optimizing from the global perspective) in order to be rational. An alternative might be suboptimal from the local perspective in which the strategy of satisficing is implemented; but if the choice is rational, it fits into the agent’s framework of reasons in such a way that it is (globally) optimific. Hence satisficing theories belong within an optimizing conception of rationality. III. OBJECTIONS AND REPLIES Michael Slote propounds the view that it is sometimes rationally permissible to choose a suboptimific alternative, even in static choice situations. It sometimes makes sense, he thinks, to reject the best in favor of the good enough, and he believes that implementing satisficing sometimes results in just such a suboptimific choice. He motivates this view by reference to what he calls “rational supererogation.”30 This notion is supposed to be analogous to moral supererogation: there are some actions which it would be morally best for us to do, but we are not morally required to do them. Heroic rescues, which involve great risk to the hero, are common examples of morally supererogatory actions. Slote suggests that some actions are rationally supererogatory: it would be rationally best for us to do them, but rationality does not require that we do them. On this view, it is sometimes rationally permissible to choose a suboptimific alternative. Yet to reject the best or better for the good enough is always irrational, even from the standpoint of a non-instrumentalist conception of rationality. Schmidtz proposes the following necessary condition of rationality. “One’s choice is rational only if one did not recognize clearly better reasons for choosing any of one’s forgone alternatives.”31 If this is correct, then it is not rational to reject a better alternative for one obviously less good. “If one has two choices and one alternative is satisfactory but the other is not, then the satisfactory choice is rational because it is better. But suppose one has two choices and both are satisfactory…. [Then] one does not give a rationale for choosing the inferior alternative merely by pointing out that the inferior alternative is satisfactory. The inferior option is satisfactory, but since this is not a difference, it cannot make a difference either.”32 In the case where one’s options are both (or all) satisfactory, the fact that one particular alternative is satisfactory does not by itself furnish a reason for choosing it. Something like this condition (call it the “Better Reasons” condition) lies behind the notion of preference adopted by standard theories of instrumental rationality, within which satisficing theories are typically framed.33



30



See Slote, Beyond Optimizing, chs. 5, 6. Schmidtz, p. 38. 32 Ibid., p. 38–39. 33 The Better Reasons condition is, however, distinct from the condition on instrumentally rational choice that I pointed out in section 3.1 above. There, I contended that rational choice at the global level must track preference; but the rationale for that claim depends on the instrumentalist idea that all of a rational agent’s reasons for acting are reflected in her preference ordering. Here, I’m agreeing with Schmidtz that rational choice must track clearly better reasons, however those reasons are to be cashed out. The Better Reasons condition, which depends on no instrumentalist assumptions, is correspondingly stronger and more widely applicable. 31
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Notice that the Better Reasons condition does not entail an optimizing conception of rationality. Choices are rational only if the chooser has not gone against clearly better reasons for acting otherwise.34 Nothing in this commits us to thinking that there is some quantity like expected utility that rational actions maximize, or even that rationality is strictly instrumental. Kant and Aristotle, not to mention Mill, could endorse the Better Reasons condition, which simply asserts a (perhaps analytic) connection between practical rationality and not acting against clearly better reasons. It would be a further step, and a controversial one, to claim that best reasons are always optimizing reasons, where ‘optimizing’ is cashed out in terms of an operation (such as maximizing) on some function (such as expected utility functions). Slote, however, rejects the Better Reasons condition, and so his view seems implausible and idiosyncratic. A second potential objection is one that might be raised by Schmidtz, who considers a problem about the interpretation of satisficers. There is an apparent incongruence between the theory and practice of rational choice. Theory models rational choice as optimizing choice, yet, in practice, satisficing is ubiquitous. We could explain away the incongruence by saying that when people think they are looking for something satisfactory, what they are really looking for is something optimal. But satisficing can be reconstructed as a subtle kind of optimizing strategy only on pain of attributing to people calculations they often do not perform (and do not have the information to perform) and intentions they often do not have. This section explains satisficing in terms of thought processes we can recognize in ourselves.35 Schmidtz might find me guilty of illicit reconstruction. If so, he would want to know how I explain the attribution of calculations and intentions to satisficers who seem not to have them. My view may require ascribing tacit calculations to rational satisficers, but no more so than Schmidtz’s. As the satisficer enumerates her alternatives, she calculates the expected utility of an option, compares it to the threshold, and generally chooses the option if its expected utility exceeds the threshold. Schmidtz characterizes satisficing quite similarly. He depicts a search for alternatives within a “local utility space,” as in Figure 1.36 The satisficer searches until she finds an alternative that exceeds the threshold utility. The optimizer, in contrast, searches until he encounters a “vertical constraint,” or limit on the number of alternatives he can consider, at which point he chooses the best available option. Satisficing on Schmidtz’s view involves at least a tacit calculation of an alternative’s expected utility and a comparison of that with the threshold. My account of satisficing requires nothing more.37 34



This version of Better Reasons is weaker than a conceivable alternative, viz., one that would require that rational agents never act against better reasons. The latter version is stronger because it omits “clearly”: the weaker version allows that rational agents sometimes to act against better reasons when those reasons are not clearly better. It is no simple matter, of course, to say when a reason is clearly better; that question raises epistemic difficulties beyond the scope of this paper. Nevertheless, the weaker condition is weak enough, I think, for actual human agents to meet, and this feature enhances the condition’s plausibility. 35 Ibid., p. 31. 36 Ibid., p. 55–57. 37 Schmidtz does not object in principle to the ascription of tacit calculations. Expected utility (and related) theories of rationality often treat ordinary agents as if they were calculating expected utilities. Some
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What’s more, I have not “reconstructed” satisficing, at least not in the offending sense. An illicit reconstruction would have satisficers intending to optimize. I have indeed claimed that, in a sense, “when people think they are looking for something satisfactory, what they are really looking for is something optimal.” But my account of satisficing is not an error theory, according to which people are simply wrong if they think they are satisficing. An error theory would deny that the rule of satisficing is ever actually implemented; on my account of it, however, it may often be implemented. Satisficers really do seek the satisfactory. So I do not attribute intentions to satisficers that they do not have. One last view I would like to consider rejects the instrumentalist conception of rationality I have addressed up to this point. Recent interest in connections between satisficing and virtue-centered moral philosophy raises the question whether the concept of satisficing has an important place outside its original setting in instrumentalist accounts of rationality.38 I suggest that it does not. My suggestion is to some extent terminological, and so I suppose people may talk about satisficing as they please. But to do so can be misleading, and I would like to show why. For one thing, it is difficult to see why satisficing, as I have described it, should be connected with virtue at all. The most common connection drawn is that between satisficing and moderation. The reason satisficing is not eo ipso moderate is that a satisficer’s theorists maintain that rational agents perform something like the relevant calculations, implementing the maximizing rule as a decision procedure. Others merely claim that the rational action is the optimal one, whether or not agents actually compute the utilities, and so the rule appears as a criterion of rational action. In any case it seems unlikely that Schmidtz has any general complaint about attributing tacit calculations; after all, he does so himself. He seems instead to be concerned that “reconstructing” satisficing as optimizing involves more or different attributions of calculations. But my view is basically the same as Schmidtz’s with respect to the calculations involved in satisficing. 38 See, for instance, Michael Slote, From Morality to Virtue (New York: Oxford University Press, 1994) and Christine Swanton, “Satisficing and Virtue,” Journal of Philosophy 90 (1993): 33–48.
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threshold need not be moderate. One might have an outlandish conception of “good enough,” and in that case satisficing would not actually lead to moderation. I follow Schmidtz in thinking that, “The distinction between being moderate and being immoderate is a distinction concerning how much one wants. It is a distinction between different ends rather than between different ways of pursuing them. Being a satisficer does not entail that the bundle of goods one would deem satisfactory is of moderate size.”39 I might opt to satisfice with respect to eating chocolate chip cookies, but my idea of a satisfactory number of cookies is about 3 dozen. In that case I would be satisfied only after eating 36 cookies, which is hardly moderate. So satisficing does not entail moderation. Christine Swanton connects satisficing with virtues like friendship, anti-perfectionism, and justice. But the same point applies to these proposed connections. Satisficers as such have no reason to be friendly, anti-perfectionist, or just. The idea of setting a threshold expected utility and choosing the first alternative whose expected utility exceeds the threshold seems entirely independent of the virtues and choices determined by them. There’s no reason to think that satisficers cannot exemplify virtues, of course, but neither is there any reason to think that they must do so. In fact, however, Swanton seems to have something else in mind by the term ‘satisficing’. Swanton says: “In this paper, I shall justify the rationality of Slote’s satisficing in terms of a virtue-oriented nonconsequentialist framework.”40 In particular, she states that she intends to defend the view Slote lays out against the objections of Pettit.41 Notice, however, that Slote and Pettit discuss satisficing consequentialism (the term appears in the titles of their papers), and so it is odd on the face of it to defend that notion of satisficing in a nonconsequentialist framework. But let’s ignore that worry and consider Swanton’s two principles. (A´) It is sometimes rationally permitted and indeed sometimes rationally preferable (even, perhaps, required) to perform an act with good enough results rather than one judged to have better results. (B´) It is sometimes rationally permissible to reject an action known to be superior for one known to be inferior.42 She defends these principles by distinguishing between goal-directed and expressive motivations. According to Swanton, an action can be rational because it expresses a virtue even though the action has no goal-directed motivation at all. If “satisficing” expresses virtue, Swanton contends, then it can have a rational motivation even though the chosen action is known to be inferior from a goal-directed perspective. The question of an agent’s motivation in acting arises because Pettit charges Slote’s satisficer with “unmotivated submaximization.”43 Swanton agrees that the satisficer engages in “submaximization” but insists that this behavior can be motivated and rational. “Rather than being ‘unmotivated,’ as Pettit would have it, her satisficing is motivated in a way not often recognized. It is a common mistake … to believe that action done for a 39



David Schmidtz, “Rationality within Reason,” Journal of Philosophy 89 (1992): 445–466, p. 448. Swanton, p. 34. 41 See Michael Slote, “Satisficing Consequentialism,” Proceedings of the Aristotelian Society suppl. 58: 139–164. 42 Swanton, p. 39, 44. 43 Pettit, p. 172. 40
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reason, i.e., motivated action, is always action done for the sake of some end. The idea that the end must be future-directed, as in consequentialist models of rationality, is a relatively extreme species of this mistake. But some motivations are not goal-directed at all, but are ‘expressive,’ as in ‘I did it out of friendship.’”44 Swanton is on to something here.45 It may not be possible to build everything relevant to the assessment of practical rationality into the consequences of an action, and if not then expected utility theories of practical rationality cannot be quite right.46 If Swanton is correct, though, then perhaps we should give up consequentialist theories and the concept of satisficing altogether rather than try to graft satisficing onto a nonconsequentialist framework. Swanton takes for granted the rationality of actions that express virtues. If an action that has the best consequences in some particular case is one that expresses vice, it will be rational, on her view, to do some other, more virtuous, action instead. “To conclude: the rationality of satisficing is again premised on the rationality of expressing a desirable disposition—a virtue. The expression of this virtue in the case discussed does not translate into a judgment that it is best… hence I have severed Slote’s connection between doing what is best… and doing what is rational.”47 Swanton achieves this severance by acknowledging another kind of motivation, one which does not figure into consequentialist conceptions of what would be “best.” When satisficing has a motivation of this expressive, nonconsequentialist sort, it can be rational. Notice that the concept of satisficing here is vague. On the instrumentalist picture developed earlier, it is clear enough what kind of evaluation satisficing involves. The satisficer sets a threshold utility for some local goal and evaluates the utility of each option until he finds one that meets the threshold. But how does the satisficer choose on Swanton’s view? The satisficer (as such) chooses a satisfactory option rather than optimizing with respect to the local goal; on what grounds, though, does a nonconsequentialist determine that an option is “satisfactory”? Presumably Swanton 44



Swanton, p. 40. I have reservations, however, about how she puts the point. Swanton makes it seem as if rational action might be done in such a way that it was not for the sake of anything. That seems wrong to me, since intentional action always has an aim. I see no reason, however, why agents couldn’t have expressive aims. This view would insist that agents need not aim at anything further than expressive aims: an action done “out of friendship” need have no other (ulterior) motive that is cashed out in terms of the consequences of the action. My reinterpretation would not interfere with Swanton’s point that some motivations are not consequentialist, provided it is not possible to build just anything into the consequences of an action (e.g., its expressive motivation). 46 Nozick, in The Nature of Rationality (Princeton: Princeton University Press, 1993), pp. 55–56, contends that it is not possible to include every fact about an act in the act’s consequences. “Many writers assume that anything can formally be built into the consequences, for instance, how it feels to perform the action, the fact that you have done it, or the fact that it falls under particular deontological principles. But if the reasons for doing an act A affect its utility, then attempting to build this utility of A into its consequences will thereby alter that act and change the reasons for doing it; but the utility of that altered action will depend upon the reasons for doing it, and attempting to build this into its consequences will alter the reasons for doing that now doubly altered act, and so forth…. This creates a problem for consequentialism in dealing with dynamic consistency issues….” 47 Swanton, p. 46. I doubt that Slote, in “Satisficing Consequentialism,” connects doing what is best with doing what is rational; if so, he has clearly moved away from this view (cf. Slote, Beyond Optimizing). His use of the idea of rational supererogation clearly entails the denial of the view attributed to him here by Swanton. 45
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would not identify ‘satisfactory’ with ‘having sufficient expected utility.’ On her own view of it, expected utility is a strictly goal-directed notion and so fails in general to capture expressive motivations. So if Swanton adopted an expected utility account of satisficing, she would have to exclude from her account of rationality the very expressive motivations in virtue of which, she thinks, satisficing is sometimes rational. That would be obviously self-defeating. Yet without some explicit way to evaluate options, the notion of satisficing is unclear. The notion of satisficing is clear enough as an optimific strategy of rational choice. But if Swanton thinks satisficing is rational, she must be talking about something else, and it is unclear just what. But my advice to nonconsequentialists—stop claiming to endorse satisficing—does not depend on the details of Swanton’s nonconsequentialist view. Nonconsequentialists should avoid the term ‘satisficing’ for two reasons. First, satisficing in the only clear sense I know is rational only if optimific, so it is a mistake to think that demonstrating the rational permissibility of satisficing advances the nonconsequentialist’s project of showing that rationality sometimes permits choosing suboptimifically. Second, the rational justification of “satisficing” (in Swanton’s vague sense) given nonconsequentialism misdirects inquiry. For the interesting question is whether rationality sometimes permits or demands choosing to act in a way that the agent expects will have (globally) suboptimal consequences. If not, then nonconsequentialism would seem to be false, and Swanton’s nonconsequentialist defense of “satisficing” would be beside the point. If, on the contrary, nonconsequentialism is true, then Swanton’s conception of “satisficing” is superfluous, since the truth of nonconsequentialism entails that choosing a suboptimific alternative is sometimes rationally permissible. Please note that I have not meant to suggest that Swanton’s view is wrong. On the contrary, her account of rationality has many attractive features. And it is important for nonconsequentialists to give a distinctive account of practical rationality. For many, the idea of virtue—and of actions expressing virtue—will play a prominent role in this account. I simply point out that this sort of work will be clearer and less misleading if it is developed without the notion of satisficing. IV. CONCLUSION Theorists who embrace preference-based, instrumentalist accounts of practical rationality have often sought ways of modeling what might be called tactical suboptimizing. The idea behind tactical suboptimizing is that it is rational to sacrifice some utility in pursuing a local goal for the sake of the (greater) utility to be gained by the overall strategy employed. What may seem from the perspective of the local pursuit to be a suboptimal choice can actually be optimific, all things considered. Bernard Williams considers utilitarian versions of tactical suboptimizing: in discussing “rules of thumb” and the potential utility to be gained by adopting them, he notes that there will be exceptions to such rules in which a strict utility maximizer would not follow the rule. “So anyone who adopts a ‘rule of thumb’ will know in advance that there will be some exceptional cases which will not announce themselves as exceptional cases; that is, he will know that he is licensing some tactical disutility in the pursuit of strategic utility.”48 Tactical suboptimizing, if rational, is optimific: the rational 48



Bernard Williams, “A Critique of Utilitarianism,” in Utilitarianism For and Against (Cambridge: Cambridge University Press, 1973), p. 126.
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agent optimizes (from the global, or strategic, standpoint) by adopting the rule of thumb or local tactic that he does. Since optimizing conceptions of rationality typically consider only the net balance of expected utility when evaluating the rationality of an action, tactical suboptimizing is rational only if the net balance of expected utility is optimal. Satisficing is one “suboptimizing tactic,” and it, too, is rational only if optimific. Satisficing theories expand the scope of an optimizing conception of rationality, they do not offer an alternative.49 Why is this important? For one thing, proponents of satisficing theories cannot avoid what might be called the “nasty utility-eker objection” to optimizing models of rationality (and optimizing conceptions of morality, such as utilitarianism, as well). That objection is put well by Slote. Consider, then, for example, how much more planful and self-conscious the continual optimizer must be in comparison with the satisficer who does not always aim for the best and who sometimes rejects the best or better for the good enough…. Planning, self-consciousness, circumspection are all (noncontingent) enemies of spontaneity and of adventurousness that most of us think well of, even admire…. Will not the optimizer appear needy and grasping and his persistent efforts a form, practically, of desperation, by contrast with the satisficer who accepts the good enough when he gets it? … To the extent the optimizer thus seems needy and somewhat desperate, as well as cramped and unspontaneous, we shall feel sorry for him and find it difficult, if not impossible, to think well of him.50 This objection takes various forms, but the idea is that anyone who goes around calculating utility all the time will not be a good person.51 Even those who calculate tacitly, or behave as if they were strictly calculative, seem incapable of admirable, non-calculative traits. I am not sure how decisive this objection is, either for the theory of rationality or for moral theory; but however serious it is, satisficing offers no means of answering it.



49



In this I concur with Schmidtz, who contends: “Satisficing emerges not as an alternative to optimizing as a model of rationality but rather as an alternative to local optimizing as a strategy for pursuing global optima” (Schmidtz, Rational Choice and Moral Agency, p. 53). 50 Slote, Beyond Optimizing, pp. 41–43. 51 Mill may have been among the first to address an objection like this, though his concern was utilitarian moral theory and not rational choice. Mill puts the worry thus: “It is often affirmed that utilitarianism renders men cold and unsympathizing; that it chills their moral feelings toward individuals; that it makes them regard only the dry and hard consideration of the consequences of actions, not taking into their moral estimate the qualities from which those actions emanate.” Mill has two responses to this kind of objection. First, he distinguishes between right action and virtuous character. The two are related, but simply performing the right action on one occasion (or even many) is not sufficient for a virtuous character. Yet, Mill insists, the fact that bad people can do the right action does not mean that the right action is bad. Rather, when we learn about a person’s character we may modify our assessment of him or her, not the action. Hence the alleged “coldness” of utilitarians, if it existed, would not impugn the correctness of the Principle of Utility as a criterion of right action. Mill’s second point is that people who require moral actions from themselves and others as the “best proof of a good character” are bound to be unpopular; some will even be accused of being cold and unsympathizing. Mill seems to be explaining away a mistaken perception of utilitarians rather than refuting an alleged causal connection between taking the Principle of Utility as one’s ultimate moral rule and acquiring a cold and unsympathetic character. See John Stuart Mill, Utilitarianism (Indianapolis: Hackett, 1979), ch. 2, pp. 19–20.
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The desire to cultivate non-calculative character traits in general, and spontaneity in particular, has motivated a number of optimizing theorists to model “indirect” optimizing. J.J.C. Smart, for example, insists that optimizing (in the form of act-utilitarianism) is compatible with “a recognition of the importance of warm and spontaneous expressions of emotion.” “Consider the case in which a man sees that his wife is tired, and simply from a spontaneous feeling of affection for her he offers to wash the dishes. Does utilitarianism imply that he should have stopped to calculate the various consequences of his different possible courses of action? Certainly not. This would make married life a misery and the utilitarian knows very well as a rule of thumb that on occasions of this sort it is best to act spontaneously and without calculation.”52 Satisficing, while not one of Smart’s rules of thumb, promises to forestall the objection that the life of the optimizer will be a miserable progression of never-ending calculations. The satisficer does not run the calculations of the subtle optimizer, nor does she search through all the options for the best as the simple optimizer does. She follows the rule of satisficing. Satisficing is a cheaper strategy (because less calculating) than (local) optimizing, and it is rational when satisficers come out ahead overall given the anticipated outcomes. That’s why the satisficer is rational and yet may not appear to be a nasty utility eker. But let’s recognize that satisficing leaves no room for spontaneity or any other noncalculative trait. The satisficer is another kind of optimizer, and anyone who follows the rule of satisficing cannot be completely spontaneous (which is to say, of course, not spontaneous at all). For one does not spontaneously “choose the first satisfactory option.” One must first determine what “satisfactory” is to mean (at least roughly) in a given choice situation by setting a threshold, and then one must assess the options in order to evaluate which, if any, meets that threshold. So to the extent that nonoptimizing, noncalculative traits such as spontaneity are valuable, the satisficer will lack something important. Viewed in this light, satisficing theories provide no satisfactory answer to the nasty utility-eker objection: the rational satisficer can be no less planful at the global level than any other strictly instrumentally rational agent. So although at the local level rational satisficers might appear less planful, since they choose the first satisfactory option, the mere fact that they are satisficing at all indicates that satisficing is optimific and part of a (perhaps tacit) plan. If practical rationality is strictly instrumental, then rational agents are all nasty utility-ekers. Whatever force this objection has against optimizing accounts of rationality, it retains that force against satisficing theories.



52



J.J.C. Smart, “An Outline of a System of Utilitarian Ethics,” in Utilitarianism For and Against (Cambridge: Cambridge University Press, 1973), p. 45.
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