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Abstract. Secure watermark embedding allows to securely embed a watermark into a piece of content at an untrusted user device without compromising the security of the watermark key, the watermark or the original. In this paper, we show how secure embedding can be achieved by using traditional watermarking schemes in conjunction with partial encryption techniques, which were primarily developed to facilitate fast encryption of media content. Based on this concept, we develop two new efficient secure embedding mechanisms, one for the MASK watermarking scheme operating on baseband audio and one for a spread spectrum watermarking scheme operating on MPEG-2 encoded video streams.
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Introduction



In the past few years we have experienced a clear shift from classic content distribution channels, such as CDs or DVDs, towards electronic content distribution (ECD). Even though electronic distribution offers new business possibilities for content providers, the risk of un-authorized mass re-distribution largely limited the widespread adoption of digital distribution channels. Digital Rights Management (DRM) systems try to minimize the risk of copyright infringements by using cryptographic techniques to securely distribute content to client devices and enforce proper usage. Encryption, however, can only offer a partial solution to the problem of unauthorized distribution. Eventually, the content has to be decrypted and presented to the user in (analogue) clear-text form, from which copies can easily be made and re-distributed. Forensic tracking watermarks [13]—which may be used in place of or in conjunction with traditional DRM/encryption methods—allow to enforce usage rights beyond the digital domain. In a forensic tracking system, each copy of the distributed content is watermarked with a unique transaction tag, which links that copy either to a particular user or to a specific device. When an unauthorized copy is found, the embedded watermark (carrying the transaction tag) uniquely identifies the source of the copy, and allows to trace the user who has redistributed the content. Even though forensic tracking in itself does not prevent unauthorized re-distribution, the risk of being caught acts as a strong deterrent.



In current forensic tracking systems, forensic watermarks are embedded into the content directly by a trusted distribution server before the content is released onto a distribution network. This model, however, severely limits the applicability of forensic watermarks in forthcoming content distribution models: – Integrating forensic tracking watermarks into large-scale ECD systems brings challenges with regard to security, system complexity, and bandwidth usage. As the ECD server needs to embed a unique watermark into each copy of the content, both the server load and the bandwidth requirements for content transmission scale linearly with the number of users. In large-scale content distribution applications, the watermark embedder at the server side turns out to be a major performance bottleneck. In addition, as the content is personalized for each user, distribution requires a point-to-point channel between the ECD server and the client, prohibiting the use of broadcasting, multicasting and caching, which significantly reduce the bandwidth usage for content transmission. – In addition to the above-mentioned performance problems, server-side watermark embedding is unsuitable in forthcoming content distribution systems which employ a clear separation between content providers and license brokers. For example, in the OMA DRM model [2], content is allowed to float in a network freely in encrypted form. Once a party wishes to access the content, it purchases a license from a clearance center and obtains a decryption key. Due to the absence of a central distribution server, server-side watermark embedding is not applicable in this scenario. These limitations could be circumvented if the untrusted client devices themselves perform watermark embedding. The major obstacle to be solved is that watermark embedders require knowledge of a secret watermarking key, which, once exposed to an attacker, allows to effectively remove watermarks. Thus, watermark embedding at the client must be done in a way which does not compromise the security of the keys; in addition, neither the watermark nor the original content should be available for the client. In the sequel, we will call client-side watermark embedding systems achieving these security properties secure watermark embedding. The use of secure client-side embedding can overcome both above mentioned limitations: it shifts the computational burden of watermark embedding to the client, allows to use broadcasting techniques to distribute encrypted content, and facilitates distribution models where no central server is involved in the actual purchase phase. Secure watermark embedding transmits to the client an encrypted version of the original content together with some helper data, which implicitly encodes the watermark to be embedded. The client can use this personalized helper data to decrypt a watermarked version of the content that was sent to him. Still, the client cannot extract the watermark out of the helper data or obtain the original content in the clear. In this paper, we show how secure watermark embedding can be realized by utilizing concepts of partial encryption [12], which have primarily been developed
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Fig. 1. Electronic Content Distribution utilizing secure watermark embedding.



in the past in order to speed up the encryption process of media files by selectively encrypting only the perceptually most relevant parts. To use partial encryption for secure watermark embedding, we encrypt the perceptually most relevant parts of a piece of content and give the client helper data which allows him to decrypt the content in a slightly different way; the differences induced by the changed decryption process represent the watermark. In this paper, we show how this general methodology can be applied to baseband audio and MPEG-2 compressed video streams. The rest of the paper is organized as follows. In Section 2 we discuss in greater detail the concept of and the requirements for practical secure watermark embedding; Section 3 reviews existing client-side watermark embedding solutions with regard to the requirements. In Section 4 we outline our general methodology for secure embedding, while Sections 5 and 6 discuss two concrete implementations of the methodology for baseband audio and MPEG-2 encoded video streams. Finally, Section 7 concludes the work.
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Secure Client-Side Watermark Embedding



Figure 1 illustrates the concept of secure watermark embedding in the context of electronic content distribution in greater detail. When a client wants to retrieve a piece of content c, he contacts a distribution server, who ships an encrypted version E(c). At a later state, some party (not necessarily the same server) generates a watermark representing the identity of the user and computes helper information h, implicitly coding the personalized watermark. This helper information is subsequently shipped to the client, who can use h to decrypt a copy of the content which is watermarked by w (denoted by c+w in the figure); however, the helper information h does not allow him to infer either c or the watermark directly. We can identify the following requirements for practical secure watermark embedding techniques:



– Low bandwidth overhead. The transmission overhead induced by the secure watermark embedding mechanism should be as small as possible. In particular: • The employed encryption algorithm should operate in a space efficient manner, i.e., the size of E(c) should be similar to the size of c. This is especially relevant as content is usually transmitted in (lossy) compressed form. The chosen encryption algorithm E should thus ideally operate directly on compressed content. • The bandwidth required for the transmission of the helper data h should be considerably smaller than the one required for transmitting E(c). – Security. Transmitting E(c) and the helper data h must not compromise the security of either c or w. In particular, h must not reveal to the client more information about the original and the watermark than it is already leaked by the watermarked work itself. – Content independence. Ideally, h should be independent of the content c. This enables the use of secure watermark embedding in flexible distribution models that split the content distribution from the license acquisition process. Furthermore, it allows to pre-compute helper data for a particular set of clients (which may allow to implement live video broadcasting solutions in which the computationally intensive process of helper data generation can be done offline).
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Related Work



Secure watermark embedding has only recently gained attention in the scientific community. With current technology, client-side watermark embedding is typically performed in a dedicated piece of hardware within consumer electronic devices (see [11, 10] for a framework). However, this solution has the apparent drawback that it requires a dedicated hardware installed base, cannot be easily integrated in legacy applications and is not easily updatable. Thus software solutions are clearly preferable. In broadcast environments, Crowcroft et al. [4] and Parviainen et al. [9] proposed a client-side watermark insertion technique based on stream switching. In their method, they chop the content stream into small chunks and broadcast two version of the stream, watermarked with different watermarks. Each chunk is encrypted by a different key. Clients are given a different set of decryption keys that allow them to selectively decrypt chunks of the two broadcast streams such that each client obtains the full stream. The way the full stream is composed out of the two broadcast versions encodes the watermark. However, this solution does not meet the bandwidth requirements stated above, as the amount of data needed to be broadcast to the clients is twice as large as the content itself. Emmanuel et. al. [5] proposed a client-side embedding method in which a pseudorandom mask is blended over each frame of a video; each client is given a different mask, which, when subtracted from the masked broadcast video, leaves an additive watermark in the content. The scheme has security problems, as
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Fig. 2. Secure watermark embedding using partial encryption.



a constant mask is used for all frames of a video, which can be estimated by averaging attacks. Subsequently the estimated mask can be subtracted from the encrypted video in order to obtain a perceptually acceptable and watermark-free version of the content. Anderson et. al. [3] designed a special stream cipher, called Chameleon, which allows, by appropriate design of encryption keys, to decrypt Chameleonencrypted content in slightly different ways. Thus, the special design of the cipher allows to leave a key-dependent trace in the decrypted data stream. Kundur and Karthik [6] were the first to use techniques from partial encryption together with Chameleon in order to fingerprint digital images. Their method is based on encrypting the signs of DCT coefficients in an image; during decryption some signs are left unchanged, which leaves a detectable fingerprint in the image. As the sign bits of DCT coefficients are perceptually significant, the partially encrypted version of the content is heavily distorted. However, as some DCT coefficients are left scrambled during decryption, the watermark can be visible; visibility of the watermark must be traded in for optimal detection. Recent work by Adelsbach et. al. [1] showed how to generalize the Chameleon cipher in order to be able to embed spread spectrum watermarks. However, the work still only considers uncompressed baseband signals.
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Secure Embedding Through Partial Encryption



In this section, we show how secure watermark embedding can be realized through partial encryption. As mentioned above, we choose a partial encryption scheme and encrypt perceptually important parts of the content, while preserving the content file format. Finally, we provide the client with helper data, which allows him to access a personalized, slightly modified version of the content. The remaining unique signature (difference between the original and the reconstructed version) can later be used as a forensic watermark to trace back the origin of the content. The concept is schematically depicted in Figure 2.



Note that in our approach we only perform partial encryption of the content c (for example, as opposed to [1]). Typically, in DRM applications partial encryption of the content is sufficient, as the content itself is not confidential (it can be accessed by every legitimate user). For the security analysis of a forensic tracking watermarking architecture one has to assume that an attacker posesses at least the same information as a legitimate user. Thus, the applied encryption scheme only needs to protect those parts of the content that potentially help an attacker to derive an un-watermarked copy. In addition, partial encryption has the advantage that the encrypted files can be viewed or listened on a normal playback device. Even though the content is severely distorted, the user gets a first impression on how the decrypted content will look like. Thus, the partially encrypted content can serve as a low-quality preview. In greater detail, the proposed system works as follows: – Server: The server performs the following operations: 1. The server reads an input content c, 2. chooses perceptually significant features of c, 3. and encrypts those features using a format compliant partial encryption scheme; this process yields to a perceptually unacceptable distorted content E(c), which can be safely released into the public. The features are chosen in such a way that it is hard to reconstruct, using techniques of signal processing, a perceptually acceptable estimate of c out of the encryption E(c). 4. For each user i, the server generates a watermark wi and chooses helper information hi , which can be applied to E(c) in order to undo the distortions of the encryption process and to leave a detectable watermark wi . The helper information hi is constructed in such a way that knowledge of hi does not allow the client to infer the watermark. In addition, knowledge of hi does not facilitate obtaining an un-watermarked copy of the content. 5. Finally, the server sends hi to the client. – Client: The client performs the following operations: 1. The client acquires the content E(c) from the public domain and 2. receives the helper information hi from the server via a one-to-one link. 3. Finally, the client applies hi to the distorted content E(c) in order to obtain his personalized copy of the content yi . This process produces a perceptually acceptable, but watermarked output signal, yi = hi (E(c)) = c + wi . In the following sections, we show how this general concept can be applied to baseband audio and MPEG-2 encoded video streams by discussing two proofof-concept implementations.
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Baseband audio



In this section, we show how the MASK [7] audio watermark embedder can be implemented safely at an untrusted client device. To facilitate our discussion, we first present a brief summary of the MASK watermarking system, and subsequently show how this system is implemented in the context of secure watermark embedding. The MASK watermarking system. In MASK, a watermark is embedded by modifying the envelope of the host signal. More specifically, given the host signal c[n] and the watermark signal wi [n], the watermarked content yi [n] is given by yi [n] = c[n] + α[n]wi [n]c[n],



(1)



where the watermark signal wi [n] is chosen in such a way that it predominantly modifies the short time envelope of the signal, and the gain function α[n] is controlled by a psychoacoustic model of the human auditory system. The MASK system has been extensively tested and has proven to combine good audibility quality with high robustness. For more details on the implementation and on the robustness tests, we refer to [7]. Joint decryption and watermarking. Figure 3 shows the secure embedding framework for MASK. Encryption of the original content is achieved by modulating the host signal with a piece wise stationary random sequence R[k] such that the resulting audio is perceptually annoying to listen to. Let T be the interval (frame) over which R[k] remains constant and let ck [n], 0 ≤ n ≤ T − 1, represent the k-th frame of the content signal. We encrypt the k-th frame by E(ck [n]) = (1 + β[k]R[k])ck [n],



(2)



where the weighting coefficient β[k] is chosen in such a way that the condition 1 + β[k]R[k] 6= 0 is always satisfied.
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Fig. 4. Typical wave shapes of wi [k] (top) and R[k] (bottom).



For one client i, the server first generates the MASK watermark signal wi [k] that is linked to the identity of the client (for the process of payload encoding we refer to [7]). The watermark signal wi [k] is made to vary gracefully in order to minimize audible artifacts in the watermarked content. The typical waveform of wi [k] is shown in the upper part of Figure 4. Finally the server computes a helper signal hi for user i, which is given by hi [k] =



1 + α[k]wi [k] , 1 + β[k]R[k]



(3)



and distributes this signal to client i. On the client side, joint decryption and watermarking is achieved by taking the product between the helper data hi [k] and the encrypted frame content E(ck ). More specifically, for each frame k, the client computes the watermarked frame signal yi,k [n] by yi,k [n] = hi [k]E(ck [n]). (4) Substituting the values of hi [k] and E(ck [n]) from (3) and (2), respectively, we obtain yi,k [n] = (1 + α[n]wi [k])ck [n]. (5) From the last equation we see that the client is left with a MASK-watermarked version of the content. The MASK watermarking system is extensively studied



in different papers [8, 7, 14] and has been shown to combine excellent audibility/robustness tradeoff. Thus, in this paper, we do not consider such details, interested readers are advised to visit the above references. Effect of the spreading factor on Robustness and Security. Note that in the above, we have assumed that the random number R[k] remains constant for a period of T samples. If we let q represent the number of audio channels, this means that a single random number is provided for every T × q audio samples. This in turn implies that the size overhead introduced by the helper data is linearly related to the ”spreading” factor T . In MASK system (crf. [7]), T represents the so-called watermark symbol period. It reflects the granularity of the watermark symbol repetition. If the audio clip is long-enough the symbol period does not affect the robustness significantly because the total number of samples per a single watermark symbol remains unchanged. To be more specific, let T1 and T2 be two spreading factors, Lw be the length of the watermark sequence and Ls ≫ Lw × max(T2 , T1 ) be the length of the audio clip. Then, in the audio, the watermark sequence will be repeated r1 = Ls /(Lw ∗ T1 ) times for the case of T1 and r2 = Ls /(Lw ∗T2 ) times for the case of T2 . The repetition of each watermark symbol is given by T1 × r1 for the first case and by T2 × r2 for the second case. After substituting the values of r1 and r2 , both of the above products simplify to Ls /Lw . This shows that if Ls is large enough, the level of averaging used to extract each symbol is independent of the spreading factor and thus robustness is not significantly affected. However, the spreading factor T introduces tradeoff between security and size overhead. That is, repeating R[k] over several samples leaks information. We differ the security analysis for a future work. Experimental results. We have tested the system depicted in Figure 3 using different stereo audio streams sampled at 44.1 kHz. For the test, we have chosen T = 64 samples, β[k] = β = 0.9 and α[k] = α = 0.15. The encrypted audio E(c), though still recognizable, is graded as extremely annoying to listen to, whereas the watermarked output signal yi is perceptually indistinguishable from the original one. In the implementation, the helper data was coded in 8 bits float, thus for the transmission of the helper data a side channel with capacity of at least 8 ∗ 44100 CCH = bps T is required. For T = 64, this equals to 5.5 kbps. Compared to a bitrate of a typical compressed audio stream (about 128 kbps), this amounts to an overhead of approximately 6%.
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MPEG-2 compressed video



In this section, we show how the general methodology of joint watermarking and decryption can be applied to MPEG-2 compressed streams. Again, we first describe the employed watermarking scheme and subsequently detail how it is used in conjunction with a partial encryption scheme.



Watermarking scheme. We use an additive spread spectrum watermark which modulates the luminance DC values of all I-frames present in the MPEG-2 stream. Recall that in MPEG-2, each frame is divided into N × M macroblocks, each having 16 × 16 pixels; a macroblock is further subdivided into four 8 × 8 luminance blocks. Let ck [x, y], 1 ≤ x ≤ 2N and 1 ≤ y ≤ 2M , denote the luminance DC values of all image blocks of the k-th I-frame. As a carrier for the watermark, a pseudorandom bit pattern of size N × M , where each value is either +1 or −1, is created. To encode a payload, the pattern is shifted circularly both in the horizontal and the vertical direction to obtain a watermark wi of size N × M . From wi , we obtain a 2N × 2M matrix wi′ by   11 ′ wi = wi ⊗ , 00 where ⊗ denotes the Kronecker product. The watermark wi′ is used to modulate the luminance values ck [x, y] to obtain the watermarked content yk [x, y] = ck [x, y] + αwi′ [x, y], where α controls the watermark embedding strength. This embedding method has the effect that the upper two DC values in a macroblock will be modulated with the watermark, whereas the lower two values are left unchanged (and will be used in the detection process to minimize the influence of the host signal on the watermark detection result). For watermark detection, the stream is decompressed and a constant number of consecutive frames is averaged; a blockwise DCT transform is applied to this averaged frame. In each macroblock, the upper two (watermarked) luminance DC coefficients are added, from which the lower two (unchanged) coefficients are subtracted. This way, the averaged frame is condensed to an N × M matrix, which is finally correlated with circular shifts of the watermark pattern wi . If sufficient correlation exists, the watermark is assumed to be present; the shift with which the highest correlation has been achieved codes the payload. Note that for simplicity of explanation, we have used a constant watermark for all I-frames. However, the system can be easily changed to support embedding of different watermarks in subsequent I-frames. Joint decryption and watermarking. To encrypt an MPEG-2 stream, we produce for each I-frame a random 2N × 2M matrix ri,k with entries in the range of (−2l , 2l ) and add its elements to the luminance DC coefficients E(ck [x, y]) = ck [x, y] + ri,k [x, y]. Depending on the value of l, this results in more or less severe visible artifacts in the stream; the visual effect of this partial encryption method is illustrated in Figure 5. Part (a) of the figure shows a frame of the video, while (b) illustrates the effect of the chosen partial encryption: due to the noise in DC values, severe blocking artifacts are introduced.
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Fig. 5. Illustration of the proposed combined watermarking and decryption system: (a) an original frame of a MPEG-2 compressed movie, (b) the corresponding encrypted frame, (c) the reconstructed watermarked frame and (d) the watermark detection result.



For secure watermark embedding, the client is given the encrypted version of the stream as well as (for each I-frame) the 2N × 2M matrix hi,k = ri,k − αwi′ as helper information, which he subtracts from the DC luminance coefficients to obtain the watermarked content: yk [x, y] = E(ck [x, y]) − hi,k [x, y] = ck [x, y] + αwi′ [x, y].



(6)



Figure 5(c) shows that using equation (6), the visual artifacts can be completely removed in the joint decryption and watermarking step. Still, the watermark can be reliably detected by a correlation detector, see part (d) of the figure. Experimental results. We have tested the system on several MPEG-2 compressed movies; results for four different clips are summarized in Table 1. First, we can note that embedding the watermark only marginally increases the size of the compressed content (about 0.05%). The encryption step has a noticeably effect on the size of the content, as it is adding uniformly distributed noise. Depending on the strength of the noise (i.e., the value l) we can observe an increase in the content size of about 0.5 − 0.8%. The size of the helper data which needs to be sent to the client in addition to the content scales linearly with the content



clip original size watermark overhead for l = 3 overhead for l = 3.5 (bytes) overhead encryption helper data encryption helper data A 13,561,344 0.05% 0.53% 1.11% 0.77% 1.30% B 14,998,551 0.03% 0.45% 1.10% 0.70% 1.29% C 12,808,526 0.03% 0.48% 1.10% 0.73% 1.28% D 15,007,249 0.02% 0.25% 1.12% 0.45% 1.30% Table 1. Performance of the combined watermarking and decryption system.



size: for each luminance DC value of the content, one l-bit value needs to be transmitted. For l = 3, this amounts to a helper data size of about 1.1% of the content, whereas for l = 3.5, we obtain an overhead of about 1.3%.
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Conclusions and Future Work



In this paper, we considered secure watermark embedding algorithms, which allow to securely insert a watermark at an untrusted client device without compromising the security of the watermark key, the watermark or the original content. To implement the functionality, we perform a partial encryption of the content and give the client helper information, which allows to decrypt a slightly different version of the content; the differences between the original and the reconstructed version constitute a forensic watermark. In particular, we discussed two proof-of-concept implementations, one for the MASK watermarking scheme operating on baseband audio and one for a simple additive spread spectrum watermark operating on MPEG-2 compressed video streams. We showed that partial encryption can overcome the major current obstacle of secure watermark embedding, namely limit the size of the helper data needed to be transmitted between the server and the client. In the current paper, we have mainly concentrated on efficiency aspects of secure watermark embedding and have not thoroughly addressed security issues of the employed partial encryption (i.e., the exact relation between the difficulty of a successful cryptanalysis and the complexity of watermark removal). We leave this, as well as the investigation of different partial encryption methods, for future work.
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