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Stochastic Data Streams



S. Muthukrishnan



Talk Overview: Triptych 



Classical Data Stream Algorithms 







Probabilistic Data Stream Algorithms 







What is well understood What may be reducible to above



Stochastic Data Stream Algorithms 



What needs to be explored more.



The Basic Problem in Data Streams i Dist F.







Updates: F[i]++. F[i]--.







Problem: 







F[i] = ?



Use O(log n) space.



n



Data Streams: Motivation 



Update/query times should be sublinear, like polylog(n), because data arrives very fast.







Storage space, communication should be sublinear because ultra fast memory is expensive and power overhead.







Applications: 



IP network monitoring.







Sensors data analysis.



Method: Count-Min Sketch [CM06] Update: COUNT [ j , h j (i )] + + h1(i)



+c +c



i,c +c



hlog 1/δ(i)



+c



e ε



Estimate:



1 log δ



~ F [i ] = min j COUNT [ j , h j (i )]



Count-Min Sketch



~ F[i ] ≤ F[i ]With probability at least ~ F[i ] ≤ F[i ] + ε ∑ i F [i ]







Claim:







Space used is







O ( (1 / ε ) log(1 / δ ) ) Time per update is O (log(1 / δ )) 2 In contrast, need Ω (1 / ε ) space for norm embedding



1− δ



Count-Min Sketch Proof 



Claim: With probability at least



~ F[i ] ≤ F[i ] + ε



~ Pr( F [i ] > F[i ] + ε



∑



i



1− δ



∑



F[i] i



F[i ]) = Pr (∀ j F[i ] + X i , j > F[i ] + ε



ε E ( X i , j ) = ∑ i F [i ] e



~ Pr( F [i ] > F[i ] + ε



∑



i



∑



i



F[i ])



Pairwise h’s suffice.



F [i ]) = Pr(∀ j X i , j ≥ e E ( X i , j )) < e − (log(1/ δ ))



The Challenge 1000000 items inserted



999996 items deleted 4 items left



Summary Maintained



Recovering items to ±0.1 ∑iF[i] accuracy => retrieve each item precisely.



Improving CM Sketch? 



Index Problem 











A has n long bitstring and sends messages to B who wishes to compute the ith bit. Needs Ω(n) bits of communication.



Reduction of estimating F[i] in data stream model. 



I [1…1/2ε]







I[i] = 1 -> F[i]=2;







I[i]=0 -> F[i]=0; F[0]






Estimating F[i] to ε||F||=1 accuracy reveals I[i].



Summary of Data Stream Algorithms 



CM Sketch can be used for estimating 



Frequency moments, F2 = ∑i F[i]2 with space O(1/ε2).







Heavy hitters, F[i] ≥ φ ∑i F[i] with space O((1/ φ) log n) and update time O(log n).







Quantiles, ∑i






Inner product of two vectors, ∑i F[i] G[i]







Sparse representations like histograms, wavelets, compressed sensing of signals.







CM Sketch suffices for many tasks on vector data.







More work for clustering, graph, matrix streams.
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Probabilistic Data Streams



Probabilistic Stream Model 







Simplest model: 



A stream of pairs 〈ti, pi〉, ti ∈[1…n], prob pi, i ∈ [1,m]







With probability pi, ti is in the stream, else empty.



Example: S = (〈x, ½〉, 〈y, 1/3〉, 〈y, ¼〉) 



Encodes 6 “possible worlds” streams: P(S) = {φ, (x), (y), (x, y), (y, y), (x, y, y)}







Can compute probabilities of each possible stream: G



φ



x



y



x,y



y,y



x,y,y



Pr[G]



¼



¼



5/24



5/24



1/24



1/24



Probabilistic Stream Computations 







Challenges: 



expensive to track all possible worlds







expensive to track all tuples in streams



Want to compute aggregate functions over prob. streams 



Given function F, find expected value: E(F(S)) = ∑G∈P(S)) Pr[G] F(G)







Also compute variance to bound deviation: Var(F(S)) = E(F2(S)) – E2(F(S))



Probabilistic Data Streams: Motivation 



Many sources of probabilistic inaccuracy: 



Sensor measurements, eg., noisy RFID readings.







Data quality, eg., quality of record linkages.







Labeling data with machine learning gives derived probabilistic streams, eg., conf in extracted rules.



Probabilistic Data Streams: Example. 



COUNT = E[ | {i ∈ [m]: ti = not empty} | ]







MEDIAN = x such that



max( E[| {i ∈ [m], ti < x} |], E[| {i ∈ [m], ti > x} |]) ≤ COUNT / 2



Probabilistic Medians: Algorithm 



For each input 〈ti, pi〉, put └2mpi/ε┘ copies of ti in S’.







Find l such that







We have └2mpi/ε┘ / 2m/ε ≥ pi – ε/2m. Hence, dividing by



1 ε max(| {i | ti < l} |], | {i | ti > l} |) ≤ ( + ) | S ' | 2 2



2m/ε



ε 1 ε max( ∑ pi , ∑ pi ) − ≤ ( + )COUNT 2 2 2 1≤ ti < l l < ti < n



Probabilistic Data Streams: Summary 



DISTINCT: For each item in prob stream, produce many distinct copies in classical stream.







Frequency Moments, F2: randomly instantiate each item in a classical stream. Bound variance.







COUNT F1 – E(F1(S)) is expected length of stream 



E(F1(S)) = ∑i pi (sum of Bernoulli variables)







Var(F1(S)) = ∑i pi(1-pi) (sum of variances)







SUM =∑i tipi is trivial







MEAN is sorta tricky. MEAN is not SUM/COUNT.







CLUSTER is interesting. k-center is nonlinear.



References







Sketching probabilistic data streams. Cormode and Garofalakis. SIGMOD 07.







Estimating statistical aggregates on probabilistic data streams. Jayram, McGregor, Muthukrishnan and Vee. PODS 07.







Exceeding expectations and clustering uncertain data. Guha and Munagala. PODS 09.



Stochastic Data Streams



Alerting the MAX on Stochastic Stream 



Distribution D given ahead of time. Input is a stochastic stream x1, x2, …, xn, each xi is drawn from D. n is known.







Stop at input t and output xt.







Goal: maximize xt. Formally, max E(xt). Even more formally,



E(x t ) max E (OPT ) = E (max i xi )







Can a priori look at the dist of maxi xi







Not the same as finding maxi xi.



Alerting MAX: Result 



An algorithm that finds t such that E(xt)/ E(OPT) ≥ ½.







Ingredient: Prophet Inequality.







Algorithm: 



x*= maxi xi







m: median of x*. Pr(x*m) ≤ 1/2.







τ: smallest t such that xt > m.







τ can be determined on the stream,and gives the result.







Detail: ∀ τ’: smallest t such that xt ≥ m. ∀ τ or τ’ gives the result. Simple rule to determine which.
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Problem: Stochastic clustering (on streams) 



Given a distribution D in [0,1] and integer k.







Points arrive online p1,…,pt, each drawn from D.







Improve over streaming k-center algorithms on p1, …,pt in space, accuracy, whatever.







Simple Exercise. Find median (not k-center).



Summary 



Classical data stream model: 







Probabilistic stream model: 







Well understood. Still technical results remain, eg., lower bounds. In simple cases, can be reduced to classical streams. More complex problems are difficult. Logic and complexity.



Stochastic stream model: 



This talk/paper defines the model and makes a start. Lot remains to be done.
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