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Treatment Effects, Lecture 3: Heterogeneity, selection, and structural interpretation of LATE Andrew Zeitlin MSc in Economics for Development Quantitative Methods



Core readings The following readings are the central texts for this lecture. • Heckman (2010) • Heckman, Lalonde and Smith (1999), section 6 • Heckman and Li (2004) • Roy (1951)
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1



Introduction: What do we learn from IV-LATE?



In the previous class, we were introduced to the LATE theorem. This gives us a set of assumptions under which, even though we only have an instrument for the ‘treatment’ we are interested in, we are able to estimate the average treatment effect for some population.1 In particular, we required the assumptions of random assignment of the instrument with respect to potential outcomes, excludability, first-stage power, and monotonicity of treatment response with respect to the instrument. For a binary treatment S of interest (say, a measure of schooling attainment), an instrument Z (say, random assignment to a scholarship), and an outcome Y (say, subsequent earnings, with YS denoting income under each schooling outcome), the LATE theorem gives that IV will estimate τˆ2SLS =



E[Yi |Zi = 1] − E[Yi |Zi = 0] = E[Y1i − Y0i |S1i > S0i ] E[Si |Zi = 1] − E[Si |Zi = 0]



(1)



This is the average of the treatment effect for all those individuals who are induced by the scholarship to change their schooling outcome—a Local Average Treatment Effect. Note that for a treatment S of interest, an instrument Z, we have in principle four potential outcomes Y (S, Z). Without the assumptions above, people’s outcome could vary not only with the treatment they receive but also with the value of the instrument. It may be helpful to think of this in terms of the analysis of the returns to education. Let Z be random assignment to a scholarship, and let S be some binary measure of schooling attainment. The independence assumption gives us that Z is uncorrelated with S1 , the schooling choice in with a scholarship, or with S0 , the state of the world without a scholarship. The assumption of excludability helps us to narrow down the set of potential outcomes that we need to consider (as well as guaranteeing that any causal effect identified will be the causal effect of S, and not some other mechanism). If Z can affect Y only through S, then the potential outcomes Y (S, Z) with the same value of S must give the same value: Y (1, 0) = Y (1, 1) ≡ Y1 and Y (0, 0) = Y (0, 1) ≡ Y0 . Statistically, this amounts to assuming that the scholarship assignment, Z, adds no information about future earnings, once its effect on schooling choice is taken into account. 1



In this lecture, like the previous two, I will retain a focus on binary treatments. Much of the intuition, and some of the algebra, can be ported to contexts in which the treatments of interest are continuous-valued.
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The assumption of first-stage power is both standard and testable. It requires that, averaging over the population as a whole, E[S|Z = 1] 6= E[S|Z = 0]. But this, too, has some extra meaning in this context. Combined with monotonicity (reviewed below), stronger first-stage power corresponds to an increases in the fraction of compilers in the population. Since LATE estimates an average treatment effect for the compliers, this correspondingly becomes more representative of the population. In the extreme, as the fraction of compliers in the population approaches one, the LATE approaches the ATE for the population. Monotonicity of treatment response with respect to the instrument is the assumption of the LATE theorem that stands out most from typical IV. To see why this is important, imagine that the fraction of defiers in the population was not zero, so that some people would reduce their education in response to the presence of a scholarship. In this case, IV would be a weighted average of the actual treatment effect experienced by compliers, plus the opposite of the treatment effect experienced by defiers. To avoid this and ensure that we have estimated a treatment effect averaged for some population, at least, we impose monotonicity in the response to treatment across individuals. In cases of randomization with imperfect compliance, LATE does not give the average treatment effect for the population except when one of two conditions holds. First, if the treatment effect is constant across individuals, then compliers experience the same treatment effect as everyone else. Alternatively, if treatment effects are heterogeneous but selection into treatment, conditional on Z, is independent of the treatment effect experienced, then again the average effect for compliers will be the same as the average effect for the population as a whole. Either of these assumptions gives the result that E[Y1 − Y0 |S1 > S0 ] = E[Y1 − Y0 ], so the estimand in equation (1) gives the ATE. When these two conditions do not hold—and this is often the case— then it is not clear why policymakers should be interested in the LATE for compliers. One circumstance in which there is a clear rationale for interest in LATE is if the instrument used in the analysis corresponds to an actual policy lever/instrument of interest. In that case, LATE is informative about the gross welfare gains or losses resulting from manipulation of this policy instrument. Some authors, of which Deaton (2009) is perhaps the most articulate expression, are even less sanguine: I find it hard to make any sense of the LATE. We are unlikely to learn much about the processes at work if we refuse to say anything about what determines θ [the individual-specific treatment effect]; heterogeneity is not a technical problem calling for an econometric solution, but is a reflection of the fact that we have not started on our proper business, which is trying to un3
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derstand what is going on. Today’s lecture explores whether combining IV estimation with a structural interpretation of selection into treatment can provide a more meaningful understanding of LATE results—one which helps us to generalize to alternative policy instruments and alternative contexts. We follow a line of research led by James Heckman and Edward Vytlacil, recently summarized by Heckman (2010).



2



Comparative advantage selection into treatment: the Roy model



2.1



Roy model



The original model of Roy (1951) explores the implications of selection into occupations on comparative advantage for the distribution of earnings.2 Individuals choose to work as either hunters or fishermen. Assume: • Fish and rabbits are perfect substitutes, and individuals are aware of their potential earnings in these two occupations with certainty. • Dispersion of potential outcomes is assumed to be greater in fishing (‘more skillful’) than in hunting. • Individuals select into occupations on the basis of wages only. If we let the prices of fish and rabbits be (πF , πR ), respectively, and individuals’ skills given by (Fi , Ri ), then we have potential wages WF i = πF Fi



(2)



WRi = πR Ri



(3)



for each individual i in the community. In the pure version of the Roy model, individuals know these outcomes with certainty and make occupational choices only with regard to differences in earnings, so we have the decision rule that individuals become hunters iff πR Ri ≥ πF Fi ⇐⇒ ln(Ri ) ≥ ln(Fi ) + ln(πF ) − ln(πR )



(4)



Note that the assumption that the two goods are perfect substitutes to consumers, and that there are no other goods in the economy, allows us to abstract from general equilibrium effects. 2



What follows is a partial treatment of the Roy model and the Heckman and Honor´e (Heckman and Honor´e 1990) formalization. For further details, Christopher Taber’s lecture notes are also useful—see http://www.ssc.wisc.edu/~ctaber/751.html. Notation and graphical exposition in this exposition borrows from Taber.



4



Treatment effects, lecture 3



Andrew Zeitlin



Although there are some strong assumptions here—perfect foresight and/or risk neutrality, decision-making on the basis of gross benefits alone, etc— the basic setup has applications to many contexts. Schooling choices may be made with respect to expected earnings differentials (Heckman and Liedholm 2004); choices to use fertilizer in agriculture may be made with respect to the idiosyncratic benefit of doing so (Suri 2011, Zeitlin, Caria, Dzene, Jansk´ y, Opoku and Teal 2011); the list of potential applications is very long.



2.2



Implications of the Roy model for the allocation of skill



Work by Heckman and Honor´e has explored the empirical implications of this model. Here, we are primarily interested in our ability to identify the causal effect of moving an individual from one sector into another. But we pause briefly to illustrate how the simple decision rule in equation (4) can lead to potentially counterintuitive distributions of skill. In this section, we follow closely the exposition in Taber (2010). An implication of the model is that the occupation with the greatest variance in (log) skill has the strongest sorting. If abilities are positively correlated across the two sectors, then it is only in the sector with the relatively larger heterogeneity in skill that the best workers will work. This sorting process is illustrated in Figure 1. In these illustrations, the blue line corresponds to the set of (log) hunting and fishing skills at which individuals are just indifferent between the two sectors. As can be seen from the decision rule (4), relative prices enter the decision rule as a vertical shifter of this blue line. Figure 2(b) illustrates the simple case in which all individuals are equally capable hunters, but there exists heterogeneity in fishing skill. In this case, clearly, the best fisher(wo)men (those to the right of the blue line) will fish. This remains the case if we introduce a sufficiently small amount of heterogeneity in R, as shown in Figure 2(c), which makes the assumption that abilities are perfectly correlated across sectors for illustration. In this case, since there is more heterogeneity in fishing ability, it remains the case that those best at fishing will fish. Finally, Figure 2(d) shows how this need not always hold: when there is greater heterogeneity in hunting ability, and when hunting and fishing abilities are sufficiently correlated, then those best at fishing will prefer to hunt.



2.3



Implications of the Roy model for estimation of treatment effects



Suppose we are interested in the wage impact of moving a randomly selected individual from hunting into fishing. What can we learn from OLS about this effect? Selection on the basis of comparative advantage, as highlighted by the Roy model, biases OLS results of the population average treatment
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Figure 1: Comparative advantage and occupational choice in the Roy model



(a) General case



(b) Homogeneous Ri



(c) Heterogeneous R, but the best fisher- (d) Heterogeneous R, and the worst fishmen fish ermen fish Source: Taber (2010)
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effect. To see this, let us extend the decomposition of the OLS estimate first seen in Lecture 1. Decompose YSi = µS + eSi , for S ∈ {R, F }, where µS gives the average outcome in the population, and the error terms eSi have mean zero across individuals. Since OLS estimates a comparison of group means, then taking probability limits gives (Heckman and Liedholm 2004): plim(ˆ τOLS ) = E(Yi |Si = F ) − E(Yi |Si = R) = E(YF i |Si = F ) − E(YRi |Si = R) = (µF − µR ) + E(eF i |Si = F ) − E(eRi |Si = R) = (µF − µR ) + E[eF i |Si = F ] − E[eRi |Si = F ] + E[eRi |Si = F ] − E[eRi |Si = R] | {z } | {z } | {z } AT E



|



sorting ef f ect



{z



AT T



selection bias



}



The first line follows from the fact that the OLS estimate of a binary treatment effect is simply the difference in observed group means. The second equality rewrites this in terms of the observed potential outcomes, and the third decomposes potential outcomes into their deterministic and stochastic components. The fourth line adds and subtracts the term E[eRi |Si = F ] in order to provide an intuitive decomposition. Clearly, the average treatment effect is given by µF − µR . This would be the result of moving the entire population from hunting into fishing. OLS estimates are biased for the ATE by two effects. The first is a sorting effect, which arises from the fact that people who opt into fishing may tend to be better (or worse) at it than those who do not. Notice that if instead of the ATE we wanted to know the average treatment effect on the treated (ATT)—that is, the wage gain relative to what they would have had in hunting experienced by those who actually took up fishing, then this sorting effect is part of what we would want to capture with our estimate. In that case, the fact that the treated have systematically different returns is an object of interest. But even if we were interested in estimating the ATT, OLS results are still potentially biased by the fact that those who we observe hunting rabbits may not be good representations of the potential rabbit-hunting incomes of those who we observe fishing. This is captured by the selection bias term in the equation above. In the illustrations of Figure 1, this will be a problem in all instances but case 2(b). In that case, hunting incomes are the same for all people, and so E[eRi |Si = F ] = E[eRi |Si = R] by assumption. Absent such an assumption, we have two potential routes to identify the treatment effect for some population. The first is to make parametric assumptions about the distribution of unobserved potential abilities (Ri , Fi ). The second is to generalize the framework to allow individuals to make choices based on a comparison of gross gains as well as other factors—a 7
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generalized Roy model—and to find an instrument from among those other factors. We take these up in turn.



2.4



Identification of the Roy model under log normality



It turns out that, if we are willing to assume abilities are log normally distributed, we can identify the ATE for the population (Roy 1951, Heckman and Honor´e 1990). This is a case of the Heckman two-step selection correction (Heckman 1979). In this case, the occupational choice equation can has the probit form: Si∗ = ln(πF ) − ln(πR ) + VSi



(5)



where individuals choose to fish iff Si∗ ≥ 0. Here, the error term VSi = ln(Fi ) − ln(Ri ), which is normally distributed by virtue of the fact that the sum (or difference) of two normally distributed random variables is also normally distributed. Given this assumption, we obtain consistent estimates of the ATE from a regression of log income on sector choice and a selection correction term (Heckman 1979) as follows: ln(Yi ) = τ Si + ρσy λ(Si ) + ui



(6)



where λ(Si ) is the inverse Mills ratio—a function of Si alone since we have no excluded instruments in this case. Log normality may be a reasonable assumption in some applications. Roy himself argues that if random components of potential earnings have proportional—rather than levels—effects, then this will be true of a large population. But notice that identification hinges entirely on this assumption here, since we have no excluded instruments entering the selection equation. This must be the case in our strict Roy example, since all individuals face the same prices for the fish and rabbits that they produce, and since they respond only to potential income in each sector in choosing sectors. Thus without the parametric assumption about the structure of the error terms, and how they relate to the treatment assignment mechanism (here given by individual choice), we would be lost. In order to avoid such strong functional form assumptions, we would like to have instruments affecting people’s choices. These might include, inter alia, heterogeneity in the costs of participating in each sector. To allow for such an approach, we will first briefly lay out a more general version of the Roy model, which allows occupational choice to depend on observed and unobserved factors beyond the idiosyncratic treatment effect.



2.5



Generalized Roy and the role of information



A natural extension of the Roy model is to allow for observed and unobserved factors, as well as a stochastic component, to enter in a stochastic component 8
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in the choice In this case we can write the decision rule as Si∗ = ln(πF ) − ln(πR ) + δx Xi + δz Zi + γ(ln(Ri ) − ln(Fi )) + VSi



(7)



where Xi are observed characteristics correlated with potential earnings, Zi are observed characteristics (instruments) that have no direct effect on potential earnings, and VSi is a random variable. Since potential abilities are unobserved, but appear directly in equation (7), we can assume that VSi is uncorrelated with potential earnings without any further loss of generality. Absent any relevant instruments (δz = 0), identification of the ATE relies solely on the joint normality assumption of the Heckman two-step estimator. It worthwhile to consider the role of information in choices here. If people have perfect knowledge of their potential abilities in each sector, then γ = 1, and sector choice will respond to this information. If people have no information about their abilities, then γ = 0, and OLS estimates are unbiased for the ATE (this is also true if treatment effects are homogeneous, so that ln(Ri ) − ln(Fi ) = 0, ∀i). More generally, we might think that treatment effects are heterogeneous, and that people respond to imperfect information about potential earnings when selecting into treatment.



3 3.1



A structural interpretation of IV-LATE Monotonicity of the instrument is equivalent to a latentindex model



Structural models of treatment selection, such as the Roy model and its generalizations, provide intuition for the relationship between such choices and idiosyncratic returns to treatment. Less obvious is a result due to Vytlacil (2002): the same assumptions that are required for instrumental variables to estimate a local average treatment effect (monotonicity and independence in particular) are sufficient to give that an index choice model is an accurate representation of the selection process, and vice versa. LATE is equivalent to the generalized Roy model. Such an equivalent representation of the selection process has the form Si∗ = µS (Z) − Vi ,



(8)



where we make no assumption about the distribution of Vi (and none is implied by the LATE assumptions), and where treatment choice is given by the indicator function Si = 1[Si∗ > 0]. Such a representation does rule out some important possibilities. Equation (8) imposes that the sign of ∂µS (Z)/∂Z is the same across people— though it does not require monotonicity of µS (Z) in Z, if the instrument Z takes on more than two values. The additive separability of the individual 9
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error term is essential for the monotonicity assumption of LATE, namely, that all individuals respond in weakly the same direction in response to a given change in Z, say, from Z = z 0 to Z = z 00 . In the absence of additive separability, the derivative of ∂Si∗ /∂Z might be different across individuals i, and monotonicity (in the sense of the LATE assumption) would fail. Suppose µS (z 00 ) > µS (z 0 ). Given this, some individuals will have µS (z 00 ) > µS (z 0 ) > Vi , and so will have Si = 1 for both values of the instrument: these are the always-takers. Other individuals will have Vi > µS (z 00 ) > µS (z 0 ), and so will not take up the treatment for either of these values of Z; these are the never takers. The compliers, for instrument values Z ∈ {z 0 , z 00 }, will be those individuals for whom µS (z 00 ) > Vi > µS (z 0 ). For such individuals, the sign of Si changes as the instrument moves from one value of Z to another, and so they are induced to switch their treatment choice.



3.2



Role of the propensity score



Heckman and coauthors suggests a convenient rewriting of the choice model in (8) (Heckman, Urzua and Vytlacil 2006, Heckman 2010), which allows us to characterize compliers, and the distribution of treatment effects in the population, in terms of the propensity score. The argument proceeds in the following steps: • First, let P (z) = Pr(µS (Z) > V |Z = z) denote the probability of being treated conditional on the realization Z = z; this is what we have earlier called the propensity score, as a function of Z. • Second, define a random variable, U , as U = FV (V ), where FV (·) is the cumulative distribution function of the error term in the choice model V . Notice that, while we have not made any assumptions about FV (·), if we were to assume that V were normally distributed (as in the Roy model with lognormally distributed abilities), then the choice model in equation (8) would be a probit, and FV (·) would be equal to the normal CDF, Φ(·). • Third, notice that we can rewrite the selection rule in terms of P (Z) and U without any loss of generality: Si = 1[P (Z) > U ]



(9)



This representation allows us to recast the set of compliers, for treatment Z taking on values z 1 , z 2 , as those individuals whose values of U fall between the two propensity scores. Thus our expression for the LAT E(z 2 , z 1 ) in equation (1) now becomes LAT E(z 2 , z 1 ) = E[Y1i − Y0i |S2i > S1i ] = E[Y1i − Y0i |P (z 1 ) ≤ Ui ≤ P (z 2 )], (10) 10
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where (in a slight change of the values used to index the values of the instrument, Z) S2i = S(z 2 ) and S1i = Si (z 1 ) are the treatment choices for values of Z = z 1 , z 2 .



3.3



The Marginal Treatment Effect



Understanding the treatment assignment induced by an instrument Z in terms of the propensity score allows a rich characterization of the distribution of returns. Consider a value of the instrument, Z = z, such that P (z) = p. This defines a probability of treatment—or, equivalently, a probability that any given individual has a draw of Ui ≤ P (Z) = p. The mean gross gain3 experienced in the population (i.e., the treatment effect on the treated) for Z = z can then be written as E[Y1i − Y0i |p ≥ Ui ]. Since a fraction p of the population experience this gross gain, we can write the expected outcome in the population as a whole as E(Y |P (Z) = p) = E(Y0 ) + pE(Y1 − Y0 |p ≥ U ) | {z }



(11)



S(p)



where we define S(p) as the gross surplus. Consider an infinitesimal increment in the value of the instrument Z, from z to z 0 , which increases the fraction of treated individuals from p to p0 . How much does the average outcome in the population change? All those individuals with Ui < p are already treated, so their realized outcome is unaffected. Similarly, all those with Ui > p0 will remain untreated after the change in the instrument, so their realized outcome is unaffected as well. The only change in the population mean of the outcome Y arises from individuals exactly at the margin where they were indifferent between treatment choices under the original treatment. Those individuals had unobserved determinants of choice Ui = P (z), so that they were exactly on the edge between treatment choices. After the incremental change to p0 , such people are induced to switch treatment status. It follows that the change in the population average outcome, from E[Y |P (Z) = p] to E[Y |P (Z) = p0 ], is equal to the treatment effect experienced by individuals at the margin of indifference between treatment outcomes under P (Z) = p. Taking the usual limiting argument, as p0 → p, we obtain ∂E[Y |P (Z) = p] ∂S(p) = E[Y1 − Y0 |U = p] = . ∂p ∂p



(12)



This expression, the average treatment effect experienced by individuals with values Ui = u that puts them at the margin of indifference between 3



The term ‘gross gain’ is used here because the difference in potential outcomes alone does not account for costs of treatment. For individual i, net gain is given by Y1i −Y0i −Ci .
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Figure 2: Expected outcomes and marginal treatment effect, as a function of P (z)



Source: Heckman (2010).



treatment choices, for P (Z) = p, is defined as the Marginal Treatment Effect at u. We write M T E(u) ≡ E[Y1 − Y0 |Ui = u]. (13) Returning to our characterization of the expected outcome for Z = z in equation (11), we can now rewrite this in terms of the MTE: Z p M T E(u)du, (14) E[Y |P (Z) = p] = E[Y0 ] + 0



where the integral gives the gross surplus at p. This relationship between the MTE and the expected outcome is illustrated in Figure 2. The MTE is the derivative of the surplus function, and so of the expected outcome (since the term E[Y0 ] in equation (14) does note depend on p). The figure illustrates a general case, in which the MTE varies with p. The special case in which the MTE is a constant—a flat line— arises under the now-familiar conditions that either the treatment effect is truly constant, or else the idiosyncratic component of the treatment effect is uncorrelated with treatment choice. Notice that this analytical framework does not imply that the different values of the MTE seen in Figure 2b constitute the full extent of the heterogeneity in the treatment effect. For any level of U , individuals may experience very different treatments ex post. Rather, the point is that the MTE fully characterizes the heterogeneity in gross returns to the extent 12
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that this heterogeneity is correlated with treatment choice. For many—but not all—purposes, this is what the researcher will be interested in. This distinction may arise if, for example, individuals have limited information and receive only a signal of the treatment effect that they will realize in practice. In such a case, there may be more heterogeneity in the ex post treatment effect distribution than there is in the MTE, but the distribution of the MTE is the relevant parameter for understanding which individuals would make ex ante decisions to opt into treatment under alternative policy regimes. The MTE fully characterizes the heterogeneity in returns that matters for choices made ex ante.



3.4



Understanding LATE in terms of the MTE



Recall that, for an instrument Z taking on values {z 1 , z 2 }, IV-LATE estimates an average treatment effect on the compliers, who have U ∈ [P (z 1 ), P (z 2 )]. In light of the analysis of the preceding section, we can understand LATE in terms of the MTE for these individuals: R p2 Surplus(p2 ) − Surplus(p1 ) p M T E(u)du LAT E(z 2 , z 1 ) = 1 = (15) p2 − p1 p2 − p1 where p2 = P (z 2 ), and p1 = P (z 1 ) are the propensity scores at each level of the instrument. Notice that LATE puts equal weight on all values of the MTE between p1 and p2 in the integrand. This highlights a special feature of defining the MTE as a function of the propensity score: each epsilon step to the right in p will shift the same fraction of the population into treatment, by definition of the propensity score. Since in general the MTE is not constant, this explains why different instruments estimate different treatment effects for different populations. This is illustrated in Figure 3. For instrument pair (z1 , z2 ), the corresponding LATE estimates the integral of the MTE on the interval [P (z1 ), P (z2 )] = [p1 , p2 ]. Alternative values of the instrument set, with corresponding values of the propensity score, integrate the MTE over a different range. In a heterogeneous effects context, there is no reason to expect such IV estimates to yield the same result. The Durbin-Wu-Hausman test for the validity of instruments cannot be applied in such a context, since differences in estimates corresponding to different IVs may be driven by heterogeneity in the MTE. (Note that, when instruments are continuously valued, and when the range of values of P(Z) generated by such instruments overlap, it may be possible to construct a test for instrument validity in the spirit of DWH.)
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Figure 3: MTE and values of LATE for alternative instrument pairs



Source: Heckman (2010)



4



Constructing alternative estimands using the MTE



Given knowledge of the M T E(u) for all values of u ∈ [0, 1], it is possible to construct the estimands typically considered in the treatment effects literature, and indeed, a richer array of policy counterfactuals. Heckman and Vytlacil show that such estimands can be thought of as weighted averages of the MTE, integrated over the support of u (Heckman and Vytlacil 2005, Heckman 2010). • Average Treatment Effect. Perhaps most obviously, the ATE puts the same weight on all values of u: Z 1 AT E = E[Y1 − Y0 ] = M T E(u)du (16) 0



• Average Treatment Effect on the Treated. The ATT is defined as E[Y1 − Y0 |S = 1]. – If there is a single value of Z = z for the entire population, then R P (z) the ATT is given, trivially, by AT E = 0 M T E(u)du: it is the integral of the M T E(u) for all individuals whose realizations of u are such that they select into treatment. – More generally, consider a population with a distribution of Z, which gives a consequent distribution of p = P (Z). Denote by fp (·) the PDF of this distribution of p in the population, and 14
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let Fp (·) be the corresponding cumulative distribution function for the population distribution of p. The ATT for this general case puts weight on M T E(p) in proportion to the fraction of the population whose value of Z is such that they have P (z) ≥ U . Z



1



AT T =



M T E(u)hT T (u)du,



(17)



0



where the weight hT T (u) is given by hT T (u) = R 1 0



1 − FP (u)



Pr[P (Z) > u] = R1 (1 − FP (t)) dt 0 (1 − FP (t)) dt



(18)



• Policy-relevant treatment effect. Neither the ATE nor the ATT tells us how mean outcomes will change in response to a general policy change in the economy. Heckman and coauthors (Heckman 2010) argue that, given the MTE, the effects of such policy changes can be thought of as changes in the distribution of Z in the economy. For policy regimes (a, b), we then define



a



b



Z



P RT E(a, b) = E[Y ] − E[Y ] =



1



M T E(u)(FPb (u) − FPa (u))du (19)



0



where FPa (·) is the cumulative distribution of P (Z) under policy a, and FPb (·) is defined analogously. These weights are illustrated in Figure 4. Other policy-relevant parameters can be defined similarly by an appropriate choice of weights.



5



Practicalities: conditioning on individual characteristics



In many cases (outside of RCTs in particular), we may be willing to assume that we have an excludable instrument, Z, only after conditioning on a set of observed characteristics, X (the instrument set Z may then be defined to include some or all of the regressors in X). The notation in the preceding sections has suppressed dependence on X for the most part, for ease of exposition. But such covariates can be accommodated within this framework in reasonably intuitive ways. First, note that if covariates X take on a sufficiently small number of values, a very general form of heterogeneity can be accommodated by separately estimating the M T E(u; x) curve for each value in the support of x.



15
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Figure 4: MTE and weights for the construction of alternative estimands



Source: Heckman (2010)



A more restrictive, and analytically simpler, approach can be undertaken if treatment effects are assumed (or found empirically) to be homogeneous in x. Such a case arises, e.g., if potential outcomes take the form Y1 = µ(X) + τ + e1 Y0 = µ(X) + e0 The parameter τ gives the ATE for the population as before. The simplest case of this arises when µ(X) = βX. In this case, observed outcomes can be written in switching-regression form as Yi = βXi + τ Si + e0 + Si (e1 − e0 ).



(20)



Examples of applications of this approach using real-world data include Carneiro and coauthors (2001, using the US National Longitudinal Survey of Youth); Heckman and Li (2004, on the returns to education in China); and Basu and coauthors (2007, on the impact of alternative breast-cancer treatments). Carneiro and coauthors express the observed outcome in (20) in semiparametric form as E[Y |X, Z, S] = βX + τ S + (1 − S)K0 (P (Z)) + SK1 (P (Z)). 16



(21)
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This expression conditions on realized treatment S. Integrating this out gives E[Y |X = x, Z = z] = βx + τ P (z) + K(P (z)) (22) where K(P (z)) is a general function of the propensity score. Notice that the MTE is given by differentiating the above expression with respect to P (z). A variety of methods may be used to estimate the function K(P (Z)) in practice. Particularly appealing for its ease of implementation is the approach taken by Basu and coauthors (2007), who approximate K(P (Z)) with a fourth-order polynomial function of the propensity score. Such a polynomial function can easily be differentiated to give estimates of the MTE for values of p ∈ [0, 1].



6



Conclusion: some thoughts on the role of structure



In contrast to previous lectures, the emphasis here has not been on making assumptions about the error distribution in order to point-identify the return to education, or some similar parameter. Instead we have taken a perspective that emphasizes how structural models can be used to reveal heterogeneity in parameters of interest: the (perceived) return to education is not the same for everyone, and we may be interested in features of its distribution other than the mean. It may be useful be clear about alternative distinguish two roles for structure in econometric modeling. 1. Structural models can provide identifying restrictions, either for point identification (by specifying features of the joint distribution of unobservables, as in the Roy model (Roy 1951) or the Heckman two-step estimator more generally (Heckman 1979), or for partially identified models (Manski 1990, Manski and Pepper 2000, Manski 2009). 2. Structural models can be used to define and estimate ‘deep’ parameters of theory, useful for extrapolation and interpretation (e.g., welfare effects). Some parameters—coefficients of risk aversion, for instance— are only well defined within the context of a specific model of decisionmaking. We may be interested in the former approach when the questions are important, and instruments are not available. The latter approach holds out the promise of external validity, since it is only at the level of these deep parameters that we expect individuals to exhibit consistent responses to environmental stimuli across contexts. The approach advocated by Heckman and coauthors, based on estimation of the marginal treatment effect, does not fit neatly into either of these 17
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two categories. The MTE is not a ‘deep’ parameter; it is the product of the marginal physical product of labor and a variety of economy-specific parameters. Separate identification of these deep parameters is a tall order in many contexts. But as Heckman (2010) argues, for policy purposes it will often suffice to estimate “policy-invariant combinations” of structural parameters. Coupling this econometric approach with sources of identification that do not rely on assumptions about the distribution of error terms—in which case the argument would be circular—we can credibly claim to identify features of the distribution of such individual-specific parameters of interest.



18
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