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Preface This IBM® Redbook is primarily intended for use by IBM Clients and IBM Business Partners. In it we discuss and demonstrate technology, architectures, techniques, and product capabilities for business performance management (BPM). BPM is a relatively new and evolving initiative that brings together a number of technologies to monitor and manage the attainment of business measurements and goals. However, this redbook is not intended to be a comprehensive treatise on BPM, but more of an introduction to help you understand it and get started with your implementation. As the title implies, we also have a primary focus on the integration of BPM with business intelligence. That is, we want to demonstrate how this integration can better enable a more proactive, in addition to the more typical reactive, form of business intelligence. And that is what enables fast action to be taken to resolve issues and actually drive the attainment of goals and measurements rather than passive monitoring of their status. For example, we demonstrate the capability to actively monitor the business processes and integrate their status data with the operational activity data in the data warehouse. The combination of these two data sources provides an enterprise-wide view of the business for decision making and reporting. With this information, we can begin to manage and optimize business performance. This is of significant value for the enterprise, business management, and business shareholders. BPM is itself a process developed to monitor, manage, and improve business performance. It has the following three core categories of capability. These capabilities are discussed in more detail throughout this redbook:  Information Management: including operational reporting, data federation, data warehousing, and business intelligence  Process Management: including business processes, key performance indicators (KPIs), alerts, process status, operational activities, and real-time process monitoring  Business Service Management: including systems monitoring and optimization of IT operations to meet the business goals The results of these capabilities are brought together at the point of integration for management and decision-makers - the business portal.
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As businesses move forward in the evolution to real-time business intelligence, there is a need to optimize the operational business activities. For example, they must be modified to support real-time activity reporting, and the continuous flow of data to the enterprise information repository - the DB2® data warehouse. One major impact of this evolution is enhanced decision making, and proactive avoidance of problems and issues in addition to more typical reactive measures to minimize the impact of those problems. Products such as WebSphere® Business Integration and DB2 Universal Database™ (DB2 UDB) play a key role in BPM, and were used in the development of this redbook. We have included example system architectures, product installation and configuration examples and guidelines, examples of the use of key performance indicators, and management dashboards to enable improved business performance management. We believe this information and our examples will be of great benefit as you continue to improve the management of your business performance.
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Introduction Before you dive into the detailed sections of this redbook, it is important to point out the business performance management (BPM) initiative is currently in its infancy and is changing rapidly. For example, there are many other terms being used to describe this area of interest. They are used at many seminars and conferences around the world. But there is indeed a lot of confusion and the definitions given are not always clear or consistent. Some terms sound similar, but are very different. Some may even have the same acronym, but mean something very different. As examples, you may have heard terms such as business activity monitoring, corporate process management, business activity management, and business process management. With those terms come acronyms such as BAM, BPM, and CPM. Though they sometimes sound similar, they do not necessarily have the same meaning, and certainly not the same solution capabilities. This redbook is intended to provide you with an introduction to BPM, its relationship to business intelligence, and an overview of the current IBM BPM solution and product capabilities. However, as an industry leader, IBM continues to evolve its BPM solution and supporting product set. As always, contact your IBM representative to be sure you have all the details on the latest functions and features of the IBM solution.
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Business innovation and optimization As an example of the IBM BPM evolution, IBM is bringing a more precisely defined initiative to this marketplace, comprised of a new name, messages, and content. Central to this theme are two key values, competitive differentiation through innovation and efficiency through optimization. The name for this initiative is Business Innovation and Optimization (BIO). This new initiative will also serve to differentiate the robust IBM offering, and avoid the confusion generated by the many definitions and related terminology that have been generated relative to the topic of business performance management. IBM Business Innovation and Optimization is not a market category; rather, it represents a collection of software technology capabilities, best practices, and industry expertise to address needs and functionality identified in several market categories, including:       



Business Performance Management Enterprise Performance Management Corporate Performance Management Business Intelligence Business Services Management Business Process Management Business Activity Monitoring



More information on BIO will be forthcoming, but, for purposes of this redbook, we will continue to use the term BPM. BPM is a paradigm that enables success by proactively managing business performance and the attainment of business measurements, in addition to reactively resolving individual business issues when required. Managing and optimizing business performance is a critical requirement for maximizing business profitability and returning shareholder value. In fact, in many situations, it is a critical requirement for remaining viable in today’s fast-moving and competitive business environment. Company executives are also feeling pressure from a growing intolerance for missed performance targets. And with performance measurement periods becoming shorter, management simply must have the capability to more proactively influence the outcome. To do this requires monitoring and tracking capabilities that can generate current, complete, and accurate information upon which they can immediately act. This information provides the required business intelligence for proactively managing business performance. Business intelligence (BI) is a key enabler of BPM. Hence the title of this redbook, Business Performance Management....Meets Business Intelligence.
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Business performance management BPM is all about taking a holistic approach for managing business performance. Businesses align strategic and operational objectives, and business activities, to fully manage performance through more informed and proactive decision making. The holistic approach enables the integration and use of business intelligence, process management, business service management, activity monitoring, and corporate performance management to achieve a single view of their enterprise. The elements of that holistic approach are depicted in Figure 1.



Business Intelligence



Business Activity Monitoring



Business Process Management



Business Performance Management



Corporate Performance Management



Business Service Management



Figure 1 A holistic approach



Then by putting that information and understanding in context against the business goals and priorities, action can be taken quickly to improve execution, successfully meet the business measurements, and truly begin to manage business performance. The following comparison may be helpful in furthering the understanding of BPM. Consider enterprise systems management (ESM), which represents a set of technologies focused on integrated monitoring and management of IT systems, for example, networks, servers, storage systems, and databases. ESM has its own set of technical performance metrics, for example, bandwidth, throughput, processor utilization, memory usage, and disk I/O ratios, along with the concept of predefined performance thresholds, operational alerts for performance outside the threshold limits, and rules-based corrective actions. It also comprises a performance management portal in the form of a consolidated management console, such as Tivoli® Enterprise™ Console. The concepts for BPM are very
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similar, but focused on the overall business processes, and at a higher level. For example, BPM actually incorporates ESM and maps the business process onto IT resources. This higher level view and the goal to align strategy throughout the enterprise provide the enterprise perspective that is required for BPM. The requirement for BPM is not new. Management has always had a need to manage business performance. Previously, however, they have not had the technology to implement it. The technology is now here to satisfy the need for BPM. This is the right solution at the right time. The demand to meet business performance goals by aligning strategy throughout the enterprise has never been more critical. And now, IBM can deliver the solutions! A BPM solution is comprised of disparate disciplines such as business process integration, enterprise application integration, information integration, business intelligence, and enterprise systems management. A common thread here is information. Do you have the information you need for BPM, or is it locked up in disparate departmental or functional areas? Can you get a business view of your enterprise, or only departmental or functional area views? The key is to unleash the power of your information. The IBM approach to BPM is to take a holistic view of those disparate departments and functional areas and integrate them across the business value chain! This gives you a more comprehensive view of your enterprise and can enable you to better manage business performance.



Becoming better informed To enable BPM, businesses must become better informed, flexible, and dynamic. Becoming better informed more and more means evolving towards a real-time business intelligence environment. To enable faster decision making in this fast moving economy requires information that is more and more current. That requirement directly impacts your business operations, because one source of that critical information is the status feedback from the operational activities. Therefore, one requirement is to have the operational activities integrated with the business intelligence environment. This not only enables fast access to the results of operational activity reporting, but satisfies the need for more dynamic business processes. Static processes, or those that cannot adapt to changing needs, are a liability. As businesses analyze their operational activities in an effort to become more efficient and effective, they are looking more and more to IT to identify and implement an improved and integrated business process environment. If you are looking for this business agility and the ability to manage your business performance, information is the enabler and IBM is uniquely positioned to offer a comprehensive solution!
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BPM: The IBM approach The IBM approach to BPM is enabled by an overarching framework that ties together key business and IT disciplines such as business process integration, business intelligence, and enterprise application integration. It enables businesses to:  Sense, and respond to customer needs, competitive threats, and regulatory pressures  See, understand, and use business information to adapt their business processes and IT infrastructure to optimize business performance Business performance management solutions deliver continuous improvement and innovation by:  Aligning strategy horizontally and vertically throughout your company  Enabling proactive and directed action  Providing real-time, contextual insight  Delivering role-based visibility into business operations and metrics  Improving team productivity and effectiveness The integration of business and IT process management, and business intelligence is a key enabler for BPM. It provides the ability for you to move more quickly towards managing and meeting your business measurements and goals. A high-level view of the framework and component integration is depicted in Figure 2. The BPM framework is an enabler for the integration of business and IT processes. The underlying technology then enables the operations and information flow, providing the capability for you to make the decisions required to best manage the business. This is your competitive advantage!
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Understand the state of key business process operations in realtime



Business Business process Performance view Management



IT process view



Visualize IT process operations in business terms, and manage service levels to business objectives



Understand the status of business processes across business and IT, in context against goals and trends, and enable fast action to improve execution



Figure 2 BPM framework



Optimizing business performance There is detailed information in the subsequent chapters of this redbook on managing and optimizing business performance, along with an explanation of the IBM BPM framework components, and examples of the BPM optimization processes. As a starting point, we briefly introduce some of these concepts here. IBM has a model-based approach to BPM that is key to enabling you to optimize business performance. The approach is represented by a cycle of integrated processes, as depicted in Figure 3. It is through the execution and refinement of this process cycle that we can optimize business performance.
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Figure 3 BPM optimization cycle
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Deploy



Monitor



The BPM framework components depicted in Figure 2 map to the processes in the BPM optimization cycle shown in Figure 3. For example, the Business Process view in Figure 2 is equivalent to Business Operations in Figure 3. The same relationship exists with the IT components. The core processes of model, deploy, monitor, analyze, and act define the methodology to enable performance optimization. These processes are discussed in more detail in Section 3.1, “IBM BPM Platform” on page 51. Business intelligence brings another set of specialized tools and infrastructure to bear on analyzing the data collected in IT systems by automating business processes. Traditional decision-support technologies, ranging from nightly batch reporting and ad hoc queries to data mining modeling and multi-dimensional cube analyses, are all directed towards gleaning insight from the results of operational processes after-the-fact, without direct, systematic links back to the underlying operational systems. The breakthrough perspective of BPM links the analytic, model-based insight of BI with the dynamic monitoring and action-taking capabilities of BPM, closing the loop on the optimization cycle. A similar relationship exists with the IT components. Using this modeled approach can then also result in optimizing the IT activities. That says it! The holistic closed-loop approach is the enabler for improved business performance, and having that is another competitive advantage!



Solution processes Monitoring and managing business performance may sound simple, but do not take these terms too lightly. Monitoring the business processes can provide the information to enable you to manage business performance. But, first you must enable the capability to monitor them. That is, you must have well-defined processes and a means of reporting on the process’s operational activities. And then managing them also brings additional requirements. To clarify, let’s look at a few examples. You must:  Define exception processing.  Establish key performance indicators for exception processing.  Generate alerts for any exception conditions.  Define processes to handle alerts and correct the exception conditions.  Define corrective actions for the processes to avoid, or at least minimize, future exception conditions. This enables businesses to evolve from an organization of many discrete batch processes to an integrated system capable of supporting continuous flow processing. That in turn results in more timely information, detection of variations
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from the plan, generates alerts to call for action, promotes proactive recommendations for alert resolution, and provides a dynamic user interface to enable the business to respond appropriately. To provide these types of BPM solutions, however, requires a vendor to marshal resources and expertise spanning the broadest imaginable range of business and IT disciplines. IBM is uniquely qualified to do this, owing to the scope of its software portfolio, business and IT services, and industry sector practices. The aim (and result) is proactive business performance management and problem avoidance, in addition to a reactive approach focused on problem impact minimization.



Getting the BPM advantage Industry analysts are advising companies to optimize the key activities and business processes that drive their revenues and profits, as a means of meeting their business measurements and goals. BPM is a key enabler, and this redbook will help you move forward with that solution. Business flexibility and agility require continuous monitoring of the business processes and support of a robust business intelligence (BI) environment. By robust, we mean information is available and sufficiently current to support the requirements for both operational and strategic decision making. Although certainly not required in all cases or scenarios, the term sufficiently current is rapidly evolving to mean real-time (or something near real-time). Want to learn more about evolving to a real-time environment? There is another IBM Redbook available on the subject, Preparing for DB2 Near Real-time Business Intelligence, SG24-607, and we suggest this redbook for additional reading.



Contents abstract This section includes a brief description of the topics presented in this redbook, and how we organize them. The information ranges from high-level product and solution overviews to detailed technical discussions. We encourage you to read the entire redbook. However, depending on your interest, level of detail, and job responsibility, you may select and focus on topics of primary interest. We have organized this redbook to accommodate readers with a range of interests. Our objective is to demonstrate the advantages of, and capabilities for, implementing BPM with DB2 UDB and WebSphere Business Integration. We structured the redbook to first introduce you to the architectures and functions of
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the products used. Then we describe how to install, configure, and integrate the products to work best together. With a focus on process monitoring and management, we then demonstrate example scenarios, and the procedures required to evolve to this environment.



Chapter summary Let’s get started by looking at a brief overview of the contents of each chapter of the redbook, as described in the following list:  Chapter 1 introduces BPM and presents key descriptions and definitions to establish a common understanding and point of reference for the material in the redbook. The trends driving BPM are discussed along with associated benefits. We then present a methodology for implementing a BPM environment as a means to help you continue with your evolution. We present information that deals with gathering requirements, architecting a solution, and creating systems that are valuable and beneficial to use.  Chapter 2 continues the BPM discussion, describing how BPM integrates with, and supports, a business intelligence (BI) environment. In general, BI is a user of BPM and the means whereby decision makers can better enable management of the business. Here we include discussions of key concepts and technologies such as key performance indicators and analytic applications. We then discuss the implementation of BI and the linkages to BPM, along with the evolution to more of a real-time environment. This is the desired final solution that results in a significant competitive advantage.  Chapter 3 continues by establishing a common and consistent understanding of BPM by describing a number of what we call BPM enablers. We describe the IBM BPM framework and discuss the base structure of the framework, namely the Reference Architecture and Model Driven Development. We also look at a service-oriented architecture (SOA) and Web services. The discussion will show you how the IBM BPM framework supports an enterprise BPM solution and can integrate with your particular BI environment.  Chapter 4 provides an introduction to the IBM WebSphere Business Integration (WBI) product, which also helps to establish an understanding of the BPM capabilities. There is detailed discussion on the architecture, and the concepts of integration and standardization inherent in WBI.  Chapter 5 is focused on DB2 UDB. We describe how it enables and supports business intelligence by providing the infrastructure for a robust data warehousing environment. Then we describe a number of key features, including scalability, parallelism, data partitioning, and high availability.  Chapter 6 describes the testing environment used for this redbook project. We describe the hardware and software products used, along with the project architecture. We then describe and demonstrate a sample application scenario that enabled us to show BPM in action. The scenario shows
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examples of creating the processes and process flows, monitoring them as they execute, capturing their progress, and displaying alerts and status on the user dashboard of a portal. Acting on alerts provided during the sample execution demonstrates closed-loop capabilities of a BPM implementation. The testing of this scenario is a clear demonstration of a working BPM implementation.  Appendix A provides a brief set of considerations for getting started with a BPM implementation. One of the biggest challenges with BPM is knowing where to start. This section describes three approaches typically used in many organizations. That’s an overview of the contents of the redbook. Now it’s time to make your reading selections and get started.
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Chapter 1.



Understanding Business Performance Management Business performance management (BPM) is a key business initiative that enables companies to align strategic and operational objectives with business activities in order to fully manage performance through better informed decision making and action. BPM is generating a high level of interest and activity in the business and IT community because it provides management with their best opportunity to meet their business measurements and achieve their business goals. IBM uses the term BPM for business initiatives that emphasize aligning strategic and operational objectives in addition to monitoring and managing business processes and associated IT events. In this chapter, we describe BPM in detail, review BPM trends, and introduce a BPM framework and implementation methodology.
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1.1 The BPM imperative In today’s dynamic business environment, increased stakeholder value has become the primary means by which business executives are measured. The ability to improve business performance is therefore a critical requirement for organizations. Failure to improve business performance is not tolerated by stakeholders, who are quick to exercise their power. One result of this is the volatility of stock prices, which creates a tense roller coaster ride for executives. Bringing more pressure to bear is the fact that business performance measurement time frames are becoming ever shorter. Quarterly targets have replaced annual ones, and the expectation of growth and success is there at every quarter end. To help smooth out the roller coaster ride, businesses need to react quickly to accommodate changing marketplace demands and needs. Flexibility and business agility are key to remaining competitive, and, in some cases, viable. What is needed is a holistic approach that enables companies to align strategic and operational objectives in order to fully manage achievement of their business performance measurements. To become more proactive and responsive, businesses need information to give them a single view of their enterprise. With this type of information, they can:  Make more informed and effective decisions.  Manage business operations and minimize disruptions.  Align strategic objectives and priorities both vertically and horizontally throughout the business.  Establish a business environment that fosters continuous innovation and improvement. The need to continuously refine business goals and strategies, however, requires an IT system that can absorb these changes and help business users optimize business processes to satisfy business objectives. BPM assists here by providing performance metrics, or key performance indicators (KPIs), which can be employed to evaluate business performance. A KPI is a performance metric for a specific business activity that has an associated business goal or threshold. The goal or threshold is used to determine whether or not the business activity is performing within accepted limits. The tracking and analysis of KPIs provide business users with the insight required for business performance optimization. BPM also becomes a great guide for IT departments who are being asked to do more with less. It helps them focus their resources in areas that will provide the most support to enable management to meet their business goals. They can now
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prioritize their tasks and focus on those tasks aligned with meeting business measurements and achieving the business goals. BPM requires a common business and technical environment that can support the many tasks associated with performance management. These tasks include planning, budgeting, forecasting, modeling, monitoring, analysis, and so forth. Business integration and business intelligence applications and tools work together to provide the information required to develop and monitor business KPIs. When an activity is outside the KPI limits, alerts can be generated to notify business users that corrective action needs to be taken. Business intelligence tools are used to display KPIs and alerts, and guide business users in taking appropriate action to correct business problems. To enable a BPM environment, organizations may need to improve their business integration and business intelligence systems to provide proactive and personalized analytics and reports.



1.2 Getting to the details Many enterprises have already begun implementing the underlying components required for supporting a BPM environment. These include planning, process modeling, process monitoring, and analysis. It is often the case, however, that organizations have not integrated their business processes and underlying applications in a consistent way. Often business processes and applications are isolated from each other, which typically results in the generation of information silos. That is, they have information located in independent data stores that is not available at an enterprise level. These implementations may provide some departmental or functional area benefit, but this is of limited value to the overall business. BPM solves this problem by providing a common business and technical framework that allows the departments and functional areas of an enterprise to adhere to a common set of goals and objectives.



1.2.1 What is BPM again? Simply stated, BPM is a process that enables you to meet your business performance measurements and objectives. It enables you to proactively monitor and manage your business processes, and take the appropriate actions that result in you meeting your objectives. There are a few words in that statement that will take some doing. Here are a few examples:  Monitor your processes. This means you have well-defined processes, and a way to monitor them. And hopefully the monitoring is continuous.
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 Manage your processes. You must be aware of their status, on a continuous basis. That means you need to be notified when the process is not performing satisfactorily. In your well-defined process, you will need to define when performance becomes unsatisfactory. Then you must get notified so you can take action.  Appropriate action. You will need the knowledge, flexibility, and capability to take the appropriate action to correct the problem. However, things are not always simple. Make sure you understand the terms. For example, the BPM acronym is sometimes used in IT to describe business process management. This is not the same thing as business performance management. As a result, instead of BPM, some people prefer the term corporate performance management (CPM), while still others prefer enterprise performance management (EPM). Listening to speakers at conferences or reading papers, you might also hear BPM equated to budgeting, or to financial consolidation, or to Sarbanes-Oxley compliance. Others think it has to do with financial reporting, dashboards, scorecards, or business intelligence. Many of these are components of a complete BPM solution. However, BPM is more than simply a set of technologies. It offers a complete business approach, or methodology, for managing business performance. This methodology is implemented using a variety of business integration and business intelligence technologies. To do this, BPM requires information about ongoing events in the operational business processes and activities, in business operations as well as in IT operations. This is accomplished by a set of key processes. It is the ongoing execution and refinement of those processes that enables the optimization of business performance. That is depicted in Figure 1-1.
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Figure 1-1 BPM integrated processes
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We describe those key processes in detail in “IBM BPM Platform” on page 51.



BPM standards group To help encourage a common understanding of BPM and to create solutions that satisfy a wide range of customers, IBM became a member of the BPM Standards Group. Members of this group include application package vendors, tools vendors, implementation consultants, IT and data warehousing experts, industry analysts, management consultants, and system integrators. The customer perspective is represented through an affiliation with the BPM Forum, a business-oriented thought leadership group of senior-level practitioners in operations, finance, and information technology. BPM Forum members are involved in testing and validating BPM Standards Group deliverables. The BPM Standards Group has developed a common definition for BPM, which contains the following principles:  BPM is a set of integrated, closed-loop management and analytic processes, supported by technology, that addresses financial as well as operational activities.  BPM is an enabler for businesses in defining strategic goals, and then measuring and managing performance against those goals.  Core BPM processes include financial and operational planning, consolidation and reporting, modeling, analysis, and monitoring of key performance indicators (KPIs) linked to organizational strategy. More information about the BPM Standards Group can be found on their Web site (see “Online resources” on page 198 for the location of this Web site).



1.2.2 Trends driving BPM BPM is gaining attention in the business world because it is seen as a valuable approach for gaining better control over business operations. It is of particular value in helping solve issues that occur when trying to tie business planning to operational execution. Examples of these issues are outlined in Table 1-1. Executives and managers put significant effort into developing business strategies and goals, which are then distributed throughout the company. The problem comes when trying to monitor and manage the execution of those strategies. In many organizations, there are no processes or tools in place to validate that the strategies are being implemented as planned. Another issue in many companies is that planning and budgeting cycles are not flexible, or fast enough to satisfy fast changing business requirements. Plans and budgets are often out-of-date before they are completed. This happens for many
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reasons, including inappropriate and unintegrated tools and methods that have not kept up with current practices. There are many companies, for example, that base their complete planning process on a series of spreadsheets linked together over different computers, and even departments. Table 1-1 Planning and execution issues Issue



Description



Users cannot get access to the current status of business processes.



Process status and business information is often scattered throughout the organization, making it difficult for business users to understand the current status of the business.



Users find it difficult to put the status of business processes into a business context.



If business users obtain a view of the status of their business, it is difficult for them to assess that view against historical trends and current goals.



Users are unable to take action and make rapid changes to business processes.



Even if business users can put process status into a business context, it becomes difficult for them to work with organizational silos and quickly take action and make process changes.



To resolve these issues, a sound process monitoring and management system is needed. BPM enables this by getting people working towards the same business goals and priorities, and by supplying an integrated solution for obtaining optimum business performance. BPM provides accurate and timely enterprise-wide information, and alerts decision makers to take proactive actions to efficiently manage, control, and improve enterprise operations. BPM solutions offer many benefits to organizations. A summary of key solutions and benefits are shown in Table 1-2: Table 1-2 BPM benefits
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Solution



Benefit



Align the business strategy horizontally and vertically throughout your enterprise.



Organizations are no longer fractured by independent actions of the business units. They now are aligned and working towards the same business goals.



Enabling proactive and directed action.



Resources are directed towards actions that are consistent with meeting the business goals. This enables improved resource planning and prioritization.
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Solution



Benefit



Providing real-time, contextual insight, delivering role-based visibility into business operations and metrics.



Results in a consolidated view of the current state of the business, by combining process state information, operational activity status and IT status. It puts the current state of the business in context, enabling proactive problem avoidance.



Improving team productivity and effectiveness.



Enables improved and automated processes and allocation of resources. Provides collaboration across enterprise teams and processes to accelerate business performance improvements.



BPM enables all parts of the organization to understand how goals and objectives are tied to the business models and performance metrics. Since BPM is an enterprise-wide approach, it also improves collaboration and communications between the groups responsible for business operations.



Gaining insight into the business The U.S. Sarbanes-Oxley Act and the new European Basel Capital Accord (Basel II) are major drivers for implementing BPM solutions. Sarbanes-Oxley represents one of the most broad ranging pieces of legislation to affect corporations and public accounting in recent years. IBM recently released the results of a survey detailing the current state of preparedness by U.S. companies for supporting Sarbanes-Oxley, and the challenges facing CFOs and financial executives in supporting the Act. The majority of CFOs surveyed by IBM view the Sarbanes-Oxley Act as an opportunity to streamline systems and improve the efficiency of real-time business processes. For European companies, Basel II is a critical piece of legislation that organizations urgently need to consider. Basel II promises significant business benefits, but will be a major change for most businesses. Supporting Basel II requires companies to review how they support the regulatory process and the broader framework implied by Basel II. In particular, it forces them to consider how they will integrate data, and also processes, that are currently split between finance, operational, and risk-management functions. Basel II does, however, provide businesses with the opportunity to free themselves from legacy problems and out-of-date management structures. Basel II encourages companies to develop a more streamlined and responsive organization, and to provide relevant information for better risk management, performance management, and capital allocation decisions.
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BPM offers more than just support for regulatory compliance. It also provides an opportunity for businesses to integrate people with business processes in order to improve business performance. This is consistent with the BPM capabilities offered by IBM, which believes BPM is an enabling initiative for regulatory compliance and gaining greater insight into business operations. BPM incorporates related business technologies and capabilities, notably business process modeling, business process integration, business intelligence, and business services management.  Business process modeling and integration choreographs the interactions among people, processes, and information to enable the execution of business operations. The resulting integrated and mediated environment provides an end-to-end view of business operations that would otherwise not be possible.  Data warehousing technologies are used to extract, transform, and load (ETL) business transaction data into data warehouses, which is then used for creating business intelligence.  Business services management helps monitor the performance and health of the IT infrastructure in real-time to aid in optimizing system performance. These technologies, however, only partially address the challenges facing enterprises, because they are typically not well integrated. Business performance management solutions solve these problems by providing an integrated platform that enables an organization to understand the status of operational business and IT processes, and to take timely action to improve those processes. The result is improved business performance. BPM places enormous demands on BI applications and their associated data warehouses to deliver the right information at the right time to the right people. To support this, companies are evolving their BI environments to provide (in addition to historical data warehouse functionality) a high performance and enterprise-wide analytic platform with real-time capabilities. For many organizations this is a sizable challenge, but BPM can be the incentive to move the BI environment to a new level of capability. We discuss this in more detail in Chapter 2, “The role of business intelligence in BPM” on page 27.



1.2.3 Developing a BPM solution In a BPM solution, the business strategy builds the foundation for modeling the business processes and key performance indicators in a consistent and aligned manner. The key performance indicators help track and control the progress towards the business strategy and goals. However, the collection of information to calculate the measurements and provide sufficient context for analysis in root
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causes or for the discovery of optimization opportunities can be a daunting task. Some measurements can be derived from business process events. In other cases, consolidation technologies extract, clean, and aggregate the information from a variety of operational systems. A data warehouse is a scalable platform for collecting this vast amount of information and keeping the history of key metrics. Then, analytic tools and applications can access this historical context from the data warehouse. It puts information in context, including historical performance, real-time events, and planned targets necessary to calculate performance metrics and assess whether or not action is necessary. Real-time, contextual insight requires the correlation and integration of historical context with real-time data such as process-monitor events. It delivers inline analytics and business intelligence services for applications and business processes. When measurements deviate from planned targets, business analysts employ business intelligence tools to investigate the root causes so necessary actions can be taken. The data warehouse provides the necessary context for the analysis, and the business intelligence services transform this information into insight by providing analytic, visualization, and reporting capabilities. Inline analytics can then provide actionable insight. There are many tasks involved in developing a BPM solution (see Appendix A, “Getting started with BPM” on page 179, for more detailed information about these tasks). One key task is the definition of KPIs, and how they are used to monitor and manage business and system operations. As we have already discussed, a BPM system can detect threshold conditions for KPIs and generate alerts that call for corrective actions. We depict this in a high-level system’s view in Figure 1-2. A BPM system receives business and IT event data and filters it through business rules or policies. Compliance is checked and alerts sent as appropriate to the user interface. Suitable action is then taken to resolve any business exceptions. This is an example of what is often referred to as a closed-loop system. BPM solutions, based on the closed-loop system shown in Figure 1-2, allow an organization to understand the status of business processes across the enterprise, place that understanding in context against business goals and priorities, and take timely action to improve business operations. This process constitutes the management of business performance.
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Figure 1-2 A simplified BPM closed-loop system



IBM delivers BPM solutions with capabilities such as the following:  Integrated modeling of processes, policies, goals, and KPIs  Externalized business rules for deploying complex business strategies and improving responsiveness to business rule changes  Event-driven management of business and IT operations across the extended enterprise  Integration of event and business metrics with business intelligence for assessing KPIs relative to business goals  Advanced business simulation and performance optimization based on real-time monitoring of business activities  Proactive monitoring and business alerts  User-customized analytics and reporting of On Demand business and IT performance information  Industry-specific business performance management solutions (financial services, health care, and retail, for example) with methodologies and dashboards for evaluating and improving industry processes and services  Consolidated and dynamic resource management
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BPM strategy considerations For maximum impact on business performance, BPM should be considered an enterprise-wide strategy. Unfortunately, the term enterprise-wide brings with it several negative connotations. The primary one is the perception of a large implementation effort. Other issues include how and where to begin, and whether or not to use top-down versus bottom-up development. These issues are not new, and are similar to those encountered during the implementation of data warehousing. As with data warehousing, the key to success with BPM is an iterative and phased implementation effort. BPM potentially requires data, processes, and cooperation from all the organizations in the enterprise. This again parallels data warehousing projects, because projects must deal with different data, heterogeneous systems, and many different processes, all of which are required to deliver an enterprise information environment.



BPM reference architecture IBM has developed a BPM reference architecture that provides a flexible, extensible, open-standards-based infrastructure, which is a key added value of the IBM solution. The architecture specifies the required capabilities and services, and the defined interfaces that enable integration of the solution components. The reference architecture is depicted in Figure 1-3. In addition to showing the architectural components, we have included the products available that enable the solution. The product names in parentheses are IBM BPM software offerings, and those in quotation marks are other associated IBM software offerings.
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Figure 1-3 BPM reference architecture



The IBM BPM Platform IBM has also developed a BPM Platform that enables the assembly of components encompassing business partner products and IBM foundation technologies. The platform includes a wide range of capabilities for modeling, integrating, connecting, monitoring, and managing business operations within an enterprise and across a value chain of trading partners and customers. The unifying framework that accommodates the IBM platform is illustrated in Figure 1-4. This framework identifies the functional components required for real-time monitoring, analysis, and optimization of business operations and their underlying IT infrastructure. The IBM BPM Platform provides a set of associated interfaces for Business Partners to plug in components and customize the platform. These interfaces support facilities such as:  Business rules for dynamic process control and adaptive performance management  Information management for analytics and reporting  A common event infrastructure for event-driven management of business and IT operations
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 Workplace™ capabilities for business performance management visualization and collaboration  Business services management for consolidated and dynamic resource management for aligning IT with business objectives The IBM BPM platform enables IBM to efficiently assemble end-to-end solutions for specific business environments. The foundational capability anchoring the platform is the IBM extensible On Demand portfolio of technologies. The IBM platform is described in more detail in the section, “IBM BPM Platform” on page 51.



Business performance management suite of tools



Enterprise integrated development environment



Common event infrastructure



Figure 1-4 IBM BPM framework



Creating a unified data framework Creating a unified framework is critical to the success of a BPM implementation. BPM is a paradigm that succeeds from proactively managing the environment, rather than reactively resolving individual business issues. There is a need, therefore, for an architected solution that consolidates and integrates data related to monitoring, events, alarms, and situation-related information across the enterprise. Fracturing that enterprise view with isolated data silos defeats the
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purpose of BPM. It actually inhibits the ability to monitor and manage enterprise-wide business performance. The need for a unified solution can be satisfied by integrating the required data in a DB2 data warehouse and using the data warehouse to feed the BPM environment. If this is not feasible, information integration technologies, such as IBM WebSphere Information Integrator, can be used to create an integrated business view of disparate source data. Using dependent data marts that leverage data from a data warehouse is another possible solution. Important: We do not recommend, however, building a BPM solution using from data from independent data marts, or sourcing the data directly out of the operational systems. These approaches involve isolated data silos that lead to inconsistencies and inaccurate results. IBM BPM solutions are based on DB2 relational databases, as well as a combination of DB2 relational databases and DB2 OLAP databases. In most cases, the BPM environment will involve a multi-tier approach, consisting of legacy applications, data warehouses that feed the BPM solution, and BPM tools and packaged applications. Implementing a BPM system results in making business performance data available to everyone who needs it. Usually, most of this performance data has not been available to business users prior to the BPM implementation. A BPM solution is typically facilitated by providing the proactive distribution of the data through graphical dashboards, rather than relying on users to search for data they require. Most users respond positively to graphical dashboards embedded in enterprise portals, and require little if any training in how to use them.



1.3 Summary: The BPM advantage BPM is attracting attention from businesses because they recognize that it will help them reduce costs, increase revenues, and provide a competitive advantage. And more importantly, it will enable them to proactively monitor, measure, and manage their business performance, and give them the business intelligence that can enable them to meet their performance targets. The ability to monitor business processes provides the opportunity to manage them, and thus to improve them. Companies gain benefit by introducing new efficiencies into business processes, and, ideally, this results in more effective business processes.
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Improved business process effectiveness is achieved using feedback from the BPM environment. A BPM solution tracks KPIs and alerts management when results indicate business performance is nearing, or outside of, defined thresholds. You can then take proactive steps to correct issues before problems arise, rather than reactively trying to minimize the impact of the problems after they begin. Business processes can be changed based on the feedback from the BPM monitoring activity, enabling improved management and more effective business processes and activities. Business process effectiveness is further enhanced by unifying BPM processing with the business intelligence environment. BPM information is integrated into BI systems, and made available across the enterprise through the use of information technology. Integration with the BI environment allows business performance to be compared, managed, and aligned with the business strategies, goals, and objectives of the organization. A robust data management infrastructure is required for a successful BPM implementation. IBM provides that infrastructure using DB2, which acts as the cornerstone of the business intelligence environment. By integrating business processes, operational activity monitoring and reporting, and business intelligence, we can have a complete view of the business across the business value chain. This is powerful! It is a capability much discussed and much sought after by all business organizations. Now that we have an overview, we can explore the relationship between BPM and business intelligence in more detail.
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Chapter 2.



The role of business intelligence in BPM Business intelligence (BI) applications gather information about business processes and activities to make it available to business users, enabling them to make more informed decisions and take more effective action. Increasingly, BI is the key to business success and is becoming a key component of almost all new business initiatives. Business intelligence is a fairly well understood area and is implemented in some form in all businesses. In this chapter we discuss the capabilities and evolution of BI, focusing specifically on the role of BPM in the BI environment. It is the combination of these two initiatives that provides significant benefits to businesses.
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2.1 The relationship between BI and BPM BI enables businesses to access, analyze, and use their data for decision making. It is used for long-term strategic planning, short-term tactical analysis, and managing daily operational business activities. Key developments in BI usage include:  Tactical and strategic BI are moving closer together. This is because strategic time frames (budgeting and forecasting cycles, for example) are shrinking to enable companies to become more responsive to business needs and customer requirements.  Analytic applications are used more and more for proactively delivering business intelligence to users, rather than requiring them to discover it for themselves. In many cases, these applications not only deliver information about business operations, but also put actual business performance into context by comparing it against business plans, budgets, and forecasts.  Dashboards are the becoming the preferred method for delivering and displaying business intelligence to users. Dashboards are more visual and intuitive, and typically provide linkages that enable immediate action to be taken.  Business rules are a key requirement as companies implement so-called closed-loop processing to use the results of business intelligence processing to optimize business operations. This is particularly the case when there is a requirement to support automated decisions, recommendations, and actions.  Close to real-time (near real-time) or low-latency business information is becoming an important requirement as organizations increasingly make use of business intelligence for managing and driving the daily business operations. Table 2-1 compares traditional BI with BI used for BPM. It demonstrates how BPM forms the underpinnings for many of the BI developments we have outlined. Specifically, BPM helps BI cause operational decision making to become more proactive and timely, and support a wide range of business users. Table 2-1 BI comparison (based on material created by Wayne Eckerson of TDWI)
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Category



Traditional BI



BI for BPM



Implementation



Departmental



Enterprise-wide



Focus



Historical



Timely, right-time, or real-time



Decisions



Strategic and tactical



Strategic, tactical, and operational



Users



Business analysts



Everyone
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Category



Traditional BI



BI for BPM



Orientation



Reactive



Proactive



Output



Analyses



Recommendations and actions



Process



Open-ended



Closed-loop



Measures



Metrics



Key performance indicators (KPIs) and actionable (in-context) metrics



Views



Generic



Personalized



Visuals



Tables, charts, and reports



Dashboard and scorecards



Collaboration



Informal



Built-in



Interaction



Pull (ad hoc queries)



Push (events and alerts)



Analysis



Trends



Exceptions



Data



Structured



Structured and unstructured



2.1.1 Decision making areas addressed by BPM There are two primary, and different, areas of any company where business intelligence is required. They are:  Business planning. This area is concerned with strategic issues such as increasing revenues, reducing costs, and deciding what new products and services should be introduced. This is where strategic business intelligence is used. If, for example, the business goal is to maximize product sales, then the BI system needs to provide executives with information about what products sell best, in what locations and for what price, who the competition is, and what is the impact of advertising, sales, and specials. BPM aids BI in supporting strategic planning by providing easy-to-use dashboards that show executives how actual business performance compares with business goals and help executives identify ways of improving long term business performance.  Business execution. This area focuses on day-to-day operations of the company. It is concerned with developing and executing efficient business processes. Business goals, for example, are to meet sales and profitability targets, and produce and deliver products quickly and at the lowest cost possible. This area uses tactical and operational business intelligence to help in decision making and taking action. The difference between tactical and operational BI is time. Tactical BI analyzes operations over a period of days, weeks, and months, where operational BI is more typically concerned with
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daily operations and analyzing the business over a period of a few hours or days. BI helps improve business execution in two ways. One is monitoring workflow and reporting operational results. An example of this is tracking production with the objective of meeting production schedules and cost targets. This is where BI has traditionally been used. The second area where BI aids business execution involves monitoring workflow with the objective of improving and managing the overall operational business process. An example is to reduce production costs and identify areas where product quality could be improved. It is in this second area where BI and BPM work together to aid in optimizing the execution of business processes. Business planning and business execution are tightly intertwined. How well the business executes is a critical by-product of business strategy and planning. Success depends on critical things such as the products and markets selected, and pricing. Achieving business goals and objectives is in turn heavily dependent on how well the business plan is carried out. Long-term company revenue, for example, can only be increased if short-term sales goals are achieved. Strategic, tactical, and operational BI, when combined with BPM, help organizations optimize both their business planning and business execution processes and activities. Although BPM helps a BI system support both business planning and business execution, we will in this redbook focus on how you can use BPM and BI to support business execution. It is beyond the scope of this redbook to address the role of BI and BPM in strategic business planning. So we will turn our attention instead to the area of business process execution, and how to monitor and manage business processes by integrating them with BI.



2.1.2 BPM impact on the business The objective of BPM is to help companies improve and optimize their operations across all aspects of their business. Business requirements, therefore, determine what type of BPM environment is needed. Implementing BPM, however, is more than just about installing new technology, it also requires organizations to review the business environment to determine if changes are required to existing business processes to take advantage of the benefits that BPM can provide. It is important to understand that creating and managing business processes is not a one time effort. Company goals, products, and services will change, and new technologies will be introduced. An organization must, therefore, be ready to quickly modify its business processes as business needs change. To keep ahead of the competition, companies must have a good understanding of their business and their marketplace, so they can quickly make appropriate business decisions.
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Business processes in turn must be flexible enough to accommodate these rapid and ongoing changes. To be successful with BPM, a company must thoroughly understand their own business processes and activities that support each area of their business. The company must also break down the traditional information sharing barriers that often exist between different business functions. Both of these efforts aid in planning and deployment of BPM projects, because they enable a company to identify where BPM can bring the biggest benefit. These efforts also help a company focus on improving the management of business processes across related business areas such as campaign and risk management, customer sales and service, and supply chain management. At the same time, to remain competitive, the company must evolve to more of a real-time operating and decision making environment. This environment uses timely information to make its critical business processes more responsive and thus more competitive. BPM enables a BI system to tap into business events flowing through business processes, and to measure and monitor business performance. BPM extends traditional operational transaction processing by relating measures of business performance to specific business goals and objectives. Business users and applications can then be informed by user alerts and application messages about any situations that require attention. The integration of business process monitoring with operational BI analytics enables a closed-loop solution. Enterprise data involved in managing business performance includes:     



Event data from business process operations Event data from IT infrastructure operations Historical business process analytics and metrics Business plans, forecasts, and budgets Data occurring from external events, for example, changes in marketplace conditions



This data is used by BI applications to create actionable management information that enables BPM. The actionable information produced includes:    



Key performance indicators (KPIs) Alerts Analytic context reports Recommendations for corrective action



We now look more closely at this actionable information to see how it is used in a BI and BPM environment.
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2.2 Actionable business intelligence Any BI implementation is aimed at turning available data into information and putting it into the hands of decision makers. It might be easy to conclude therefore that BI and BPM are one and the same. BPM is focused, however, on a subset of the information delivered by a BI system. It is concerned with information that shows business performance and indicates business success or failure. This information subset enables organizations to focus on the important task of optimizing business performance.



2.2.1 Key Performance Indicators Measures or metrics of business performance help drive business decisions. Metrics show how well the business is doing relative to a defined strategy and operating plan. A metric can be something as simple as how many parts were just completed in an operation, or it may be a more complex measurement that tracks profitability by product, product type, location, and season. Most businesses have a large number of metrics, and in any BPM project one of the primary tasks is to determine the most important metrics and thresholds that can help management determine how the business is doing. We refer to these metrics as the key performance indicators (KPIs). Just as any successful project begins by collecting and understanding the business requirements it is meant to satisfy, a successful BPM project begins by defining the KPIs that will drive it. This is not a simple task. Methodologies and best practices for creating the right KPIs for a business are not in the scope of this redbook. This will be an exercise for your in-house business analysts, with perhaps some help from outside business consultants. Regardless of the method used to create them, it is important to note that each KPI should measure one or more of the top objectives of a business plan, so that managing it has an impact on improving business performance. For example, a KPI must measure something that drives real business value. To be successful in a BPM project, business managers must identify the KPIs that are appropriate for the part of the business they manage. Some examples of KPIs are:       
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Profit margin per transaction Margin by customer Customer average days to pay Returns count, quantity, and value Contribution to profit by product Late benefits enrollment Expiring purchasing contracts



                         



Percentage of deliveries on time Delivery days late versus early Incomplete deliveries Freight price percentage of revenue Top 10 back orders by customer High severity product defects Expiring sales contracts Incomplete sales orders Adjustment counts and value as a percentage of total Discount taken count and amount Discount taken versus refuse count Customer credit exposure Total value per buyer Seasonal forecast index values Customer average arrears analysis Customer credit limit exceeded Moving average levels and usage Average stock level and value Zero stock days Inventory stock outs Reserved quantities and values Withdrawn quantities and values Book and physical stock group currency value Open days for RFQ, PO, and requisitions Average PO and contract value Days from requisition to PO



KPIs such as those shown above are often created as ratios and displayed to decision makers on a dashboard.



Using KPIs to manage the business KPIs should be used to manage the business. If you have chosen, for example, the number of rejects per thousand as a KPI, then you must also design a way, perhaps on a dashboard, for an analyst or manager to monitor that indicator and to enable them to take action when an issue arises. You must also provide enough analytic context information so the analyst or manager can discover what caused the trouble and determine what corrective actions are required. The goal of a BPM environment is to provide a way to change course when business operations are not performing satisfactorily.



2.2.2 Alerts How do you know when a business operation has a problem? Most performance management applications have some form of exception management capability.
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When a business goal is missed, or a business threshold is crossed, the exception management mechanism takes a specific action. This action may be simply highlighting the information and its business rule in a display or report, or it may involve generating an alert to send to the user. Alerting is an important feature of a performance management solution. It is important, however, to consider exception management and alerting as two separate mechanisms:  The objective of the exception process is to evaluate business rules against business measurements. If the evaluation results in an exception, then the appropriate information has to be collected and sent to the user. To be of value, the information should not only document that an exception has been raised, but should also include details about where to find more detailed information, or even suggest an appropriate action.  The role of the alert mechanism is to route the exception message to the user. This mechanism should be able to send the message to the right user at the right time and in the right format. It should also be flexible enough that destinations and formats can be modified dynamically as users travel and use different devices. The reason why exception management and alerting need to be separate is because exceptions may be raised in a variety of tools and applications, and a common alert mechanism is required for managing and routing those exceptions. Without a common alert facility, managing and coordinating exceptions becomes difficult as exception activity increases. In many BPM applications, exception and alert management is combined into a single facility. This can make it difficult to integrate these applications into a common alert framework. Alerts can be used in conjunction with KPIs. When a KPI is out of an acceptable range, an alert can be generated and proactively pushed to the analyst or manager. The use of alerts in this manner avoids the need for the analyst or manager to take preemptive action to look for these troubled situations. There are many BI tools that support the delivery of alerts via mechanisms such as dashboards, scorecards, and portals. These tools do not require business users to request KPI information. Rather, the alerts for these users are created automatically. Determining who should receive alerts is a part of the BPM design process, and will be determined during requirements gathering. Another design consideration is concerned with exactly when should a business user receive an alert about a problem situation? The answer to this depends on the requirements of the business. Today, with IBM technology, it is possible to deliver instant alerts in almost real-time. This may not, however, always be necessary. Some alerts will serve business needs if they appear on the dashboard first thing in the morning after a night of batch processing, while
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others are most useful if delivered right away after the business event that caused them. Determining how quickly an alert must be delivered depends on how fast corrective action is needed to respond to it. Learning, for example, that the number of rejects per thousand has risen too high can be reported daily if it will take several days or weeks to correct this issue. On the other hand, if the business needs to improve this KPI within a few hours, the BPM application should deliver the alert immediately. BPM applications should be designed to deliver what is often called right-time information. Right-time means that information is delivered and action taken at the right time to meet business needs and requirements. In some cases right time means almost real-time, but in other situations it may mean minutes, hours, or days.



2.2.3 Putting information in a business context Delivering an alert to a dashboard gets attention. Seeing that the number of rejects per thousand is beyond an acceptable level is an obvious call to action. As impressive as that is, it is not much help if the recipient cannot quickly determine why the KPI has risen into the danger zone. For this reason, any alert pushed out to a decision maker needs to be accompanied by pointers to more detailed analytic information. This analytic information must put the alert in context and thereby give it more meaning. This information may be produced by an independent analytic application, an analytic component of the BPM solution, or by the IT system itself, as is the case with IBM Tivoli Business Systems Manager (TBSM). The design of this analytic information will vary based on requirements. In some cases the designer will know exactly what causes an alert and can point the decision maker to the information required to take corrective action. In other cases, the designer may offer the decision maker a list of analytic reports to choose from, any one of which might yield the best context information for further analysis and action. Taking corrective action is the critical step that closes the loop and turns BI into BPM. A good BPM system will at a minimum offer a list of possible corrective actions to be evaluated. A better system would recommend the most appropriate solution to correct the problem, and might even take the corrective action automatically. Clearly, an enterprise-wide BPM solution is likely to contain all of these possibilities.



2.2.4 Analytic applications Analytic applications assist business users and analysts as they investigate information provided by a BI system and its underlying data warehouses. These applications can be manually or automatically executed, or can be running continuously. Analytic applications monitor and analyze data from operational
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activities and business processes. An application could, for example, compare KPI information to business thresholds, and generate an alert when required. Analytic applications can also generate derived data. An application could calculate the profit on a particular product, in a particular geography, and during some specific time frame. A decision maker could then determine whether or not a pricing action is needed to yield the desired profit, or decide whether or not to even continue producing that product. In some situations, the decision making process can be automated. A key objective of analytic applications is to open analysis and decision making to more and more users. This enables companies to realize the promise of business intelligence and data warehousing and their inherent benefits.



Extending analytic processing to more users The intent of BI and data warehousing is to enable problem analysis and resolution. The fruits of this concept, however, are often never fully realized. This is because many business users do not possess the skills and experience to use the BI system to analyze data and take action. Another approach is therefore needed to open BI to more users and gain full benefit from it. One approach is known as guided analysis. It consists of documenting, as a set of best practices, the steps followed by a skilled analyst in resolving an alert. The objective of guided analysis is to extend the alert resolution process to users with less experience and fewer skills. This is not a new concept, but one that is not yet widely used, at least, not in a formal manner. Creating guided analysis involves an experienced and skilled analyst documenting the step-by-step process that is used to resolve an alert. Included will be any indicators that are important in providing a clue to the problem. These indicators in turn lead to the next action to be taken, perhaps looking at a particular file or report. Information from this file or report may lead to the next action to taken, and so on. Once these steps are documented, they are instantiated in an analytic application. The objective of this process is to enable other users to execute the analytic application and follow the programmed steps to resolve the alert condition. Guided analysis is an interactive development process that is enhanced and expanded as new indicators and new actions are discovered. Over time, it becomes more and more valuable as the new analytic components are added.
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2.3 Data warehousing: An evolution A data warehouse contains consolidated data from multiple internal and external applications. It is one of the prime sources of data for the BPM environment. In addition to providing information for KPIs, a data warehouse also provides detailed data for analyzing KPI alerts and determining what actions need to be taken to resolve business issues. A data warehouse also often provides pre-aggregated information so that decision makers can see business trends that help them better understand the KPIs that have been presented to them. KPIs that measure only a single department or application area can be sourced from something other than an enterprise data warehouse, but more often BPM implementations are meant to help manage the entire enterprise.



2.3.1 The need for real-time information Based on how responsive BPM applications need to be to meet business requirements, a data warehouse may need to be updated more often than that provided by the traditional batch update process. Suggestions for the construction of a near real-time data warehouse can be found in the IBM Redbook, Preparing for DB2 Near-Realtime Business Intelligence, SG24-6071. Supplying a data warehouse with fresh real-time data, however, can be expensive. Also, some data cannot, or need not, be kept in the data warehouse, even though it may be of critical value. This can be due to its size, or because its format is difficult to map to the data warehouse structure and user queries. To address the business requirement for real-time data, organizations need additional methods of integrating data and delivering information without necessarily requiring all data be stored in the data warehouse. Current information integration approaches must, therefore, be extended to provide a common infrastructure that not only supports centralized and local access to information using data warehousing, but also distributed access to other types of remote data from within the same infrastructure. This infrastructure should make data location and format transparent to the user or application. This new approach to information integration is a natural and logical extension to current approaches to data warehousing.



2.3.2 Data warehousing infrastructure The original business rationale for data warehousing is well known. It was to provide usable and understandable business information to users. Although some of this information already existed in business transaction systems, it was clear that large quantities of raw data were also present in these systems that
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could be converted into useful business information. This need was addressed using the multi-layered data architecture shown in Figure 2-1 on page 38. Why is a multi-layered architecture required? One reason is performance. If complex user queries are allowed to run against operational business transaction systems that have been designed and optimized for other purposes, they are likely to impact the performance of those systems. In addition, response times for user queries will also be affected because operational data sources are usually designed for transaction-oriented (operational) access rather than query (informational) access. To solve these problems, a two-layer data architecture is required, one operational in nature and the other informational.



Data Mart



Metadata



Data Mart



Data Mart



Data Warehouse



Operational Systems Figure 2-1 Data warehouse: three layer architecture



This two-layer data architecture is usually further expanded to three layers to enable multiple business views to be built on the consistent information base provided by the data warehouse. This requires a little explanation. Operational business transaction systems have different views of the world, defined at different points in time and for varying purposes. The definition of customer in one system, for example, may be different from that in another. The data in operational systems may overlap and be inconsistent. To provide a consistent overall view of the business, the first step is to reconcile the basic operational systems data. This reconciled data and its history is stored in the data warehouse in a largely normalized form. Although this data is consistent, it may still not be in a form required by the business or a form that can deliver the best performance. The third layer in the data architecture, the data mart, addresses these problems. Here, the reconciled data is further transformed into information that supports user needs for different views of the business that can be easily and speedily queried. One trade-off in the three layer architecture is the introduction of a degree of latency between data arriving in the operational systems and its appearance in
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the data marts. In the past, this was less important to most companies. In fact, many organizations have been happy to achieve a one day latency that this architecture can easily provide, as opposed to the multi-week reconciliation time frames they often faced in the past. The emergence, however, of BPM and other new BI initiatives demand even shorter latency periods, down to sub-minute levels in some cases.



Supporting low-latency data IT organizations responded to the need for low-latency data in BI and BPM applications by introducing the operational data store (ODS) and the operational data mart into the data warehouse architecture. These data stores contain integrated low-latency operational data. The position of the ODS in the data warehouse architecture is shown in Figure 2-2. Architecturally, the ODS can be viewed as either an additional layer between the operational systems and the data warehouse, or as a way of directly supplying data to a data mart.



(Operational) Data Marts



Data Warehouse



ODS



Operational Systems Figure 2-2 Adding the operational data store



The creation of operational data stores in both data warehousing and in non-data warehousing projects has accelerated over the last few years. As a result, the complexity of these projects has increased, as designers struggle to ensure data integrity in a highly duplicated data environment, while at the same trying to reduce the latency of data movement between the layers. While many enterprises have successfully done this with IBM DB2 Universal Database (UDB), a so-called federated data architecture involving enterprise information integration (EII) software is often easier and more cost-effective to use for some applications.



Chapter 2. The role of business intelligence in BPM



39



Data integration There are several ways of integrating data in an IT system. Two primary methods are:  Providing access to distributed data using data federation  Moving and consolidating data in a location that is more efficient or consistent for the application In its simplest form, federated access involves breaking down a query into subcomponents, and sending each subcomponent for processing to the location where the required data resides. Data consolidation, on the other hand, combines data from a variety of locations in one place, in advance, so that a query does not need to be distributed. Data federation is provided by enterprise information integration (EII) software, while data consolidation can be implemented using ETL and data replication. The objective of EII is to enable business users to see all of the information they need as though it resides in a single database. EII shields business users and applications from the complexities associated with retrieving data from diverse locations, with differing semantics, formats, and access methods. In an EII environment, requests for information are specified using standard languages, structured query language (SQL), extensible markup language (XML), or using a standard Web service or content API. This provides additional benefits in the form of cost and resource savings as all requests begin to standardize on languages, implement code reuse, and the number of recurring queries increase. Both data federation and data consolidation may require underlying data mapping and data transformation. Mapping describes the relationships between required elements of data, while transformation combines the related data through this mapping. Since the same data may, depending on business requirements, need to be consolidated in some cases and federated in others, a common or shared set of mapping and transformation capabilities for both approaches helps maintain data consistency. Data mapping and transformation depend on a detailed description of the data environment in which they operate. This description includes business meaning, relationships, location, and technical format. This metadata must remain consistent from definition phase of an integration project through to the running of a federated query. A comprehensive and logically consistent set of metadata, whether materialized in a single physical store or distributed across multiple stores, is fundamental for integrating data. Thus it becomes apparent to make information integration easier for BPM, that the meaning or semantics of the information is as important as the syntax or structure.
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2.3.3 Data federation Data federation using EII software helps companies support new business requirements for low-latency data, reduce storage for rarely used data, and provide access to remote and varied data sources. Data federation provides the ability to present a logical view of information without the need to physically move all of the data into a data warehousing environment. Does this mean you should abandon the traditional approach to data warehousing? Absolutely not. Data federation cannot replace the data warehouse approach. We do not recommend you use a fully federated or virtual data warehouse because it will impact performance, data consistency, and data autonomy. Instead, use data federation to extend and enhance your data warehousing environment to address specific business needs.



Federated access to real-time data In a traditional data warehousing environment, if a query or report requires up-to-the-minute data as well as consolidated historical and analytic data, the real-time data must be fed continuously into the data warehouse, possibly through an ODS. The problem with this approach is that not only must significant quantities of near real-time data be stored in the data warehouse, but also the ETL environment must be capable of supporting sustained near real-time processing. Data federation helps solve this problem by providing access to a combination of live operational business transaction data and the historical and analytic data already resident in the data warehouse. This scenario is shown in Figure 2-3.
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Figure 2-3 Federated access to real-time data
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With federated data access, when a user query is run, a request for a specific piece of operational data can be sent to the appropriate operational system, and the result combined with the information retrieved from the data warehouse. It is important to note that the query sent to the operational system should be simple and have few result records. That is, it should be the type of query that the operational system was designed to handle efficiently. This way, any performance impact on the operational system and network is minimized. In an IBM environment, EII is supported using the IBM WebSphere Information Integrator (WebSphere II). Operational data sources that can be accessed using IBM WebSphere II include those based on DB2 Universal Database, third-party relational DBMSs, non-relational databases, as well as IBM WebSphere MQ queues and Web services. IBM WebSphere II federated queries are coded using standard SQL statements. The use of SQL allows the product to be used transparently with existing business intelligence (BI) tools, which means that these tools can now be used to access not only local data warehouse information, but also remote relational and non-relational data. The use of SQL protects the business investment in existing tools, and leverages existing IT developer skills and SQL expertise. Data federation is not limited to accessing real-time data. Any type of data can be accessed in this way, removing the need to store it in the data warehouse, or a data mart. In many data warehouse deployments, as much as 20 to 50 percent of the data is rarely accessed. Where data is used infrequently and is not required for historical purposes, federated data access enables data to be accessed directly from its original location.



Federated access to unstructured content In a traditional data warehousing environment, unstructured content is loaded in the data warehouse and queried like any other type of data. Unstructured content, however, is usually voluminous. Even when an organization is willing to have large amounts of data in a data warehouse, other issues may arise. Unstructured content may be volatile, outside the organizational span of control, on the Internet, or in a partner data store. Data federation helps solve these problems by providing direct access to unstructured content. This access is shown in Figure 2-4. Again, the benefit of federation here is that it allows access to the content when and as required. When a report is run, a subquery is dispatched to the original content source, which returns only the required information in its most up-to-date form.
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Figure 2-4 Federated access to unstructured content



Federated access to multiple data warehouses Another area of data warehousing where using a federated data approach is beneficial is when multiple data warehouses and data marts exist in an organization. This is shown in Figure 2-5. In an ideal world, a data warehousing system consists of a single enterprise data warehouse with multiple underlying dependent data marts. However, this is not the case in many companies. Mergers, acquisitions, uncoordinated investments by different business units, and the use of application packages often lead to multiple data warehouses and standalone independent data marts. In an uncoordinated data warehousing environment, as separate data warehouses are added, it becomes increasingly difficult to build enterprise BPM applications that monitor cross-business unit operations. One solution is to duplicate the required data across the multiple data warehouses. This is not an ideal approach, not only because of the additional costs of creating and maintaining redundant data, but also because of the additional complexity it adds to the environment. The ideal approach is to consolidate and rationalize the multiple data warehouses, although this can be expensive and time-consuming. A federated data approach can be used to simplify an uncoordinated data warehousing environment through the use of business views that present only the data needed by BPM applications. While this approach cannot fully resolve the differences between the data models of the various data warehouses, it does provide a low-cost way to simplify data access.
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This approach to access disparate information can evolve over time by iteratively increasing the scope of the federation until all of the required information is available. In this way, the inevitable inconsistencies in meaning or content that arise among different data warehouses and data marts are gradually discovered. An organization can then decide whether to physically combine the disparate data warehouses and data marts, or continue with data federation, or use a combination of both approaches. If the decision is to integrate certain data warehouses and data marts, the design of the combined information store is simpler because data inconsistencies have already been discovered.
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Figure 2-5 Federated access to data marts and data warehouse



When to use data federation? It is important to re-emphasize that we do not recommend eliminating data warehouses and data marts, and moving BI query, reporting, and analytic workloads to a purely federated data infrastructure. Virtual data warehousing approaches have been tried many times before, and most have failed to deliver the value business users require. Data federation does not replace data warehousing, it complements it. Data federation is a powerful approach for solving certain types of data access problems, but it is essential for you to understand the trade-off of using federated data. One issue to consider is that federated queries may need access to remote data sources, for example, an operational business transaction system. We have already discussed the potential impact on the performance of operational applications of complex query processing. With the federated data approach, this impact can be reduced by sending only simple and specific queries to an operational system. In this way, performance issues can be predicted and managed.
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Another potential issue is how to logically and correctly relate data warehousing information to the data in operational and remote systems. This is a similar problem that must be addressed when designing the ETL processes for building a data warehouse. The same detailed analysis and understanding of the data sources and their relationships to the targets are required. Sometimes, it will be clear that a data relationship is too complex, or the source data quality inadequate to allow federated access. Data federation does not, in any way, reduce the need for detailed modeling and analysis. It may in fact necessitate more rigor in the design process because of the real-time and inline nature of any required data transformation or data cleanup. Data federation is more suited to occasional queries, rather than regular repeat queries that can benefit from the preprocessing of the source data. Also, federated data queries cannot easily handle complex transformations, or large amounts of data cleansing. In these situations, cleansing and loading the data into a data warehouse is often a better solution. The following is a list of circumstances when data federation is the appropriate approach to consider:  Real-time or near real-time access to rapidly changing data. Making copies of rapidly changing data can be costly, and there is always be some latency in the process. Through federation, the original data is accessed directly. However, you must consider the performance, security, availability, and privacy aspects of accessing the original data.  Direct immediate write access to the original data. Working on a data copy is generally not advisable when there is a need to modify the data, as data integrity issues between the original data and the copy can occur. Even when a two-way data consolidation tool is available, two-phase locking schemes are required.  It is technically difficult to use copies of the source data. When users require access to widely heterogeneous data and content, it may be difficult to bring all the structured and unstructured data together in a single local copy. Also, when source data has a very specialized structure, or has dependencies on other data sources, it may not be possible to query a local copy of the data.  The cost of copying the data exceeds that of accessing it remotely. The performance impact and network costs associated with querying remote data sets must be compared with the network, storage, and maintenance costs of storing multiple copies of data. In some cases, there will be a clear case for a federated data approach when: – Data volumes in the data sources are too large to justify copying. – A very small or unpredictable percentage of the data is ever used. – Data has to accessed from many remote and distributed locations.
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 It is illegal or forbidden to make copies of the source data. Creating a local copy of source data that is controlled by another organization or that resides on the Internet may be impractical due to security, privacy, or licensing restrictions.  The users' needs are not known in advance. Allowing users immediate and ad hoc access to needed data is an obvious argument in favor of data federation. Caution is required here, however, because the potential for users to create queries that give poor response times and negatively impact both source system and network performance. In addition, because of semantic inconsistencies across data stores within organizations, there is a risk that these queries would return incorrect answers.



When to use data consolidation? The alternative to data federation to is copy and consolidate source data into a local data store. The arguments in favor of data consolidation are the opposite of those for data federation, namely:  Read-only access to reasonably stable data is required. Creating regular copies of data source isolates business users from the ongoing changes to source data, and enables data to be fixed at a certain moment in time to allow detailed analyses to be done.  Users need historical or trending data. Historical and trending data is seldom available in operational data sources, but can be built up over time through the data consolidation process.  Data access performance and availability are overriding requirements. Users routinely want fast access to data for complex query processing.  User needs are repeatable and can be predicted in advance. When queries are well-defined, repeated, and require access to only a known subset of the source data, it makes sense to create a copy for local access and use. This is particularly the case when a set of users need a view of the data that differs substantially from the way the data is stored in the source systems.  Data transformation or join processing is complex or long-running. We do not recommend that you do this type of processing inline as a part of a federated data query because of performance and high processing costs.



2.4 Business intelligence: The evolution A BI system enables businesses to analyze and manage business performance through the access and use of consistent and timely business data and information. In an ideal world, organizations would react instantly to business needs. However, this is not always possible. Accurate business information is
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required for effective decision making. Also, it takes a certain amount of time to collect and deliver this information to business users, and for users to act on this information. The delay between a business event occurring, and action being taken, depends on many things, including the technologies used to collect, analyze, and deliver information to decision makers. BI technologies and products are evolving to support more effective and more timely access to information. Key trends here include:  Easy access to any data, on any source, at any time for analysis.  Linking business process data to operational activity data for a complete view of the enterprise.  Implementation of business rules and KPIs to enable consistent management of the business activities.  Automatic alert generation for proactive problem avoidance rather than reactive problem impact minimization.  Analytic applications to guide users through problem resolution.  Pushing appropriate data to users for analysis and problem resolution.  Extended analytic applications for automatic problem resolution without the need for user involvement.  Real-time data flow to enable monitoring and proactive management of business processes. Evolving a BI environment to include these capabilities enables companies to proactively manage their businesses, rather than just simply reacting to business situations as they arise.



2.4.1 Integrating BPM and BI BPM enables a business intelligence system to tap into and monitor business process events flowing through operational systems. These monitored events are used to measure and manage business performance. The integration of process event monitoring with BI is a key component of the overall BPM platform that enables a closed-loop solution. Figure 2-6 shows an example of a process-driven and closed-loop application environment. In this environment, business applications execute transactions in support of business processes, performing activities such as receiving customer orders, managing inventory, shipping products, and billing customers. Transaction data and/or events are captured and integrated in a data warehouse environment for reporting and analysis by BI applications.
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Figure 2-6 Business process event-driven BI



The use of BI-driven performance management applications to relate transaction data to business goals and forecast converts the integrated, but raw, data warehouse data into useful and actionable business information as depicted in Figure 2-7. Business users employ their business expertise and guided analysis to evaluate the actionable business information produced by the BPM and BI systems to determine what decisions, if any, need to be made to optimize business operations and performance. Applying business expertise to business information creates business knowledge. This knowledge can then be fed back to the business processes that created the transaction data and business information being analyzed, and the business processes enhanced as appropriate. In some situations this feedback loop can be automated.
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Figure 2-7 Creating actionable business information



The ability to make the BI applications process event-driven, rather than data-driven, is especially important in operational right-time BI processing. This is why right-time BI solutions should be integrated with the business performance management capabilities that are used to design and deploy business transaction applications. The process models of these business transaction applications help identify points in the business process that need to be monitored by the BI applications. The need for a BI system to become business process event-driven is the key to success in exploiting the business benefits offered by right-time business intelligence processing. This is why the tight integration of BI and business transaction systems and products is so crucial for this type of BI processing.
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Chapter 3.



IBM BPM enablers In this chapter, we discuss technologies and interfaces that enable the development and deployment of a business performance management (BPM) solution. Two key enablers are the IBM BPM Platform and Web services. Since this redbook focuses on the integration of BPM with Business Intelligence, we also introduce IBM products to support this integration, including WebSphere Portal, Lotus® Workplace, WebSphere Business Integration (WBI), WebSphere Information Integrator (WebSphere II), and DB2 Universal Database (UDB).



3.1 IBM BPM Platform One of the primary enablers of BPM is the IBM BPM Platform, introduced earlier in “The IBM BPM Platform” on page 22. Associated with this platform is a set of five processes for BPM that provide the interfaces and tools to support a BPM closed-loop system. The processes are depicted in Figure 3-1.



© Copyright IBM Corp. 2004. All rights reserved.
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Figure 3-1 IBM Business Performance Management Platform



We now take a closer look at the details of the processes:  Model. Business modeling is a key process that helps capture what matters to businesses, business policies, key performance indicators, business events and situations, and the actions necessary to respond to events and optimize performance. The business models serve as the basis for the instrumentation of business processes for monitoring and optimizing business operations. Monitoring enables visibility into business performance problems on a real-time basis, and provides the ability to take timely actions to optimize business operations. Modeling allows us to align objectives and priorities between IT and business. This BPM focus area ties well into the current industry push for Model Driven Development (MDD). An example is a business process that can be modeled by a business analyst, and then utilized by an IT department to modify the same model to deploy into an IT environment. IT models help capture the managed IT resources and services within an organization. The topology of resources, hardware systems, software infrastructure, and the properties and relationships across these resources, can be reflected in models. Capturing models of IT resources can offer significant benefits to IT management activities, from service level agreement (SLA) enforcement to transaction performance monitoring and problem determination. IT models can help with causal analysis by correlating events back to the resources that directly or indirectly caused them to occur.
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To align IT objectives and performance with business needs, IT models should be related to business models. Modeled relationships between the elements in a business model (processes, organizations, and services) and the IT resources on which the business depends (systems and software) can be used to provide shared context and can help ensure the health and availability of IT infrastructures for optimal business performance.  Deploy. The deploy process transforms, packages, distributes, and installs the models created during modeling. It converts platform-independent models to technology-specific implementations. The deploy process must be capable of handling virtualized resources as virtual teams for human resources and workload management for infrastructure resources. It should also support the deployment of new components into an existing deployed system (dynamic redeploy) and into an currently executing solution (hot deploy). Deploying the process delivers tools to integrate and manage the business processes. The use of technologies such as information integration and business intelligence specifies the interfaces used to access and analyze the information that flows from all the other information sources in an enterprise for dynamically controlling business processes, managing business, and IT performance.The common event infrastructure provides a common architecture for creating, transmitting, and distributing business process and IT events.  Monitor. The monitor process enables administrators and managers to access performance data and view the status of resources and business processes and performance data in real-time. The model-driven operations are run by linking the deployed models to the execution environment. It supports business performance management through run-time instrumentation that: – Monitors business metrics, KPIs, and critical business situations in real-time. – Provides a feedback loop from monitoring and analysis back to model improvement and redeployment. – Injects executable business rules to allow dynamic changes to business behavior. The monitor process can also send alerts to users when particular business patterns or exceptions occur. These alerts are delivered by e-mail, Web, pager, or phone along with a hyperlink to make it easy for users to access relevant information. Monitoring enables managers to see how projects are performing and what specific issues need resolution. Executives can easily view business metrics and alerts tailored to their areas of responsibility. This tailoring can be both role-based and industry-focused.
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Monitoring the deployed business process allows proactive and directed action to be taken and provides a real-time contextual insight into process that is running and gives users a personalized and role-based view of displaying business information and managing business and IT operations. The most common mechanisms for viewing performance data are dashboards and scorecards. A dashboard provides a graphical user interface that can be personalized to suit the needs of the user. A dashboard graphically displays scorecards that show performance KPIs, together with a comparison of these KPIs against business goals and objectives.  Analyze. The analyze process is used by the monitor process to calculate predefined KPIs and perform ad hoc analyses. These KPIs and analyses can be used with associated historical data to evaluate the performance of the organization. Analysis of the information is provided with context to the users who make decisions on process metrics to detect anomalous situations, understand causality, and take action to maintain alignment of processes with business goals. A key technology for monitoring and analyzing business performance is data warehousing. A data warehouse brings together data from multiple systems inside and outside the organization. A data warehouse provides access to both summary data and detailed business transaction data. This data may be historical in nature, or may reflect close to real-time business operations. The availability of detailed data enables users to drill down and perform in-depth analyses of business performance. BI applications and tools can also play an important role in analyzing performance data and historical data in a data warehouse. Analysis of business event data and other historical business data is necessary for diagnosing business performance problems. It is also crucial for evaluating decision alternatives and planning appropriate corrective actions when business performance management issues are detected. The analysis process supports business services management by predicting potential IT infrastructure problems before they occur. By analyzing historical information about the health and performance of the infrastructure, analysis can help predict potential violations of service level agreements or internal resource performance thresholds before they actually materialize. Analysis using ad hoc methods means that the monitoring process of BPM must be designed in such a way that it remains dynamic and easily changeable. Businesses will constantly want to view information about performance in new ways that are more informative and more easily understood. And IT must be positioned to provide that level of support.
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 Act. This process can be either tactical or strategic in nature. The tactical approach usually involves line-of-business users who react to a real-time dashboard or alert. Exception conditions are flagged based on defined exception rules. If an alert is triggered by a business exception, a user can respond rapidly to handle the situation. In certain situations, this response can be automated. Examples of actions performed in response to alerts include reassigning work items or changing their priority, modifying process structure, altering resource allocations, changing rules, or modifying trigger conditions for business situations. It also applies at the strategic level. Based on information from the analysis process, managers can implement and prioritize major business initiatives, such as adding new lines of business, redeploying assets and resources, and making major acquisitions of technologies or business capabilities. For well-documented and straightforward business processes, organizations can implement intelligent processes that can automatically recommend or take action in response to a predefined event. One travel-related e-business firm, for example, alerts managers to expand the inventory of airline seats and hotel rooms in response to customer purchasing trends. Being able to act appropriately based on the information provided to resolve problems based on business priorities and service level agreements is critical. Again, linking IT and business strategies and goals is one of the key tenets of business performance management. The primary IBM products that support each process are shown in Table 3-1. Table 3-1 IBM products supporting the BPM Platform



IBM BPM Platform



IBM Product



Model



WebSphere Business Integration Modeler



Deploy



WebSphere Business Integration DB2 Alphablox WebSphere Information Integrator DB2 UDB Data Warehouse Edition DB2 Content Manager



Monitor



WebSphere Business Integration (WBI) (including WBI Monitor) WebSphere Portal Lotus Workplace
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IBM BPM Platform



IBM Product



Analyze



DB2 Alphablox WebSphere Information Integrator DB2 UDB Data Warehouse Edition DB2 Content Manager



Act



WebSphere Application Server WebSphere Business Integration Server and Server Foundation WebSphere Business Integration Modeler



In the sections that follow we look each of the processes in turn, and introduce the products outlined in the table. Subsequent chapters of this redbook discuss the products in more detail.



3.1.1 User Access to Information The Monitor and Analyze processes of the BPM Platform supply a user interface for both business and IT users to access business information, and manage business and IT operations. WebSphere Portal and Lotus Workplace serve as the foundation for these areas. We will first review the role of an enterprise portal, and then discuss how IBM technologies support enterprise portal development and the IBM BPM Platform. An enterprise portal provides both desktop and mobile business users with a single integrated and personalized Web interface to the business content they need to do their jobs. A portal also provides collaboration facilities that allow portal users to exchange information and communicate with each other. From a business intelligence perspective, a portal helps relate business intelligence to many other types of business information that exist in an organization. Figure 3-2 shows you an example of this in the context of a call center application. The portal in the figure provides a single view of all the operational and BI information and applications required by a call center support person to do their job. The portal is quickly becoming the primary business user interface to enterprise systems because it personalizes business content to match each user’s role in the organization, making it much easier to find and access information. A portal can be used to display BPM dashboards that present role-based content and context-sensitive business views of key business activities, events, and
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measurements to business users. The information presented through these tailored business views is used to monitor and manage business performance. Although BPM dashboards are a relatively recent innovation, the idea of using an intelligent information system to supply relevant information to business users is not. Management information systems (MIS) and executive information systems (EIS) have been used for many years in organizations to display business information. Business executives or managers primarily use these latter systems to view financial data about the health of their business. This data is typically time delayed in that it shows events after they have occurred.
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Figure 3-2 Call center example



BPM dashboards represent a significant advance over MIS and EIS approaches for displaying business information. In addition to strategic and tactical information, a dashboard also delivers near real-time information, alerts, and automated recommendations based on rules and thresholds defined by line-of-business managers and users. This type of dashboard allows a business user to monitor business events, detect business issues, and execute appropriate business actions. Dashboards have become mission critical workplaces for key CxO-level executives (CIO or CEO, for example) to ensure that their leadership teams execute effectively in the challenging business environments prevalent today. Dashboards not only support business executives, but also assist a wider audience of line-of-business (LOB) and systems management users.
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The popularity of dashboards is a facet of the growing importance of BPM and BI. Dashboards offer significant business value in monitoring and managing business performance. Formal studies of the information needs of executives and managers indicate the importance of getting information quickly and efficiently. There is also a strong desire by managers and executives to be able to filter information to focus on key business objectives and performance indicators. Dashboards are designed to satisfy these requirements. Dashboards provide a graphical display of business critical information and use visual cues, such as color, to improve the speed of problem determination and decision making. You can have many types of BPM dashboards, intended for different users and purposes. Some are designed for executives and LOB managers, while others are intended for systems administrators. In the examples that follow, we discuss the key types of dashboards used by organizations today. An executive dashboard is used as a management tool to define strategic business goals and responsibilities, and to manage business performance against those goals. The information or scorecards shown on an executive dashboard enables business users to compare and analyze KPIs and business goals. This facilitates efficient and informed strategic decision making. A scorecard is often associated with a formal management methodology known as the balanced scorecard or six sigma. Figure 3-3 shows an example of the balanced scorecard approach.
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Figure 3-3 Balanced scorecard methodology for an executive dashboard



A tactical business dashboard is intended for line of business (LOB) managers to monitor and manage short-term business initiatives, for example, sales and marketing campaigns. Figure 3-4 shows an example of a business dashboard for a retail operation. The dashboard provides a store map in the top left quadrant
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of the display. Selecting a location reveals detailed performance information as a collection of metrics. The dashboard has a number of visual cues. Anything highlighted in red, for example, is a potential performance problem. Additionally, the left side and bottom of the dashboard offer menu choices to view performance information from other business perspectives such as business promotions, the product line, and so forth.



Figure 3-4 Tactical business dashboard



An operational process dashboard is used to monitor and manage daily and intra-day business operations, and to display the progress of specific business processes. Figure 3-5 depicts a process dashboard. It shows the status of each process, and also information regarding which steps in a business process have been completed, and how many steps have not started yet. It also displays process statistics that enable you to monitor process execution and determine how efficiently a business process is being executed. This latter information enables you to take proactive steps quickly during process execution if a potential problem appears. The process dashboard also displays process alerts that require action. These alerts are based on KPI and other relevant event thresholds. The dashboard alert offers the opportunity for users to take immediate action to correct the threshold
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condition. This also presents the opportunity to implement an analytic application that could potentially correct the issue automatically.



Figure 3-5 Operational process dashboard



Dashboard architecture Dashboards are an integral part of the IBM BPM Platform. Dashboards are delivered using IBM products. For example, Lotus Workplace uses services and components from WebSphere Portal. Users typically interact with a dashboard using a desktop Web browser, but you can use other modes of interaction, including a thin client or a pervasive mobile device. A dashboard consists of multiple display views that are sequenced based on user interaction with the dashboard. Each display view shows data for a specific business state. Display views are associated with a collection of business services that interact with the back-end data sources. Dashboards are grouped together on a Web page, which can be customized for each user based on specific business rules. A BPM workplace can involve many pages. The appropriate page is displayed based on how the user interacts with the Web page and its associated dashboards.



60



BPM Meets BI



Dashboards within a page can interact with and pass information to each other. A dashboard that allows a user to select a particular performance KPI, for example, can interact with another dashboard to display performance trends for the selected KPI. The interaction between dashboards in a page is handled by a property broker that maps the data between dashboards and provides the ability for a dashboard to monitor user actions and data changes. The underlying technologies for IBM BPM dashboards are provided by Lotus Workplace and WebSphere Portal. Both employ J2EE™ and Web services standards. Lotus Workplace technology brings together several collaborative capabilities into a single easily managed platform. When combined with WebSphere Portal, Lotus Workplace allows collaboration to be extended to enterprise business applications, processes, and systems. The IBM BPM Platform leverages the combined strengths of both Lotus Workplace and WebSphere Portal.



3.1.2 Analysis and Monitoring The IBM BPM Platform enables and encourages tracking, analyzing, and presenting critical business information and metrics to enterprise portal users through role-based workplaces and their underlying dashboards. The three main components of access and management of information are:  User interface  Information services  Information asset management Access and management of information are critical success factors for BPM. For a graphical illustration of the information access and management components, see Figure 3-6.
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Information Asset Management
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Figure 3-6 Information access and management components



Industry standards are the basis for the interfaces between the components of information access. These interfaces allow IBM and its Business Partners to incorporate products which provide access, presentation, and control of information with optimal cost and speed. Table 3-2 identifies some of the IBM products that support these requirements. These products provide access to a wide variety of data sources. These products are also responsible for creating and analyzing business intelligence assets (for example, data warehouses, data marts, data cubes, and report caches). The results of these analyses are associated with the business processes that created the data being analyzed. Linking the results back to source business processes enables a closed-loop system. The insight gained by information analysis enables business users to modify and optimize business processes. The analysis loop is closed when the results of the business process changes are reflected in new data, which is then fed back into the information assets to begin a new analysis cycle. Table 3-2 Products supporting Information Access, Analysis, and Monitoring
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Requirement or Component



Product



User interface component (visualization and reporting)



DB2 Alphablox WebSphere Portal Portlets IBM Business Partners
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Requirement or Component



Product



Information services (data consolidation and federation)



WebSphere Information Integrator DB2 Data Warehouse Edition IBM Business Partners



Information asset management



DB2 UDB & Data Warehouse Edition DB2 Content Manager



SQL acts as the main interface to information, but associated technologies such as Web Services, and JDBC™ and ODBC, are also supported. Visualization and reporting functions enable connections to provide user access to information using the portlet APIs of the enterprise portal. These latter APIs are discussed in “User Access to Information” on page 56.



User interface component User interface components provide presentation, analysis, and reporting capabilities that offer integrated, interactive, and role-based displays of business process metrics. The user interface components provide capabilities to satisfy business needs that vary from basic reporting to advanced visualization. A variety of analysis functions can be applied to information supported by the underlying information services components. These include:  Multidimensional analysis and KPI generation to review different perspectives of business activities and drill down into detailed information  Statistical analysis for enhancing business insight into business processes and their activities  Data and text mining capabilities: – Clustering analysis for grouping and profiling information – Association analysis for determining associations between business activities and events – Sequential pattern analysis for discovering repeated sequences of events – Classification algorithms to categorize information – Predictive algorithms for scoring business factors, for example, the likelihood of fraud, credit risk, or propensity to buy These analytic functions can be stored and run using the services of the underlying database management system of the data warehouse. analytic functions operating close to the data have the benefit of being able to take advantage of the scale and power of the database system. DB2 Data Warehouse Edition is an example of a database technology that provides integrated services for creating and running analytic functions. Additional functions may be applied in
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purpose-built tools at the user interface services layer. An example of an IBM product here is DB2 Alphablox.



Information services component The information services component provides technical facilities and interfaces for accessing and integrating heterogeneous data (IBM, Oracle, and Microsoft® databases, for example) on different operating platforms (mainframe, UNIX®, Linux, or Windows®), and with different data formats (relational, XML, text, and spreadsheets, as example). The information services component supports multiple data integration disciplines including data federation and data consolidation. These capabilities are available to IBM Business Partners using open industry standard interfaces: Web services, SQL and XML, and JDBC and ODBC. Information services components (refer to Figure 3-6 on page 62) are responsible for coordinating access to diverse information sources. These components enable information to be analyzed while at the same time minimizing the impact on source systems. They also allow analysis to be isolated from the heterogeneity of the format, storage type, and location of the information. This means analysis and reporting applications can be written once, and then easily customized and deployed against different sources of information. To satisfy a broad range of performance and information latency requirements, the data federation and data consolidation technologies of information services can be used independently, or in combination, with each other. The approach taken will depend on requirements such as data access performance and availability, complexity of the data transformation or analysis required, data currency characteristics, data volumes, and data update frequencies. It is likely that most organizations will use a combination of both approaches. Data consolidation can be used when a historical perspective of business operations and trends, and/or sophisticated data analysis (data mining, for example) are required. This approach is also particularly useful in cases where complex data transformations and handling large data volumes are necessary. Data consolidation involves periodic copying of business transaction data and events from various parts of the business process environment to a data warehouse. The periodic nature of this approach supports data currency requirements that are oriented to a specific point-in-time, for example, close-of-day or month-end. Facilities known traditionally as extract, transform, and load (ETL) and data replication provide this capability. Recent advances in ETL technology now support the near real-time updating of a data warehouse, which allows the data consolidation approach to be used for situations where low-latency data is required for analysis.
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Data federation can be used when data about current business activities or business trends needs to be correlated with information in business transaction databases, event logs, point-in-time data warehouses, or other related structured and unstructured data stores. Instead of moving the required information into a data warehouse, data federation accesses the live source data dynamically when running queries, reports, and analyses. This approach lends itself to situations where both current and historical data is required in the same application. It yields a lower cost of implementation in projects where copying large amounts of data is prohibited by cost. It is also used when copying data is prevented by organizational policies, security needs, or licensing restrictions. Data federation capabilities are supported by an emerging technology known as enterprise information integration (EII). IBM WebSphere Information Integrator is an example of an IBM product that supports EII. A combination of data consolidation and data federation allows developers and software vendors to configure a best practices BPM solution that provides access to the business information required to gain informed insight into business operations. These concepts were discussed in-depth in 2.3 “Data warehousing: An evolution” on page 37.



WebSphere Information Integrator WebSphere Information Integrator (formerly DB2 Information Integrator) provides EII functionality for handling data that resides in a variety of different databases and a number of different formats, including:  IBM and third-party relational DBMSs such as Microsoft SQL Server, NCR/Teradata, Oracle, and Sybase  ODBC and OLE DB data sources  Legacy DBMSs (IMS™, CA-IDMS, for example) and flat files including VSAM, XML, and Microsoft Excel®  WebSphere MQ, WebSphere MQ Workflow, and Web services  DB2 Content Manager, Lotus Notes®, Lotus Domino®, and many third-party content managers (Documentum, FileNet, Hummingbird®, Interwoven, Open Text, and Stellent, for example)  DB2 Net Search Extender and Lotus Extended Search  Third-party application packages from vendors such as PeopleSoft, SAP, and Siebel (supported using WebSphere Business Integration Server and appropriate application adapters) WebSphere Information Integrator simplifies access to information by eliminating the need to know multiple SQL dialects, by managing connections to multiple data sources simultaneously, and by managing complex join logic to correlate multiple data sources. This not only reduces program complexity, but also
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reduces the level of skill needed for the programmer to cope with a heterogeneous IT environment. Using DB2 Control Center, the WebSphere Information Integrator administrator defines the data source locations and types, user-ID mappings, and mapping the source fields into a relational schema (known as a nickname). The administrator can also define simple transformations that allow data in one database to be joined to information in another data source. The following scenarios illustrate the use of WebSphere Information Integrator capabilities in different application environments.



Scenario 1: Real-time account information In this scenario, a call center in a bank provides customer information to agents in a call center through a data warehousing system. This information includes details of customer transactions over a period of time, as well as summarized or derived information showing behavioral trends and marketing opportunities. The most recent information available in the data warehouse is as of close-of-business yesterday. Most of the trend and marketing information is updated monthly, and so it can be a number of weeks out-of-date. The bank has two business problems. The first is that agents are unable to support customers who make inquiries about today's transactions. The second is that agents find it difficult to use customer calls as potential sales opportunities because of the lack of real-time information about recent customer transactions. Using the existing traditional data warehouse environment, the bank could solve these issues by running the data warehouse ETL processes in near real-time mode. This solution would lead to storing large amounts of additional detailed data in the data warehouse, of which only a small portion would be used when specific customers call. A federated data approach can more easily solve the bank’s problem. In this solution, WebSphere Information Integrator enables access to current customer data residing in IBM DB2 and other relational and non-relational databases. When a customer calls with a problem relating to a recent transaction, the agent can run a query that joins consolidated customer information in the data warehouse with the relevant transactions in the branch, ATM, and Internet banking systems. When running this query, WebSphere Information Integrator maps the consolidated customer number in the data warehouse to the appropriate customer numbers in the underlying operational systems, and submits relatively simple queries to each of these systems. The results from these queries are then joined together and presented to the agent. This approach is likely to be simpler and less costly than upgrading the ETL processes to handle near real-time information.
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WebSphere Information Integrator can also help the agent to make more informed decisions when marketing to a customer who has called in for another reason. In this situation, trend or opportunity data in the data warehouse is joined with real-time indicators in operational systems such as the customer account balance or recent major transactions. The business benefit here is achieved without the need to store substantial amounts of data that may never be used in the data warehouse.



Scenario 2: Supply chain optimization A classic stress test for BI is optimizing the retail supply and distribution chain to meet customer demand. This is usually done by monitoring and analyzing inventory levels in hundreds of locations, and from hundreds of suppliers. To help improve the optimization process, many retail distribution companies are now adding operational process dashboards to monitor stock levels and help these companies prevent out-of-stock situations. In this type of scenario, because there are thousands of items to track in many hundreds of stores, the operational process dashboard is built around exception alerting. That is, the system alerts business users to take action rather than requiring them to constantly monitor inventory levels. Based on a set of business rules, when stock drops below a certain threshold for an item, an alert is sent to the dashboard to warn you about the low stock situation. The dashboard also provides you with access to additional information for analyzing the low-stock situation and determining what action to take. This information may include, for example:  Stock level history on the alerted item for the last three weeks compared to a year ago for the same items (from a DB2 data warehouse)  The current invoices and shipment orders for the alerted item (from the ERP procurement system)  A summary of stores within fast shipping distance which may have some excess stock to offer (from a shipping data mart not based on DB2)  A list of promotions to see if one of these may be driving the stock level down (from a content management system documenting coupon rebate offers and advertisements) To deliver all these facts to the business user, WebSphere Information Integrator can gather this information from various heterogeneous databases, and make it available to the portal used to display the dashboard. Within minutes, you could determine, for example, that no shipments are likely to arrive soon, find the reason for the low stock situation, locate the most likely sources of replenishment, and route inventory from the stores that have excess items.



Chapter 3. IBM BPM enablers



67



Scenario 3: Executive dashboard At present most executive dashboards focus largely, if not exclusively, on providing structured data to business users. It is widely recognized, however, that a substantial amount of executive decision making requires access to unstructured content. Unstructured content is excluded from current executive dashboards because of difficulties in accessing and relating it to structured data, and because of the large increase in data volumes that would be caused by storing the content in a data warehouse. Another reason is that unstructured content is often sourced externally and can be volatile. To help solve the problem of accessing unstructured data, WebSphere Information Integrator provides federated access to a wide variety of unstructured data content stores. Where appropriate, content can be cached locally to enhance performance. WebSphere Information Integrator also provides tools that enable unstructured content to be joined with relational data (providing of course that the unstructured content has suitable key fields). Used in this manner, data federation allows a BI system and its underlying data warehouse to provide a continuous stream of relevant content to the executive dashboard without the need to store all of the content locally in the data warehouse.



Information asset management component The BPM information assets are stored and accessed using database management systems (DBMSs) such as IBM DB2. The performance, scalability, availability, security, and extensibility features of DB2 have made it our recommended cornerstone for the information asset management layer for managing data, and running analytic and business functions against that data. Accessing data in a relational DBMS can be done using queries defined using the Structured Query Language (SQL), or using a graphical user interface (GUI) that hides SQL syntax from the user. The vast majority of DB2 applications today use a GUI to hide data access details from business users. Application developers, however, need to learn a language independent technique for accessing DB2 data. COBOL programmers, for example, embed SQL statements in their applications and use preprocessors to convert SQL statements into native library calls that interact with the DB2 server. C programmers currently have a wide range of database access options available to them, including embedded SQL, the SQL Call Level Interface (CLI), ODBC, ADO, OLE-DB, and ADO.Net. Java™ programmers use JDBC and SQLj as direct database interfaces to DB2. The JDBC interface is defined in Java 2 Standard Edition (J2SE™). Java 2 Enterprise Edition (J2EE) contains a set of language extensions for building distributed Java applications. These extensions include Java Server Pages, Servlets, and Enterprise Java Beans (EJBs), among others. These Java
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language extensions require an application server environment and use either JDBC or SQLj as the access interface to DB2 databases.



3.1.3 Business Processes The IBM BPM platform provides you the capability to design, deploy, integrate, and manage business processes with support from the WebSphere Business Integration (WBI) product set. For the BPM environment, the WBI product set supplies real-time data about the operation and performance of business processes. This data can be supplied to the information analysis and delivery components (WebSphere II using WebSphere MQ Workflow or WBI Server Foundation), or directly to BPM monitoring capabilities (using, for example, WBI Monitor). But, how does WBI Monitor do that? WBI Monitor uses real-time data to generate KPI dashboards that can display the ongoing performance of business processes. This data may can come from a variety of data sources, including WebSphere MQ Workflow, WBI Message Broker, and database products (IBM DB2). The monitoring capability of WBI monitor adds real-time information captured from business processes to the BPM environment. The KPI information in WBI Monitor is delivered through two standard dashboards:  Workflow dashboard. This dashboard enables users to monitor business processes at run time, from anywhere, regardless of a user’s machine configuration. The WBI workflow dashboard provides an operational view of business processes, displaying run-time business metrics for currently running process instances of each monitored process. The dashboard provides an alert system that can be used to pinpoint problems and bottlenecks in a running process. An example workflow dashboard is depicted in Figure 3-7.
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Figure 3-7 Sample of WBI workflow dashboard



 Business dashboard. This dashboard manages historical process-instance performance data. An example is depicted in Figure 3-8. The information contained within the business dashboard provides important decision making data from a cost, time, and utilization perspective. The metrics you generate can be imported back into WBI Workbench for continued analysis of the process. The WBI Server Foundation also contains capabilities that can be used to construct IT systems that enable BPM. As examples, the WBI Server Foundation supports key technologies and standards (BPEL and CEI), as well as providing workflow capability through Process Web-clients. The metrics gathered from running processes in WBI Server Foundation can be gathered and presented in a Portal by using, as an example, an IBM Alphablox user interface to build customizable management dashboards. More information on this topic is provided in Chapter 4. “WebSphere: Enabling the solution integration” on page 97.
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Figure 3-8 Sample of WBI business dashboard



3.1.4 Making Decisions To achieve true business insight, a comprehensive business performance management system should include a set of flexible business rules that allows users to optimize business processes without needing additional modeling and deployment cycles. Business rules externalize business policies so they can be managed independently of the application software. As marketing plans change, for example, businesses can easily modify the business rules used to determine customer discounts. As policies regarding customer credit are updated, the business rules that govern customer approval and rejection based on credit status and history can be modified accordingly. In short, business rules support on demand business because they enable agility and responsiveness in business processes. Implementing business rules within the IBM BPM Platform allows not only IBM software, but also customer-developed and IBM Business Partner applications, to participate in a comprehensive rules management system. We show the business rules architecture in Figure 3-9.
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Figure 3-9 BPM business rules architecture



The IBM BPM toolset includes the IBM WBI Modeler, an intuitive business process modeling tool that enables business consultants and developers to define business processes. The tool supports the simulation of modeled processes to help ensure they meet business requirements. WBI Modeler has a number of export formats for deploying business processes in external process flow engines, including the Flow Definition Language (FDL) and the industry-standard business process execution language (BPEL).



3.1.5 Event Infrastructure The components of a business system usually employ different formats for the information they collect about events. This makes it difficult for organizations to handle events from disparate components and integrate them into a cohesive and efficient management environment. If an IT group, for example, needs to determine what made a business-critical e-business application fail, they may need to understand 40 different event log formats. Root cause analysis of the problem could require input and analysis by numerous system administrators, spanning network, Web, and database environments. To solve this problem, the IBM BPM Platform contains a common event infrastructure (CEI) for the creation, transmission, persistence, and distribution of a wide range of business, system, and network events. By providing a common infrastructure for sharing common event information between different
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applications, it becomes possible to correlate a business system outage to the IT resource that caused the outage. The CEI employs a consistent format for recording information about events. This is known as the common base event (CBE) format. IBM has proposed CBE for consideration as a new standard to the Organization for the Advancement of Structured Information Standards (OASIS). We depict the CEI architecture in Figure 3-10. The CEI architecture consists of five layers of event interaction:  All event consumers share the common event infrastructure and event format, and may submit events to the CEI.  Correlated CBE events are delivered to consumers.  The CEI is shared by event sources and consumers, and provides CBE persistence, distribution, and access.  CBEs flow into the CEI.  Event sources submit CBE events, and other events types are converted to the CBE format.
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Figure 3-10 The common event infrastructure interaction model
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The CEI has several public interfaces that are exposed to external applications and tools. These interfaces generally fall into one of the following categories:  CEI event submission interfaces allow applications to create and send events to the management server. These interfaces enable customers, Business Partners, and ISVs to create new applications and drive event services.  CEI event subscription interfaces allow applications to subscribe to particular types of events as they arrive in real-time at the management server.  CEI event query interfaces allow applications to query historical events. The CEI offers an event management system for supporting BPM applications. The following are some of the capabilities of CEI for gathering information to support BPM:  The ability to investigate a particular sequence of events. Organizations can discover, for example, why a particular customer order took three weeks longer than expected to get delivered.  The means to analyze past historical performance and provide an indication of future behavior. The time, for example, that a particular supplier usually takes to fulfill an order can be a good indication of how long the supplier will take to deliver the next order for supplies.  The ability to maintain a historical record of business commitments. Some businesses are legally required to keep an audit trail of the key decisions and promises made by the business. Although CEI does not provide a non-repudiation logging facility, it can still act as a central point where the required data can be assembled and passed on to an external tamper-proof log.  The ability to trigger action when an unexpected event occurs. This can be used, for example, to alert the business that a particular customer order has taken three weeks longer to deliver to the customer than it should have.  The ability to support business dashboards that show cross-application data. IBM products that implement and support CEI include IBM Tivoli, WebSphere Application Server, and WebSphere Business Integration Server.



3.1.6 Enabling IT to help the business So far we have focused primarily on the handling and managing of business events and business performance in a BPM system. It is also important, however, that BPM support the underlying IT system so that both IT and business systems are aligned with the business goals of the organization. This part of the IBM BPM Platform is provided by products that enable Business Service Management.
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The development of IT systems management parallels that of business management. As in the business area, IT products have evolved to first handle a distributed environment, and then automate the management of this environment to improve IT operational efficiency and productivity. With the development of so-called management frameworks, IT is now able to create centralized operational IT intelligence that can report on the status of all systems and networks throughout the enterprise. This is somewhat analogous to a BI system and its centralized enterprise data warehouse. To achieve the strategic business goals of a company, however, IT needs tools to manage its operations from a business perspective and to implement strategies to deal with business change. This is the role of business service management (BSM).



Aligning IT with business goals BSM enables businesses to increase operational agility by aligning IT operations and the resources they manage with business priorities. Managing IT resources in this manner differs from the traditional method of managing resources by technology type (servers, networks, and databases, for example). BSM helps IT staff understand the components that enable the successful delivery of a service, and, when problems occur, prioritize the issues to resolve first. BSM is part of an overall BPM strategy that focuses on monitoring and managing IT service delivery and associated business processes. By coordinating both the business and IT events in an integrated framework, enterprises are better able to make decisions that align IT and human resources utilization to meet business priorities. In the IBM BPM Platform, this capability is provided by Tivoli Business Systems Manager (Tivoli BSM). Tivoli BSM enables an organization to view all of its IT resources and the existing relationships they have with each other within the real-world environment. While most organizations derive significant value from cataloging IT resources, the real benefit of Tivoli BSM comes from its ability to create collections of resources that represent business systems, such as key business processes and applications. When an organization understands the IT resources required to deliver a specific service, support a business process, and provide customer support or increase overall revenue, then the organization has the information it needs to use technology as a competitive tool.



Resource discovery using Tivoli BSM Tivoli BSM uses two methods to discover resources and their relationships. The first method is a set of discovery routines that scans periodically a specific environment and identifies the resources within that environment. The discovery



Chapter 3. IBM BPM enablers



75



routines that ship with Tivoli BSM support IBM DB2 and CICS®, and IBM and IP networks. The second method for discovering resources involves environments that do not have a set of explicit discovery routines. Resource discovery in this case is done by listening for, or processing, incoming events that identify new resources that have been added to the environment. This method enables applications, and software and hardware components, to participate in BSM. Once resources are discovered, they are mapped in the Tivoli BSM database to a predefined model that describes resources and their hierarchical relationships. A discovered database, for example, is placed as a child resource of the server where the database was found running. The server, in turn, is contained in the network location where the server was found. This mapping of architecture of entire IT system of an organization creates a catalog, or resource pool, that becomes the source for business system construction and management. This catalog can be accessed and displayed using Tivoli BSM console. Business systems are collections of resources within Tivoli BSM that are grouped by the business, or the service, they deliver. Unlike IT resources, which follow the rules predicated by the BSM object model, business systems can contain any type of resource, and can be organized in any manner that fits user needs. A business system can model discrete items (a service or an application), collections of items (resources within a given geography), or even vertical areas of responsibility. Understanding the resources that are required to deliver a service can be a challenge for many organizations. Automated methods provided by Tivoli BSM for doing this include identifying key transactions, and analyzing the resources that those transactions utilize during execution.
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Figure 3-11 Integrating applications in BSM
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Monitoring business systems using Tivoli BSM The second task of a BSM project is to ensure the underlying monitoring infrastructure is in place to send the required events to Tivoli BSM. Any event that indicates a situation that threatens, or attempts to threaten, the ability to deliver a service successfully should be forwarded to Tivoli BSM. An example here is an availability event that indicates that a resource has failed, been stopped, or is simply unavailable. If a given level of performance is needed for successful delivery of the service, then events that indicate performance problems also need to be forwarded. The recorded events should cover the complete end-to-end infrastructure that supports a particular service, including servers, software components, transaction processors, middleware, databases, and the network. In addition to availability and performance events, other types of events that can be forwarded to Tivoli BSM include those that track and monitor business performance. The Tivoli BSM can associate these events with the resources that generated them. The events may not require Tivoli BSM to notify users of a problem, but may be needed for adding context to a report in terms of severity (low, medium, high) based not only on the importance, but also the frequency of the event.



3.1.7 Bringing it all together Any one of the various sources of BI KPI data can provide value by supplying information to a business user dashboard or a balanced scorecard application. Integrating several, or all of these sources, into role-based business user work spaces provides a complete view of the entire enterprise. This integration fulfills the promise of BPM by providing the right information to the right users for managing the performance of the entire enterprise. The key BI functionality for BPM is enabled by WebSphere Information Integrator. This product supports the federation of multiple data sources for use by a single application, KPI, or portlet. Using this technology, businesses can combine performance information from across the enterprise to create KPIs that give a broader view of business performance than those derived from a single source. The relationship of information and BI to other capabilities in the IBM BPM Platform is illustrated in Figure 3-12. This provides access to information managed by a data warehouse, current business transaction data, and real-time event sources. Information in the data warehouse (for example, business process metrics for trend analysis) can be analyzed and integrated with real-time event data, process-specific event logs, message queue data, and system IT warehouse information, and presented to business managers in a role-based dashboard.
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Figure 3-12 IBM BPM core capabilities



Another way the various aspects of BPM tie together is at the workstation interface using the workplace. Dashboards supporting various BPM functions allow users to interact directly with several components of the BPM framework as shown in Figure 3-13. • Business Users
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Figure 3-13 Dashboard functional architecture
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3.2 Web services The BPM environment and IBM BPM Platform involve many components, tools, services, and applications interconnected in a distributed computing system. Although organizations have been building distributed systems and applications for a number of years, many of them are now moving towards the use of a service-oriented architecture (SOA) as a more effective approach for developing and maintaining a distributed environment. The primary technology used today to implement a SOA is Web services. The word Web in Web Services means that all operations are performed using the technology and infrastructure of the World Wide Web. The word service represents an activity or processing performed on behalf of a requestor, a person or application. Web services have existed ever since the Web was invented. The ability of a Web browser to access e-mail, or to order a product on the Internet, are examples of Web services. More recently, however, Web services increasingly make use of XML-based protocols and standards, and it is better to think in terms of XML Web services than a Web Browser. In this redbook, for simplicity, we use the term Web services to signify XML Web services. Web services enable any form of distributed processing to be performed using a set of standard Web- and XML-based protocols and technologies. For more detailed information on Web services and related topics, see the work effort by the World Wide Web Consortium at: http://www.w3c.org



In theory, the only requirements for implementing a Web service are:    



A technique to format service requests and responses A way to describe the service A method to discover the existence of the service The ability to transmit requests and responses to and from services across a network



The main technologies used to implement these requirements in Web services are XML (format), WSDL (describe), UDDI (discover), and SOAP (transmit). There are, however, many more capabilities (authentication, security, and transaction processing, for example) required to make Web services viable in the enterprise, and there are numerous protocols in development to provide these capabilities. It is important to emphasize that one key characteristic of Web services is that they are platform neutral and vendor independent. They are also somewhat easier to understand and implement than earlier distributed processing efforts such as Common Object Request Broker Architecture (CORBA). Of course, Web
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services will still need to be implemented in vendor specific environments, and this is the focus of facilities such as IBM Web Services.



3.2.1 The promise of Web services Web services technology is essentially a new programming paradigm to aid in the development and deployment of loosely-coupled applications both within and across enterprises. In the past, developers have tended to develop most of their applications from the ground up. The term code reuse was used, but this was often not put into practice because developers usually only trust the code they develop. As software development has progressed as a discipline, and as programming languages have also advanced, the ability to reuse application code has increased. The Java programming language, for example, has many built-in class libraries that developers use. As applications grow, they need to be able to execute in a distributed environment. Distributed applications provide unlimited scalability and other benefits. Defining an interface for distributed applications has been a challenge over the years. Language-independent technologies such as CORBA (Common Object Request Broker Architecture) provide a complicated and powerful programming model. Other distributed technologies work well within a single language environment, such as Java RMI (Remote Method Invocation) and Microsoft's DCOM (Distributed Common Object Model), but are not useful in a heterogeneous systems environment. In contrast, Web services provide a simple-to-understand interface between the provider and consumer of application resources using a Web Service Description Language (WSDL). Web services also provide the following technologies to help simplify the implementation of distributed applications:  Application interface discovery using Universal Description, Discovery, and Integration (UDDI)  Application interface description, again using UDDI  A standard message format using Simple Object Access Protocol (SOAP), which is being developed as the XML Protocol specification by W3C



3.2.2 Web services architecture We define the Web services architecture in several layers. Figure 3-14 illustrates these layers.
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Figure 3-14 Web services layered architecture



The underpinnings of the Web services architecture are WSDL and SOAP. WSDL is an XML vocabulary used to describe the interface of a Web service, its protocol binding and encoding, and the endpoint of the service. SOAP is a lightweight protocol for the exchange of information in a distributed environment, and is used to access a Web service. It is transport-protocol independent. SOAP messages can be transported over HTTP (HyperText Transfer Protocol), for example, but other protocols are also supported. Examples include:  SOAP over WebSphere MQ (Message Queuing)  RMI (Remote Method Invocation) over IIOP (Internet Inter-ORB [Object Request Broker] Protocol) At present, the current SOAP standard only defines bindings for HTTP. SOAP is rightfully seen as the base for Web application-to-application interoperability. The fast availability of SOAP implementations, combined with wide industry backing, has contributed to its quick adoption. SOAP employs a XML-based RPC (Remote Procedure Call) mechanism with a request/response message-exchange pattern. It is used by a service requestor to send a request envelope to a service provider. The SOAP request envelope contains either an RPC method call or a structured XML document. Input and output parameters, and structured XML documents are described in XML schema. The service provider acts on a request and then sends back a SOAP response envelope.
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The existence of a Web service can be published and advertised in a public UDDI registry. Publishing Web services in a public registry allows client applications to discover and dynamically bind to Web services. UDDI helps distributed application developers solve the maintenance problem caused by constantly changing application interfaces. Developers can use internal private registries, and public UDDI registries hosted on the Internet by companies such as IBM and Microsoft, to publicize their application interfaces (as specified by WSDL) and to discover other Web services. When a WSDL interface changes, a developer can republish the new interface to the registry, and subsequent access to the Web service will bind dynamically to the new interface.



3.2.3 IBM Web services Two key IBM products for supporting Web services are WebSphere Studio and WebSphere Application Server. WebSphere Studio contains a set of development tools for creating and maintaining Java applications that use Web services. WebSphere Studio is based on an open development framework known as Eclipse. For more details, see: http://www.eclipse.org



WebSphere Studio provides tools for creating WSDL interfaces to Java applications and DB2 data. You can publish Web services defined using WebSphere Studio to a UDDI registry directly from the WebSphere Studio environment. WebSphere Studio also provides a UDDI browser. IBM WebSphere Application Server is a J2EE-compliant Java Web Application Server. It is an ideal platform for hosting DB2 Web service provider applications. WebSphere Application Server includes the Apache SOAP server. For details, see: http://xml.apache.org/soap/



3.2.4 Using DB2 as a Web services provider and consumer IBM DB2 can participate in a Web services environment as a server provider or a service consumer. This is shown in Figure 3-15. The DB2 Web service infrastructure and tools shown in the figure are supplied with DB2 UDB Version 8.
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Figure 3-15 DB2 in a Web services environment



DB2 as a Web services provider The left-hand side of Figure 3-15 outlines how DB2 acts as a service provider. Applications access DB2 Web services using a WSDL interface that is created using the DB2 Web services Object Runtime Framework (WORF). The WSDL interface to DB2 consists of an XML file (a Document Access Definition Extension, or DADx file) that defines a set of one or more DB2-related operations. An operation can invoke a DB2 stored procedure, retrieve or store an XML document, or run an SQL CREATE, SELECT, UPDATE, or DELETE statement. Data returned from an operation may be formatted as an XML document or a Java object. Important: It is important to note that each DADx operation is currently limited to a single SQL statement and executes within a single unit of work.



In Example 3-1, we define a DADx operation called listMeetings for retrieving all of the data from the DB2 calendar table for a specific date. Example 3-1 listMeetings Web service    List meetings on calendar on a certain date.   SELECT * FROM CALENDAR
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WHERE DATE = :date     



DB2 WORF automatically generates the WSDL interfaces, as depicted in Figure 3-16, for each of the defined operations in the DADx XML file. It also creates a Web services application for testing purposes. The test application may use a plain HTTP or SOAP binding. The HTTP binding is useful for testing a DB2 Web service directly from a Web browser. Web services clients can use the SOAP binding to create distributed applications. After testing and deploying the DB2 Web service, any Web services client can start using it.
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Figure 3-16 Development scenario for DB2 Web service provider applications



You can deploy the DB2 DADx XML file and its run-time environment (Apache SOAP) on a Java Web application server such as Apache/Jakarta Tomcat or WebSphere Application Server. Using WebSphere Application Server provides additional benefits, for example, pooled database connections and centralized administration. You can also deploy WebSphere Application Server using horizontal and vertical scaling techniques to provide fault-tolerance and high-transaction rates required for a popular DB2 Web service.
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DB2 as a Web services consumer The right-hand side of Figure 3-15 shows how DB2 uses user-defined functions (UDFs) to operate as a Web services consumer. These SQL functions provide the necessary language hooks for using Web services, and make it easier for developers to create applications that consume and integrate Web services data. We depict this in Figure 3-17. Another benefit of using SQL to access a Web service is that the retrieved data can be manipulated within the SQL statement before it is returned to the client application. DB2 Web services are consumed via SQL statements, and so it is simple to test access to a Web service using a tool such as the DB command line processor (CLP).
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Figure 3-17 Development scenario for DB2 Web service provider applications



The WSDL for the listMeetings DB2 Web service provider shown in Example 3-1 could, for example, be defined as a DB2 UDF and then invoked from an SQL statement in a client application. A non-SQL Web service client could run the same listMeetings Web service without using a DB2 UDF, but this requires more programming effort. An existing WSDL Web service interface can be converted to a DB2 UDF using the plug-in provided by WebSphere Studio. A Java application server is not required to access a Web service using DB2 SQL. During SQL statement execution, a direct connection with the Web service provider is established, and the response is returned as either a relational table or a scalar value.



Recommendations for using DB2 Web services When you expose DB2 data to Web services clients using DB2 WORF, consider embedding the data access logic in a DB2 stored procedure. These procedures provide a very powerful technique for creating an abstraction layer for DB2 data
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access. They can be created in various programming languages, including Java and the standard SQL procedure language. To make the development job easier, also consider using DB2 Development Center, which is provided in DB2 UDB Version 8 as a replacement for DB2 Stored Procedure builder. You can use DB2 Development Center to create and test stored procedures and to create other SQL extensions for DB2.



3.2.5 WebSphere Information Integrator and Web services In this section we discuss the benefits of WebSphere II compared with DB2 UDFs, and look at how WebSphere II works in a Web services environment. DB2 user-defined functions (UDFs) enable SQL-based applications to access one or more remote data sources that have been defined as Web services. This capability provides a basic level of data federation. Its limited support for data source modeling and transaction integrity, however, restrict the use of DB2 UDFs in more sophisticated data federation projects. For these types of projects, you should use WebSphere II instead. A WebSphere II federated system uses a wrapper to access and interact with remote content. You can define this content as a Web service, relational database, or XML file, as examples. A wrapper maps the remote content to a table-like object known as a nickname. You can then use one or more of these nicknames in a DB2 (federated) view and access and manipulate the nickname like any other kind of relational data. Wrappers are more powerful than UDFs, and are typically better at exploiting the more advanced features of the remote content. Their definition, however, requires a more skilled developer. If a server architecture is central to the development and deployment of an application, then the WebSphere II wrapper architecture is likely to be the appropriate solution to use. Suppose, for example, the goal of an application is to integrate a set of Lotus Notes and/or BPM data sources. It is possible to write a DB2 UDF to access multiple data sources, but the burden is on the UDF developer to find the appropriate information to identify the data sources as arguments, manage connections to the data sources, and use a scratchpad to store any state information. Furthermore, the information in the scratchpad is only valid for a single SQL statement, and so UDF invocations from separate statements will each require their own connections and scratchpads. For this type of integration, the multi-server and connection management support offered by the wrapper architecture is better for handling access to multiple remote content stores. On the other hand, an application that retrieves the temperature from an on-line thermometer, for example, does not require the notion of a server, and the wrapper solution may be overkill in this case, and the use of a DB2 UDF may be more appropriate.
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The DB2 view mechanism when used with underlying WebSphere II wrappers and nicknames provides a powerful mechanism for combining data from remote sources and for shielding applications from the details of different content store formats. The SQL-based interface to federated data sources has the additional benefit of allowing database administration tools, development tools, and object-oriented components to work transparently with remote heterogeneous data.



A WebSphere II federated system A WebSphere II federated system is a special type of distributed database management system (DBMS). It consists of a DB2 instance that operates as a federated database server, a federated database, one or more content sources, and client applications that access the federated database and its underlying content sources. With a federated system, applications can send requests to multiple content sources by issuing a single SQL statement against a federated view of the data. An application can, for example, join information from a DB2 UDB table, a third-party relational DBMS table, a Web service, and an XML tagged file in a single SQL statement. Figure 3-18 shows the components of a WebSphere II federated system.
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Figure 3-18 WebSphere Information Integrator
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The power of WebSphere II lies in its ability to:  Join data from local tables and remote data sources, as if all the data is stored locally in the federated database.  Update data in relational data sources, as if the data is stored in the federated database.  Replicate data to and from relational data sources.  Take advantage of the processing strengths of the remote data source by sending requests to the content source for processing.  Compensate for SQL limitations of the remote data source by processing parts of a distributed request on the federated server.



The federated server The DB2 instance in a WebSphere II system is called a federated server because it responds to requests from multiple client applications for the processing of federated data. Any number of DB2 instances can be configured to function as federated servers. An existing DB2 instance can be used as a federated server, or a new one can be created specifically for the federated system. A federated server may send parts of the requests it receives to the data sources for processing. The DB2 instance that manages the federated system is still referred to as the federated server, even though it acts as a client when it pushes down a request to a remote data source. Two key features of the federated server distinguish it from other application servers:  You can configure a federated server to receive requests that might be partially or entirely intended for remote data sources. In these cases, the server distributes these requests to the remote data sources.  Like other application servers, a federated server uses DRDA® communication protocols (over TCP/IP) to communicate with DB2 family instances. However, unlike other application servers, a federated server uses the native interface of a remote data source to access data. A federated server, for example, uses the Sybase Open Client to access Sybase data and a Microsoft SQL Server ODBC Driver to access Microsoft SQL Server data.



The federated database To users and applications, data sources accessed using WebSphere II appear to belong to a single federated DB2 database managed by a federated database server. A system catalog documents the characteristics of the data sources that comprise the federated database. The federated server consults the information



88



BPM Meets BI



in this system catalog and associated data source wrappers to determine the best plan for processing SQL statements. The federated server processes SQL statements as though the data sources were regular relational tables or views. As a result:  The federated server can join relational data with data in non-relational formats. This is true even when the data sources use different SQL dialects, or do not support SQL at all.  The characteristics of the federated server take precedence when there are differences between the characteristics of the federated server and those of the data sources. – Suppose, for example, the code page used by the federated server is different from that used by the data source. In this case, when character data from the data source is presented to a client application, it is transformed using the code page of the federated server. – Another example is when the collating sequence used by the federated server is different from that used by the data source. In this case, any sort operations on character data are performed by the federated server and not at the data source.



Wrappers and nicknames A wrapper is the mechanism that the federated server uses to communicate with and retrieve data from a data source. To implement a wrapper, the federated server uses routines stored in a library called a wrapper module. These routines allow the federated server to perform operations such as connecting to a data source and retrieving data from it. The federated server administrator uses the CREATE WRAPPER statement to register a wrapper for each data source type that is to be included in the federated system. This is depicted in Figure 3-19. Suppose, for example, that you want to access three DB2 for z/OS tables, one DB2 for iSeries™ table, and two Informix® tables. You need to create one DRDA wrapper for the DB2 data objects, and one Informix wrapper for the Informix data objects. Once these wrappers are registered in the federated database they can be used to access other objects from those data sources. The DRDA wrapper, for example, can be used with all DB2 family data source objects.
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Figure 3-19 DB2 in a consumer environment using the Web services wrapper



A wrapper performs many tasks, as in the following:  Connecting to a data source. The standard API of the data source is used by a wrapper to connect to it.  Submitting queries to a data source. The user query is submitted in SQL for SQL data sources, and is translated into native language statements, or API calls, for non-SQL data sources.  Receiving results from the data source. The standard API of the data source is used by a wrapper to receive results.  Responding to federated server requests for the data-type mappings of a data source. Each wrapper contains default data-type mappings. For relational wrappers, data-type mappings created by the administrator override those default mappings. User-defined data-type mappings are stored in the system catalog.  Responding to federated server queries about the default function mappings of a data source. A wrapper contains information for determining if DB2 functions need to be mapped to the functions of the data source, and, if so, how the mapping is to be done. This information is used by the SQL compiler to determine if the data source is able to perform certain query operations. For relational wrappers, the function mappings created by the administrator override the default function mappings. User-defined function mappings are stored in the system catalog. A nickname is an identifier that is used in an SQL query to refer to an object at a data source. These objects, for example, can be tables, views, synonyms, table-structured files, search algorithms, business objects, Web services
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operations, and so forth. Nicknames are registered to the federated server using the CREATE NICKNAME statement. Each nickname is associated with a specific wrapper.



Web services wrapper for a Web services provider A Web services provider can act as a data source for WebSphere II. The provider is accessed by a federated server using a Web services wrapper. To configure the federated server to access a Web services provider, the administrator must provide the federated server with information about the Web services and operations that are to be accessed. The steps required to add a Web services provider to a federated server are as follows: 1. Use the CREATE WRAPPER statement to register the appropriate Web services wrapper. 2. Use the CREATE SERVER statement to register a server definition for each Web service to be accessed. 3. Optional: Create any required user mappings. 4. Use the CREATE NICKNAME statement to register a nickname for each Web service operation to be used. 5. Optional: Create a federated view of the Web services nicknames. We briefly review the main steps below, but for detailed information on how to define and create a Web services wrapper, please consult the data source configuration guide for WebSphere II. You can configure the federated server to access a Web services provider by using the DB2 Control Center or the DB2 command line. The DB2 Control Center includes a wizard to guide you through the steps required to configure the federated server. This process is depicted in Figure 3-20, which shows a development scenario using a WebSphere II Web services wrapper. This process enables applications to access Web services via the SQL API.
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Figure 3-20 Adding Web services to a WebSphere II federated server



Registering a Web services wrapper To register a wrapper, you issue a CREATE WRAPPER statement with the name of the wrapper and the name of the wrapper library file. To register, for example, a wrapper with the name my_wrapper on the federated server that uses the AIX® operating system, issue the following statement: CREATE WRAPPER my_wrapper LIBRARY 'libdb2ws.a'; The name of the wrapper library file that you specify depends on the operating system of the federated server.



Registering the server definition After you register the wrapper, you must register a corresponding server for each Web service that you wish to access. To register, for example, a Web service called my_server, issue the following statement: CREATE SERVER my_server WRAPPER my_wrapper;



Registering nicknames for Web services You create one nickname for each Web service operation you use. Define Web service operations in a XML WSDL file. Create nicknames quickly using the DB2 Control Center Discover tool. You specify the URL of the WSDL file for which nicknames you plan to create, and the Discover tool processes the file, and creates the appropriate nicknames.
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Example 3-2 shows a nickname ZIPTEMP that uses a Web service operation called getTemp. The Web services operation reads a ZIP code and returns the temperature at that location. Example 3-2 ZIPTEMP nickname for the getTemp Web service operation CREATE NICKNAME ZIPTEMP ( ZIPCODE VARCHAR (48) OPTIONS(TEMPLATE '&column'), RETURN VARCHAR (48) OPTIONS(XPATH './return/text()') ) FOR SERVER "EHPWSSERV" OPTIONS(URL 'http://services.xmethods.net:80/soap/servlet/rpcrouter', SOAPACTION ' ' , TEMPLATE '    &zipcode[1,1]   ', XPATH '/soapenv:Envelope/soapenv:Body/*' , NAMESPACES ' ns1="http://www.xmethods.net/sd/TemperatureService.wsdl", ns2="urn:xmethods-Temperature" , soapenv="http://schemas.xmlsoap.org/soap/envelope/"');



Each nickname contains column definitions for the message values that sent to, and received from, the Web service operation. The TEMPLATE option defines a input column (ZIPCODE in the example), and the XPATH option defines an output column (RETURN in the example). The nickname ZIPTEMP can be referenced in an SQL query like any other data object: SELECT * FROM ZIPTEMP WHERE ZIPCODE='97520';



The Web services WSDL file Now that we understand the WebSphere II part of the definition, let’s take a look at how the Web services wrapper interacts with a Web services provider, and at the WSDL file that defines the operations that are supported by a provider. A WebSphere II Web services wrapper communicates with a Web services provider using SOAP messages. A SOAP message is a XML document that defines the layout and contents of the message. A message can contain document-oriented information, or a process-oriented remote procedure call (RPC). The SOAP message is embedded in an envelope consisting of a mandatory body containing the message itself, and an optional header. The header has information about things such as encryption and authentication.
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The operations supported by a Web service are defined in a WSDL XML document. This document defines a Web service operation in terms of the messages that it sends and receives. A WSDL document can contain one or more Web service operations. The input and output messages of a Web services operation are mapped to the columns defined in the associated WebSphere II nickname. The input messages are mapped using the nickname TEMPLATE specification, and the output messages are mapped to the hierarchical structure defined using the XPATH specification of the nickname. You can define a separate output hierarchy for each Web service operation in the WSDL document. Example 3-3 shows a WSDL definition for the TemperatureService Web service, which supports a single operation called getTemp. The input value is described by the zipcode column. The output value is described by the return column. In the WSDL document, these columns are identified in a message element, which represents the logical definition of the data that is sent to and from the Web service provider. If more explanation of the information in the message element is needed, then the WSDL document can also contain a type element, which can refer to predefined types that are based on the XML schema specifications, or types that are defined by a user. The TemperatureService example also shows how the WSDL binds the Web service operation to use the SOAP protocol over HTTP, and how it identifies the network address where the Web service is located. Example 3-3 The TemperatureService Web service              
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              Returns current temperature in a given U.S. zipcode      
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Chapter 4.



WebSphere: Enabling the solution integration In this chapter we take a more detailed look at the IBM WebSphere Business Integration (WBI) product set. Before doing so, however, we first look at what is involved in business integration. An integrated business environment is a key success factor in a BPM implementation. Business integration involves interconnecting multiple disparate processing entities, for example, applications, systems, and human resources, within the context of the complete enterprise. This may involve interconnecting:  Individual applications so they can share data and actions  Multiple applications across enterprise boundaries, such as departments or subsidiaries  Internal systems to systems outside the enterprise In all cases, business integration requires data and processing entities to be interconnected to fully leverage existing applications and integrate them with new business logic so that the total system provides increased business value to the enterprise.
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4.1 IBM Business Integration Reference Architecture Figure 4-1 shows the IBM Business Integration Reference Architecture (BIRA), which documents a logical framework for deploying a complete and robust business integration environment.
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4.1.1 BIRA components The BIRA serves as a guide as you define and implement the infrastructure components for an integrated solution. BIRA represents significant thought and value as you go through the requirements process. And, it can give you an advantage in time, resources, and overall cost. The following sections define and describe the components of the BIRA that have been designed to satisfy solution requirements.
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Enterprise service bus At the core of the IBM BIRA is the enterprise service bus (ESB), that delivers all the connectivity capabilities required to leverage and use services across the entire architecture. Services provided through the ESB include transport services, event services, and mediation services:  Transport services provide the fundamental connection layer.  Event services allow the system to respond to specific stimuli that are part of a business process.  Mediation services exploit the loose-coupling of a Service-Oriented Architecture (SOA) to process messages as they flow between their endpoints. The ESB is a key factor in enabling the service orientation of the BIRA.



Interaction, process, and information services The BIRA contains a set of services that are oriented toward the integration of people, processes, and information. These services control the flow of interactions and data among the people and automated application services that support business processes.  User interaction services provide the capabilities required to deliver IT functions and data to users.  Process services provide the control services required to manage the flow and interactions between business processes.  Information services provide the capabilities required to federate and consolidate data sources.



Business Performance Management Services The business performance management services of the BIRA provide monitoring capabilities that aggregate operational and process matrix in order to efficiently manage systems and processes. Managing these systems requires a set of capabilities that span the needs of IT operations professionals and business analysts who manage the business operations of the enterprise. These capabilities are delivered through a set of comprehensive services that collects and presents both IT and process-level data, allowing business dashboards, administrative dashboards, and other IT level displays to be used to manage system resources and business processes. Through these displays and services, it is possible for LOB and IT personnel to collaborate to determine, for example, what business process paths may not be performing at maximum efficiency, the impact of system problems on specific processes, or the relationship of system performance to business process performance. This collaboration allows IT personnel and assets to be tied more directly to the business success of the enterprise than they traditionally have been.
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One key feature of the IBM BIRA is the linkage between the development platform and the business performance management services. The ability to deliver run-time data and statistics into the development environment allows analyses to be completed that drive iterative process re engineering through a continuous business process improvement cycle. Using IBM WBI Modeler and IBM WBI Monitor provides this capability.



Application and data access services Automated application services (the implementation of business logic in automated systems) are a critical part of any integration architecture or solution. Some of these services are provided through existing applications, while others are provided through external connections to third party systems, or by newly implemented components. Existing enterprise applications and data are accessible from the ESB through a set of application and data access services. These access services provide the bridging capabilities between legacy applications, packaged applications, enterprise data stores (including relational, hierarchical, non-traditional, and unstructured sources such as XML and text), and the ESB. These access services expose the data and functions of the existing enterprise applications, allowing them to be incorporated into business process flows.



Business application services The BIRA contains a set of business application services (BAS) that provide the run-time services required to include new application components in the integrated system. These application components support the business logic required to adapt existing business processes to meet changing competitive and customer demands. This capability is provided by WebSphere Application Server.



Partner services In many enterprise scenarios, business processes involve interaction with outside partners and suppliers. Integrating the systems of partners and suppliers with those of the enterprise improves efficiency of the overall value chain. Partner services provide the document, protocol, and partner management services required for efficient implementation of business-to-business processes and interaction.



Infrastructure services Underlying all the capabilities of the BIRA is a set of infrastructure services that provide security, directory, IT system management, and virtualization functions. The security and directory services include functions involving authentication and authorization. IT system management and virtualization services include
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functions that relate to scale and performance. Edge services, clustering services, and virtualization capabilities allow for the efficient use of computing resources based on things such as load patterns. The ability to leverage grids and grid computing are also included in infrastructure services. While many infrastructure services perform functions tied directly to hardware or system implementations, others provide functions that interact directly with integration services provided through the ESB. These interactions typically involve services related to security, directory, and IT operational systems management.



Development platform Tools are an essential component of any comprehensive integration architecture. The BIRA includes a development platform that can be used to implement custom components. These are able to leverage the infrastructure capabilities and business performance management tools. These in turn are used to monitor and manage the run-time implementations at both the IT and business process levels. Development tools allow people to efficiently complete specific tasks and create output based on their skills, expertise, and role within the enterprise. Business analysts who analyze business process requirements need modeling tools that allow business processes to be charted and simulated. Software architects need tool perspectives that allow them to model things such as data, functional flows, and system interactions. Integration specialists require capabilities that allow them to configure specific interconnections in the integration solution. Programmers need tools that allow them to develop new business logic with little concern for the underlying platform. Yet, while it is important for each person to have a specific set of tool functions based on their role in the enterprise, the tooling environment must provide a framework that promotes joint development, asset management, and deep collaboration among all these people. A common repository and functions common across all the developer perspectives, such as version control functions and project management functions, are provided in the BIRA through a unified development platform.



Service-Oriented Architecture The IBM BIRA is a comprehensive architecture that covers the integration needs of an enterprise. Its services are delivered in a modular way, allowing integration implementations to start at a small project level. As each additional project is addressed, new integration functions can be added, incrementally enhancing the scope of integration across the enterprise. The architecture also supports SOA strategies and solutions, assuming the middle ware architecture itself is designed using principles of service orientation and function isolation. To reach the key business objectives of flexibility and rapid time to value, companies need loosely coupled business processes that are based on a
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framework known as a Service-Oriented Architecture (SOA). In an SOA environment, these loosely coupled business processes consist of a collection of services that are connected as needed through standard interfaces. A SOA and its underlying services offer a giant step forward in reducing the complexity, as well as the costs and risks, of new application development and deployment. The benefits offered by a SOA are:  Increased flexibility in developing and deploying inter-enterprise and inter-enterprise business processes.  A reduction in the amount of training developers have to take. Developers merely need to understand the interface to a particular service, instead of an entire system.  A reduction in the size of projects. Developers create components or services one at a time, instead of working on an entire system.



Business Process Execution Language Business process execution defines how various processes involving people and applications interact together and with various other resources to effectively and efficiently complete a business process. This is sometimes referred to as “choreography.” Business process execution provides the development, deployment, and run-time tools to facilitate rapid redesign of business processes and the resources associated with them. It also provides the tools to link the various roles and functions in an organization that are involved in this collaborative effort. Linking business process analysis closely with IT allows an organization to more effectively and rapidly adapt to changes in the business environment. It also facilitates the measurement of IT investments with business matrix closely correlated to the enterprise business objectives. One of the key factors in enabling an end-to-end description of workflow, from business process analyst to architect to implemented, is the availability of standards that can describe the workflow and provide linkage between the tools. One emerging standard is the business process execution language (BPEL). It forms a key basis of integrating different business functions together, and is a key concept of SOA.
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4.2 IBM WebSphere business integration The focus of the IBM WebSphere Business Integration (WBI) product set is on helping customers analyze their business processes and implement them more effectively. IBM WBI provides the ability to:     



Model and simulate enterprise business processes Integrate islands of processing Connect customers and business partners Monitor end-to-end business processes Manage the effectiveness of business processes



The sections that follow briefly review the various components of the IBM WBI product set and how they support the IBM BIRA. This is depicted in Figure 4-2.
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Figure 4-2 IBM WebSphere product support for the IBM BIRA
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4.2.1 WebSphere Business Integration Modeler WBI Modeler contains software tools that help business analysts model and simulate business processes graphically. It consists of the WebSphere Business Integration Modeler V5.1.



WebSphere Business Integration Modeler V5.1 WBI Workbench is an Eclipse-based application that provides the capability to estimate, analyze, simulate, and validate business processes and software models. It provides the following capabilities:  Enterprise modeling: – Captures, stores, and shares important organizational information in a common database or repository. – Creates an accurate representation of the factors that shape each outcome of business processes.  Process modeling: – Uses an intuitive drag-and-drop feature to convert complex business processes into easy-to-use flow diagrams. – Displays business processes from a high-level summary view down to granular detailed tasks.  Business analysis: – Uses powerful analytic tools including simulation, weighted-average analysis, and reporting to choose optimal business processes.  Performance simulation: – Simulates how new processes will perform based on a variety of environmental factors such as time and cost, so that users can project outcomes before implementation.  Workflow integration: – Converts process models into Business Process Execution Language (BPEL) for use in WBI Server Foundation or Flow Definition Language (FDL) to export them directly into IBM WebSphere MQ Workflow.



4.2.2 WebSphere Business Integration Monitor WBI Monitor displays real-time data from events created by IBM WebSphere MQ Workflow to provide decision support for business performance management and optimization.
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WebSphere Business Integration Monitor contains two primary components:  Workflow Dashboard  Business Dashboard



Workflow Dashboard The Workflow Dashboard monitors the data and audit trail of WebSphere MQ Workflow to provide an operational console of your company’s automated business processes. Specifically, process managers can track what business units or individuals may be under performing, which deadlines are in jeopardy, or other issues that potentially impede executing corporate strategy. A Web-based application, the Workflow Dashboard lets process managers perform any administrative or corrective action of in-flight work items from an Internet connection anywhere in the world. Upon making the corrective action, the Workflow Dashboard will then issue a command to WebSphere MQ Workflow via the appropriate APIs.



Business Dashboard The Business Dashboard provides a higher-level, more strategic view of automated business processes than the Workflow Dashboard. While the Workflow Dashboard provides intricate details on the automated business process, the Business Dashboard provides business statistical reporting by comparing actual company performance with targeted business goals. Additionally, the Business Dashboard locates and measures the cost of work items that match particular criteria. You can determine where your business stands against established milestones, and where shifts in business process execution could enhance your company’s performance. Actual metrics and statistical information from the Business Dashboard can be easily exported into WebSphere Business Integration Modeler for further analysis and enhancement. This data is vital to maintaining a realistic understanding of daily enterprise business performance. Without the ability to optimize the business process in a real-time environment, misuse of resources, delays, and process bottlenecks will affect your organization’s productivity.



4.2.3 WebSphere Business Integration Server Foundation WBI Server Foundation builds on the WebSphere Application Server to provide a Java 2 Enterprise Edition (J2EE) and Web services application platform for deploying enterprise Web Services solutions. WBI Server Foundation represents the IBM approach to building and deploying SOA-based applications that adapt quickly and easily to change. WBI Server
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Foundation is designed to support the creation of reusable services, either new or provide an interface to existing services, back-end systems, Java assets, and packaged applications. Services can be combined to form both composite applications and business processes, which can further leverage business rules to make these applications and business processes dynamic and easily changeable. WBI Server Foundation V5.1 introduces Business Process Execution Language for Web Services (BPEL4WS, which is often abbreviated as BPEL). BPEL4WS provides a more flexible standards-based approach to defining and executing business processes than the previous standard called Flow Definition Markup Language (FDML). FDML flows can still be developed and executed although their use is deprecated. WebSphere Studio Application Developer Integration Edition provides a wizard to migrate FDML flows to BPEL4WS. Although BPEL4WS processes and FDML flows can both be used in a single application, it is not possible to develop and store both types of process in the same WebSphere Studio Application Developer Integration Edition Service project. The implementation of the business process engine includes some additional capabilities which extend the basic BPEL4WS specification. These add support for staff-related activities and embedded Java code as Java snippets which increase the power and productivity of the tool. BPEL4WS processes will be used exclusively throughout the rest of this redbook. More details on FDML can be found in the IBM Redbook, Exploring WebSphere Studio Application Developer Integration Edition V5, SG24-6200.



Non-interruptible and interruptible processes Processes may be interruptible or non-interruptible. As the names suggest, interruptible processes can be suspended and resumed, whereas non-interruptible processes stay active from the time they start to the time they complete. The key differences between the two modes of operation are: 



State and status persistence



Interruptible processes persist their state and status to disk between activities. This contrasts with non-interruptible processes which manage state and status in memory. 



Transactions



Interruptible processes may contain multiple transactions. In contrast, non-interruptible processes execute within a single transaction. If a process is likely to execute for an extended period of time, we recommend that the process
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be interruptible, therefore persisting state and status. This enables system resources to be released for other processes active in the process container. It also allows the BPE container to be shut down and restarted without losing the state and status of the process. There is overhead associated with storing the state to disk, and you should consider this when working with applications requiring high throughput. It is more likely that you should use non-interruptible processes in these situations.



Business process execution container architecture WebSphere Business Integration Server Foundation provides the runtime environment for WebSphere Process Choreographer, which is called the Business Process Execution (BPE) Container. Figure 4-3 shows the components of the container. It is implemented as a J2EE application that uses the underlying WebSphere Application Server run-time services and resources.
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Figure 4-3 Business process execution container



The key components of the BPE container are:  Process navigation: There are two elements in this component: – Navigator: The navigator is the heart of the BPE container. It manages the state of all process instances and the activities that they contain. The life of a process instance begins with a start request. This creates the instance based on a process template and puts it into a running state. When all its contained activities have reached an end state, the process instance is marked finished. The instance remains in this state until it is deleted, either implicitly or via an explicit API call.
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The process instance might encounter a fault that was not processed as part of the process logic. In this case, it waits for the completion of the active activities before putting the process into its failed state. Compensation is then invoked if it was defined for the process. A process instance can also be terminated by a process administrator. In this case, after completion of the active activities, the process instance is put into its terminated state. – Plug-ins for process navigation: The core capabilities of the navigator are extended using plug-ins. These provide flexibility and extensibility for the product, and are for: •



Invocation of activity implementations. There are currently two plug-ins that support invocation for external processes via WSIF, and of Java snippets.



•



Handling data in the process, such as evaluating conditions. The process engine has a plug-in that understands conditions written in Java against WSDL messages.



•



Logging events in an audit trail. These write data to the audit trail table of the process engine database.



 Factory: This component is responsible for state data that the process engine deals with. It allows data to be stored in one of the following forms: – Transient in memory. This is used to support the efficient execution of non-interruptible processes. – Persistent in a database. This is used to provide durability to interruptible processes. Many popular databases are supported, including DB2 Enterprise Server Edition.  Human interaction: The main components involved in interaction with people are: – Web client or other client: It is possible to interact with the process instances via the Web client. You can tailor the Web client to the requirements of the business application. Alternatively, the WebSphere Process Choreographer API can be used to create a custom client. – Work item manager: Work items are created when the BPE container encounters a staff activity. The work item manager component is responsible for handling work items. This entails: • • • •



Creating and deleting work items Resolving queries from process participants Coordinating staff queries Authorizing activity on process instances



This ensures that participants only gain access to process instances for which they have a valid work item. The work item manager has a number of
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performance-related features, notably an internal cache for resolved staff queries. – Staff support service, staff resolution plug-ins, and staff repositories: The staff support service manages staff resolution requests on behalf of the work item manager. It actually delegates execution to the staff resolution plug-ins. These plug-ins work with the staff repositories to fulfill requests. There are operating system repositories, user registries, or LDAP registries. For more details about staff resolution, see the document WebSphere Application Server Enterprise Process Choreographer: Staff Resolution Architecture available at: http://www.ibm.com/developerworks/websphere/zones/was/wpc.html



Note: WebSphere Process Choreographer supports business processes with people interaction only when WebSphere Application Server security is enabled, because the user needs to be authenticated to determine the appropriate work items.  Internal interface: Interruptible processes use a JMS queue between activities to provide durability. In most production environments, this should be based on a robust external JMS Provider (WebSphere MQ).  External interface: The interface to the container is via a facade. This is provided both asynchronously as a Message-Driven bean and synchronously as a session EJB™.



WebSphere Studio Application Developer Integration Edition WebSphere Studio Application Developer Integration Edition (WSAD-IE) is the element of WBI Server Foundation that provides the tools developers need to create, develop, test, and manage all of the resources involved in building composite applications and business processes. WSAD-IE offers creation tools, editors, wizards, templates, and code generators to help you rapidly develop enterprise resources as business processes and new services that are utilized in a Service-Oriented Architecture. A major focus of WSAD-IE is improving developer efficiency. WSAD-IE allows you to visually develop and debug business processes that support the creation of process flows that conform to the Business Process Execution Language (BPEL) standard. It also includes an editor for the Web Services Description Language (WSDL) to simplify user interaction with the product and add visual clarity to how components (or activities within the business process) interact. As you can see in Figure 4-4, the programming paradigm is model-driven development (MDD). This allows for activities to be choreographed together to be
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viewed as components in the workflow, which can then be drawn together showing the inputs and outputs and linkages between each activity.



Figure 4-4 WebSphere process choreographer



WebSphere Process Choreographer WebSphere Process Choreographer provides the ability to choreograph intra-enterprise and inter-enterprise services into business processes. These processes are described using the BPEL. Each activity in the business process is defined as a service using WSDL. The business process is described in BPEL but can also be exposed as a WSDL-defined Web service. The business processes that are implemented in an enterprise typically require a mixture of human and IT resources and these processes are supported by Process Choreographer. A process is a directed graph that starts with an Input node and ends with an Output node. A process itself is described in WSDL. Its input and output are described as Web services requests and replies. A process can contain many activities. An activity can be the invocation of an EJB, a Java class, a service, or another process. A process can also be event driven. For example it can be paused waiting for an event and then resumed when a message arrives. WebSphere Process Choreographer supports processes that can be:  Long Running (macroflow) and interruptible (requiring human intervention)
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 Short Running (microflow) and part of one business transaction



Other features of WBI Server Foundation WBI Server Foundation includes all of the features available in WebSphere Application Server Network Deployment, including: 



J2EE 1.3 support (support for some features planned for J2EE 1.4)







Full XML support







Full Web services support







Support for private UDDI registries







Web Services Gateway







Database Connectivity







Embedded HTTP server







Web server plug-ins







Authentication and authorization for secure access to Web resources







Single sign-on and support for LDAP







Java Message Service (JMS) support







Dynamic caching







IBM Tivoli Performance Viewer







Integration with third-party performance management tools







Browser-based administration and workload management







Intelligent workload distribution across a cluster







Failure bypass







Clustering support







Migration support



4.2.4 WebSphere Business Integration Server WebSphere Business (WBI) Integration Server is the IBM solution for process integration, workforce management, and enterprise application connectivity. WBI Integration Server differs from WBI Server Foundation in that it contains the capability for high speed data transformation with the inclusion of WBI Message Broker. The components and tools that comprise the WBI Integration Server include:  WebSphere InterChange Server  WebSphere MQ Workflow
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 WBI Message Broker  WBI Adapters  WBI Toolset



WebSphere InterChange Server WebSphere InterChange Server is a run-time environment with graphical user interface (GUI) tools to integrate and manage business processes. It provides a Java-based run-time environment for integrated business process implementations called collaborations. It also provides CORBA, EJB, and Java connector-based synchronous access mechanisms to invoke those business processes. A WebSphere business integration system implemented with WebSphere InterChange Server uses modular components and application-independent business logic. The InterChange Server approach uses a distributed hub-and-spoke infrastructure. It executes business processes (e-business order fulfillment, returns processing, and inventory management) that are distributed across the Internet, across applications on local networks, or both. The system is distributed and flexible, with reusable components and customization features that make it possible to meet site-specific and application-specific needs, depending on the capabilities that are required. An implementation of WebSphere InterChange Server utilizes the adapters provided by the WBI Adapters product, together with several types of modular and customizable components, including collaborations, business objects, maps, and data handlers. Business-process logic resides in InterChange Server collaborations; data is exchanged between the Interchange Server and the adapters in the form of business objects. Application and technology adapters, which are available as WBI Adapters, supply connectivity to applications and the Server Access Interface makes it possible for remote sites to make calls to the Interchange Server without the use of an adapter.  Collaborations are software modules that contain code and business process logic that drive interactions between applications. A collaboration can be simple, consisting of just a few steps, or complex, involving several steps and other collaborations. Collaborations can be distributed across any number of applications (and support reuse), can handle synchronous and asynchronous service calls (depending on the requirements of the interaction), and can support long-lived business processes to allow for stateful workflow functionality.
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Transactional collaborations provide data consistency for business processes and support nested transactions, compensated rollback, and transaction recovery.  Business objects provide an application and implementation independent way to describe, exchange, and process data entities. A business object definition specifies the types and order of information in each entity that WebSphere InterChange Server handles, and the verbs that it supports. The verbs apply meaning to the data that is contained in the Business Object. For example, a business object containing customer information with the verb ‘Create’ tells the adapter receiving the business object that this object needs to be created in the target system. The InterChange Server repository stores business object definitions. A business object is an instance of the definition, containing actual data. A key feature of the way the Interchange Server performs its work is the use of Generic Business Objects. These generic objects provide an encapsulation or application independent representation of the data. This allows for a common representation (that is, an ICS systemwide representation of customer information), that can be mapped to the application-specific representation only when required to interface with a specific application. The advantage of representing the data in this way within the integration system is to allow for reuse of components, isolation of the changes to individual applications, and speed of change to integrate new systems into the Interchange Server.  Data mapping is the process of converting business objects from one type to another. Data mapping is required whenever the WebSphere InterChange Server system sends data between a source and a destination. Unlike custom application integration solutions that map data directly from one application to another, WebSphere InterChange Server collaborations use generic business objects for processing the process logic. If an application changes in the future, you will need to only modify the application specific representation of the new data structure and map the new application-specific business object to the generic business object. Collaborations then continue to work as they did previously. The data mapping is performed by the Interchange Server at run time as appropriate depending on the description of the business object. The Map Designer and Relationship Designer mapping tools are for the creation and modification of the maps and relationships. The relationship designer can be used for relationships which are either static (a lookup) or dynamic (changing a customer id).  Server Access Interface is a CORBA-compliant API that accepts synchronous and asynchronous data transfers from internally networked or external sources. The data is then transformed into business objects that can
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be manipulated by a collaboration. The Server Access Interface makes it possible to receive calls from external entities (for example, Web browsers at a remote customer site) that do not come through connector agents, but instead come through Web servlets into the Server Access Interface.  Reusable components enable improved efficiency. The Server Access Interface and the adapters both make use of data handlers. In the WebSphere InterChange Server environment, new data handlers can be created from a modular group of base classes called the Data Handler Framework. The WebSphere InterChange Server solution also includes a Protocol Handler Framework. These frameworks make it easier to customize solutions and add connectivity for additional data formats and protocols in the future.  Interaction options. WebSphere InterChange Server supports two basic types of interactions: publish-and-subscribe interactions or service call interactions. Both types of interaction supply triggers that start the execution of a collaboration's business processes. Once the process logic of the collaboration is completed, the collaboration completes the exchange of data with the intended destination. Depending on the adapter, an event can be published to a collaboration either asynchronously or synchronously. In addition, the long-lived business process feature of the collaboration can be used to maintain the event in a waiting state, in anticipation of incoming events satisfying predefined matching criteria. Access request interactions are useful when synchronous communication is important, for example, a customer representative using a Web browser to request inventory status information over the Internet. These types of connectivity can be developed using J2EE EJB and J2EE Connector Architecture (JCA) using the Server Access Interface API.



WebSphere MQ Workflow WebSphere MQ Workflow supports long-running business process workflows as they interact with systems and people. WebSphere MQ Workflow provides integration processes with rich support for human interactions. WebSphere MQ Workflow allows you to bring systems and people into a managed process integration environment for EAI, B2B, and BPM solutions built to a service-oriented architecture based on standards. It offers deep application connectivity to leverage WebSphere MQ, XML, J2EE, Web services, and WebSphere Business Integration software. WebSphere MQ Workflow can be used with WebSphere Business Integration Modeler and Monitor for design, analysis, simulation, and monitoring of process improvements.
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WebSphere MQ Workflow contains the following components:  WebSphere MQ Workflow client, or a Web client enables you to start and monitor the processes as they are defined at buildtime. If you are authorized, you can manage processes that are already running. The architecture of MQ Workflow allows you to use a standard MQ Workflow client, the MQ Web client, or a custom client created using APIs for the client functions.  WebSphere MQ Workflow server provides a scalable and fault-tolerant run-time environment for business processes defined by WebSphere MQ Workflow Buildtime. It stores audit trails of running processes and sends notifications automatically to the people specified in activities. The WebSphere MQ Workflow architecture allows you to manage your workload dynamically, depending on the setup you choose for your enterprise. You accomplish Workload management via pooling and MQ clustering. WebSphere MQ Workflow offers APIs to support the interaction between the WebSphere MQ Workflow server and client components. In addition, you can use APIs to invoke applications that you need for your workflow tasks.  WebSphere MQ Workflow Buildtime is the graphical process definition tool that is part of the WebSphere MQ Workflow product. You can graphically define business processes and their activities to the level of detail needed for automation. Buildtime includes graphical support for declaring and documenting: – Business rules on process navigation between steps – Business rules for role-based work assignment – Process interface definitions (data, programs, queues)  Web-Services Process Management Toolkit is a SupportPac™ that provides the following capabilities: – Composition of Web services into a business process. Composing Web services allows you to choreograph the interaction of a set of Web services within a business process and add control logic to the business process. Web services can be plugged together into a workflow process, allowing you to make the new e-business applications visible. With the toolkit, you can choreograph Web services and even other software components, for example, Java programs, to combine both intranet and Internet components. – Implementation of a Web service as its own business process. Using a process as the implementation for a Web service allows you to compose complex Web services with the characteristics of a process.
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MQ Workflow offers a message-based XML interface that allows you to execute process instances. A process instance can invoke activity implementations by means of sending and receiving XML messages.  Rapid Deployment Wizard is a SupportPac that allows you to quickly create JSP™ layout skeleton files for use with the WebSphere MQ Workflow Web Client. You can start the tool from IBM WebSphere Studio Application Server. The tool gets its input from an FDL file (Flow Definition Language) that you can export from the WebSphere MQ Workflow Buildtime database. This tool enables you to create a JSP file for each program activity, including the putting and setting of fields corresponding to the data structure of each activity. You can edit the created JSP files with the WebSphere Studio Page Designer and publish them to a Web server on which the WebSphere MQ Workflow Web client is running. When you have created and published the JSP files, they are ready for use on the WebSphere MQ Workflow Web client.  ARIS to IBM WebSphere MQ Workflow Bridge (ARIS Bridge) is a supplementary program to the IBM WebSphere MQ Workflow software. ARIS Bridge automatically converts the business process models designed with IDS Scheer ARIS Tool into the FDL format supported by IBM WebSphere MQ Workflow. For instance, the bridge transfers process chains, organizational charts, and parts of the data model and the data flow. The conversion works in one direction: from ARIS Toolset to IBM WebSphere MQ Workflow. The standard installation of the ARIS Bridge works with a standard set of mapping rules that control the translation between ARIS and IBM WebSphere MQ Workflow models. The possible uses of ARIS Bridge are: – Conversion of ARIS business process models into IBM WebSPhere MQ Workflow process models. – Using the ARIS toolset as an improved development environment for Workflow modeling.



WebSphere Business Integration Message Broker WBI Message Broker extends the messaging capabilities of WebSphere MQ by adding message routing, transformation, and publish/subscribe features. Message Broker provides a run-time environment that executes message-flows. These message-flows consist of a graph of nodes that represent the processing needed for integrating applications. You can design these message-flows to perform a wide variety of functions, including the following:  Routing messages to zero or more destinations based on the contents of the message or message header (both one-to-many and many-to-one messaging topologies are supported).
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 Transforming messages into different formats so diverse applications can exchange messages that each of them can understand.  Enriching the message content en route (for example, by using a database lookup performed by the message broker).  Storing information extracted from messages enroute to a database (using the message broker to perform this action).  Publishing messages and using topic- or content-based criteria for subscribers to select which messages to receive.  Interfacing with other connectivity mechanisms (WebSphere MQ Everyplace®).  Extending the base function of WebSphere MQ Message Broker with plug-in nodes in Java and C/C++ (which can be developed by installations as well as by IBM and Sieves).  Processing message content in a number of message domains, including the XML domain which handles self-defining (or generic) XML messages, the Message Repository Manager (MRM) which handles predefined message sets, and unstructured data (BLOB domain). WBI Message Broker also provides the following:  Scalability options in the form of message-flow instances and execution-groups.  Simplified integration of existing applications with Web services through the transformation and routing of SOAP messages, as well as logging Web services transactions.  Mediation between Web services and other integration models as both a service requester and service provider.  Compliance with standards such as Web Services Description Language (WSDL), Simple Object Access Protocol (SOAP), and Hypertext Transport Protocol (HTTP).  Integrated WebSphere MQ transports for enterprise, mobile, real-time, multicast, and telemetry endpoints.  Eclipse-based Message Broker Toolkit for WebSphere Studio.  Standards-based meditate including XML schema and WSDL.
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Selecting a broker: As you can see, WebSphere Business Integration Server provides two different, yet compatible integration brokers: WebSphere InterChange Server and WebSphere Business Integration Message Broker. There are differences between integration systems using these two brokers, and choosing the right broker is an important high-level decision. WebSphere InterChange Server is a process integration engine. Its primary purpose is to choreograph interactions between a number of applications. It needs to retain state information and handle concepts such as compensating transactions and dynamic cross-referencing. The WebSphere Business Integration Message Broker, on the other hand, provides application connectivity services. They generally act as intermediaries between applications, providing fast routing and transformation services. The two products will also work seamless with each other. A broker can act as an intermediary to provide application connectivity services between applications and WebSphere InterChange Server.



IBM WebSphere Business Integration Adapters WBI Adapters enable data to move between an application, technology, or a packaged legacy system and the underlying transport infrastructure. These adapters access, transform, and route data through the integration brokers (WebSphere MQ Integrator Broker or WebSphere InterChange Server). WebSphere Business Integration Adapters can be considered the “spokes” that connect applications and technologies to the integration broker “hubs”. They provide application, technology, mainframe, and e-business connections for both process integration and application connectivity requirements.  Application adapters allow interactions with specific applications and are intermediaries between collaborations or message-flows and applications. These adapters transform data from the application into business objects that can be manipulated by the collaborations and message-flows, and transform business objects from the collaborations and message-flows into data that can be received by the specific application.  Technology adapters allow interactions that conform to specific technology standards. For example, the HTTP adapter can be used for sending data from WebSphere InterChange Server collaborations to a Web server, even if that Web server resides beyond a farewell on a network that is not running the
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connector agent or other IBM WebSphere software. XML, JDBC, JTEXT, and JMS adapters are examples of technology adapters.  Mainframe adapters, for example, the CICS adapter, allow interactions with legacy applications running on mainframes.  e-business adapters, for example, the E-Mail adapter, provide proven solutions for securely connecting over the farewell to customer desktops, to trading partner internal applications, and to online marketplaces and exchanges. WBI Adapters are built using a common customizable Java-based framework, and can be deployed on a variety of platforms. All the configuration and development tools are available as Eclipse plug-ins. WBI Adapters have the following components:  An adapter that links the applications to the integration broker at run time.  Tools with GUI interfaces that help create business object definitions needed for the applications, and configure adapters.  An Object Discovery Agent (ODA) that helps create rudimentary business object definitions from an application’s data store. The ODA is not included in every adapter.  An Object Discovery Agent Development Kit (ODK) that consists of a set of APIs to develop an ODA.  Separately available Adapter Development Kit (ADK) that provides a framework for developing custom adapters.



WebSphere Interchange Server Toolset The WebSphere Interchange Server Toolset is a set of tools that provide administrative and development support for system management, application connectivity, and business process modeling. These tools are implemented as Eclipse plug-ins and have the following general features:  Open standards-based  Unified interface across the full suite of WebSphere Studio tools  Instant integration with an array of Eclipse plug-ins  Source code control  Team development  XML Schema Definition (XSD) for all WebSphere InterChange Server artifacts  XMI support for UML import/export of process templates
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 Import/export collaboration process using a subset of BPEL  Expose business processes as Web services  Invoke external Web services  Web Services Object Discovery Agent with UDDI support  Minimize/eliminate need to edit Java code  Visual support for basic functions: dates, mathematical, strings, and so forth  Message files in consistent table format, not free form text  Declarations set via drop-downs, not in code  Integrated test environment



WebSphere Interchange Server Toolset for Administration The WebSphere Interchange Server Toolset for Administration is used to manage and monitor various WebSphere InterChange Server system environments. Some of the capabilities the tools provide are:  Flow Manager – Graphically queries unresolved flows – Provides detailed messages on the cause of unresolved flows – Submits the event with the original business object, retrieves business object data before resubmitting, or discards the event from the system – Manages multiple InterChange Servers from one console – Queries by attribute value  Relationship Manager – Monitors and manages the relationships between application objects and attributes to simultaneously synchronize data across multiple applications – Diagnoses and automatically cleans up data corruption situations when problems arise  System Manager – Provides a visual interface for system administrators to monitor, control, and analyze the InterChange Server environment in a single user interface – Used to configure all InterChange Server components and can identify and correct system errors during runtime – Can start, stop, and pause all InterChange Server components as needed – Provides monitoring screens to track processing load by component – Provides traces and logs
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– Provides an audit trail for business events moving through the InterChange Server environment  System Monitor Provides a centralized graphical and browser-based tool to monitor and control key system components (adapters, maps, and collaborations) within the WebSphere InterChange Server environment



WebSphere Interchange Server Toolset for Development The WBI Toolset for Development is used to configure, customize, or develop new and existing system components, for example, collaborations and maps. It consists of:  Activity Editor A drag-and-drop visual tool launched from Process Designer or Map Designer. Its features include: – Generates transformation rules for maps and actions collaborations. – Comes with a function block library and support for math, date, string handling, cross referencing, logging, and error handling. – Logic can be saved and reused.  Business Object Designer A graphical tool for generating and maintaining business objects that allows analysts to rapidly create generic and application-specific business objects. It simplifies the creation of complex business objects using the Object Discovery Agents (ODA) feature by inspecting a data source (JDBC, SAP, Sibyl, XML, and so forth), and automatically generating the business object.  Map Designer A graphical tool with the following features and capabilities: – A visual drag and drop design tool to transform one type of business object to another type of business object. – Build and customize transformation rules that convert data from application-specific formats into the business object model format of the InterChange Server. – Uses the Activity Editor to generate transforms using a library of dates, strings, and math functions. – Custom Java programming (optional).  Process Designer A visual business process modeling tool to graphically sketch and refine the logical flow of business processes. It uses UML-compliant graphical notation
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to represent the business process. It automatically generates pure Java code underneath the graphical notations and can extend the generated Java code to support complex business process modeling.  Relationship Designer Defines the relationships between application objects and attributes to simultaneously synchronize data across multiple applications.  Test Environment Supports testing both as stand-alone unit (Test Connector) or as an integrated testing environment.



4.2.5 IBM WebSphere MQ WebSphere MQ is the IBM award-winning middle ware for commercial messaging and queuing. It runs on a variety of platforms. The WebSphere MQ products enable programs to communicate with each other across a network of dissimilar components (processors, subsystems, operating systems, and communication protocols). WebSphere MQ allows you to:  Connect any commercial systems in business today (over 35 platforms supported).  Tolerate network disruptions. Important data is always delivered.  Integrate disparate islands of automation.  Provide time-independent communication.  Assure one-time delivery.  Support high volume throughput.  Provide SSL support.



4.2.6 WebSphere Business Integration Connect Historically, business-to-business (B2B) implementations have not been capable of achieving critical mass in trading communities in a cost-effective, scalable manner. In most cases, a community must quickly grow to a point at which its participants give and receive optimal levels of business value. To achieve critical mass, and for all community participants to gain high returns from their community, the process of recognizing, integrating, and supporting partners has to be rapid, rigorous, and repeatable. Many existing B2B environments are constrained by rigid point-to-point connections that are expensive to implement and maintain. They allow only limited interpretability between partners and provide minimal visibility of the information being exchanged.



122



BPM Meets BI



The B2B marketplace has evolved and solutions have failed to keep pace with this change. IBM can now demonstrate leadership in the community integration space with its new portfolio of WebSphere Business Integration offerings. These provide connectivity between enterprises of varying sizes who want to ensure they effectively integrate their trading relationships. Companies will derive better value from their integrated value chain. They will shorten the end to end process of communicating with their partners and will be able to streamline the business processes which rely on interactions with those partners. They will derive greater interpretability that realizes visible dynamic connectivity in a community of trading partners. By improving levels of automation used in B2B exchanges and interaction, community participants will gain substantial reductions in human error and costs. WBI Connect is available in three editions:  Express: for small- and medium-business (SMB) and a number of quick start connections in and between larger enterprises  Advanced: for enterprises that have a well-defined size of community in which they participate and need a high degree of dynamism and fluidity within their community  Enterprise: for enterprises that require unlimited scalability and highly versatile trading partner connections These three editions enable community integration through connectivity between trading partners, whatever the B2B requirement of the partner, and whatever the preferred style of integration and connectivity. They all enable effective operational B2B based on communities of trading partners and work with other components of an end-to-end solution, typically provided by middle ware products; for example, WebSphere Business Integration Server, which provides transformation and process integration capabilities. Many interactions with trading partners are driven by the need to make internal business processes more efficient. Extending internal business integration to include interactions with trading partners creates an end-to-end integrated solution along the full length of your company’s value chain. Incorporating a trading partner interaction into an end-to-end integration solution necessitates the use of a B2B component within the internal implementation. This B2B component needs to extend the internal solution to provide the extra functions and capabilities required when exchanging information with a trading partner in an integrated and legally editable way. Whatever the style of internal integration used; the use of a B2B component, such as WebSphere Business Integration Connect working with internal applications, creates an end-to-end B2B solution. Community integration involves the selection of a multiplicity of transport mechanisms and the selection of the appropriate data format, whether it be a
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generic data format such as XML or SOAP, or whether it be related to a particular industry standard such as AS2 (an EDI standard for use over the Internet HTTP transports) or Resultant (a standard common in the electronics industry using a specific form of XML message as part of a defined business process). The ability to select which of these you need to create a partner connection means you can create multiple distinct connections with a single trading partner. This means that you can conduct business with particular aspects of a trading partner organization and change the relationship as business conditions change. When looking to interact with another trading partner, you must agree on various aspects of the level of integration. You must decide whether you want to exchange data to meet the B2B integration needs of your enterprise only, or whether you want to extend your internal processes, and share them, as the interface between the enterprises. You may also need to consider whether you need to transform the data exchanged between you and your partners. Some companies will want the integration infrastructure to standardize all data to a single format, with the data then being transformed as required. Others will just transform data between applications as needed. The data standards used by a trading partner are likely to be different to the data formats and standards used within your company. Even if a data format is agreed to, at least one party in the exchange is likely to need to transform the data. WBI Connect incorporates with other members of the business integration family, such as WebSphere Business Integration Message Broker and WebSphere Data Interchange, to perform data validation and transformation functions that enable validation that the data received by a partner is correct and well-formed. Any invalid data can be rejected by the product without further processing. Any validated messages can then be sent on within the enterprise. WebSphere Business Integration Connect provides secure communication of the data between trading partners. You can define partners and the requisite transports, the security, encryption and auditing requirements in order to establish distinct partner connections with a given trading partner. Additionally, the activities need to be monitored as part of a solution management function while the partner definition function needs a management component in order to add, delete and modify partner definitions.



Community integration services In order to deliver effective operational B2B, a significant amount of preparation and ennoblement support is required by the myriad community participants. Historically, B2B implementations have been costly and labor intensive, based as they are on piecemeal partner identification and lengthy, unmarketable partner ennoblement processes. Instead of focusing on the connection of each individual partner, Community Integration Services allows a framework to be implemented around the awareness of the entire community of partners that are to be
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connected together. This ensures that more repeatable and rigorous processes can be applied to the individual connections as part of the overall project. Community Integration Services is a range of complementary services that supports the creation, growth and management of trading communities of any size and type. These services are fully integrated with WebSphere Business Integration Connect in order to provide all the support you need in establishing an operational B2B environment.
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Chapter 5.



DB2: Providing the infrastructure In this chapter we provide a high-level overview of the architecture of DB2 Universal Database (DB2 UDB) and WebSphere (formerly DB2) Information Integrator. We also describe how these two products interact and complement each other, and how you can use them to enable Business Performance Management. DB2 represents the basic infrastructure, providing the robust data store required for holding the organization’s information assets. DB2 delivers key capabilities: scalability for huge data volumes, high availability for supporting a worldwide marketplace that demands access to data at any time, and performance to satisfy the users’ needs. In this chapter we discuss key parameters and monitoring facilities that are available in DB2 to manage application and system performance. Of course, having and storing data is one thing. Managing it to best serve users’ needs is another. That is where data warehousing enters the picture. It provides the base for organizing enterprise data to best serve the needs of all. Let’s take a look at how that is accomplished.
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5.1 Data warehousing: The base In this section, we focus on key components that are necessary when deploying a data warehouse. We discuss how DB2 handles the complexities of a data warehouse, for example, growth, performance with mixed workloads, and the demand for high availability.



5.1.1 Scalability for growth A data warehouse typically starts out small, but then continues to grow over the life of the data warehouse. The ability of the underlying database to adapt and scale with this continuous growth is essential. What do we mean when we say scalability? Here is a definition that should help as we discuss the topic. It refers to:  Scalability refers to how well a hardware or software system can adapt to increased demands. In the case of a relational database, those increased demands are increases in the number of users, or volume of data being managed. DB2 is ideally architects for any size data warehouse. For example, you may start with a database server that has only one CPU and then scale out from there horizontally, vertically, or both. DB2 utilizes a shared nothing architecture, which means that each database partition is allocated specific and independent memory and disk. This is true whether you choose a horizontal, vertical, or a combination of both approaches, for scalability.



Horizontal scalability The horizontal scalability approach involves connecting multiple physical servers together through a network, and then having the DB2 Data Partitioning Feature (DPF) utilize all the CPUs together. This approach lends itself to incredible scalability. For example, DB2 currently supports 1,024 nodes. And, each server can be a symmetric multiprocessor (SMP). Utilizing horizontal scaling requires the DB2 Data Partitioning Feature. The use of partitioning to scale is depicted in Figure 5-1.
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Table Figure 5-1 Horizontal Scalability



Vertical scalability DB2 will automatically scale when you add CPUs. We suggest you also add memory when you add CPUs, as depicted in Figure 5-2. For additional vertical scalability, you can use the DB2 Database Partitioning Feature to divide the server into logical DB2 Partitions. The communications between the partitions is facilitated by message processing programs within the SMP. This is a very efficient and effective form of communications because the messages are passed between the partitions via shared memory. Partitioning also reduces the contention for resources because there is dedicated memory allocated to each partition, and each partition assumes private ownership of its data. This results in improved efficiency when adding CPUs and better overall scalability within a single SMP machine.
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Table Figure 5-2 Vertical scalability



5.1.2 Partitioning and parallelism for performance Another reason (other than for pure scalability) to consider partitioning your database is to improve performance. By adding DB2 partitions, the volume of data to be accessed by each partition is reduced, thus, enabling increased performance. You can also exploit DB2 parallelism capabilities to increase performance. There are several types of parallelism employed by DB2:  I/O Parallelism: DB2 can open more than one I/O reader to access the dataset. This can be influenced by the configuration parameters (NUM_IO_SERVERS) and the environment variable (DB2_PARALLEL_IO). DB2 can also be influenced to open more I/O readers by creating the table spaces utilizing more than one container.  Query Parallelism: There are two types of query parallelism that can be used depending on the objective to be achieved. – Inter-Query: This type of parallelism is exploited when many applications are able to query the database concurrently, as depicted in Figure 5-3.
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Data Database Partition Figure 5-3 Inter-Query parallelism



– Intra-Query: This type of parallelism refers to the ability of DB to segment individual queries into several parts and execute them concurrently. Intra-Query parallelism can be accomplished three ways, intra-partition, inter-partition, or a combination of both. •



Intra-Partition: Refers to segmenting the query into several smaller queries within a database partition. This is depicted in Figure 5-4.
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Figure 5-4 Intra-Query parallelism



•



Inter-Partition: Refers to segmenting the query into several smaller queries to be executed by several different database partitions. This is depicted in Figure 5-5.
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Figure 5-5 Inter-Partition parallelism
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5.1.3 High availability High availability is a subject with a large scope and a number of different meanings. For this discussion, we will limit ourselves to the following two descriptions of high availability:  Availability of the database is interrupted due to hardware failure. Protection against these types of failures can be achieved in several ways. One way is by keeping a copy of the database on another machine and then constantly rolling the log files forward. This method is commonly referred to as Log Shipping. Failover support can also be provided through platform-specific software that can be installed on your system. For example: – High Availability Cluster Multiprocessing, Enhanced Scalability for AIX. For detailed information about HACMP/ES, see the white paper entitled, IBM DB2 Universal Database Enterprise Edition for AIX and HACMP/ES, available from the DB2 UDB and DB2 Connect™ Online Support Web site at: http://www.ibm.com/software/data/pubs/papers/



– Microsoft Cluster Server for Windows operating systems. For information about Microsoft Cluster Server, see the following white papers, Implementing IBM DB2 Universal Database Enterprise - Extended Edition with Microsoft Cluster Server, Implementing IBM DB2 Universal Database Enterprise Edition with Microsoft Cluster Server, and DB2 Universal Database for Windows: High Availability Support Using Microsoft Cluster Server - Overview, which are available from the DB2 UDB and DB2 Connect Online Support Web site at: http://www.ibm.com/software/data/pubs/papers/



– Sun™ Cluster, or VERITAS Cluster Server, for the Solaris™ Operating Environment. For information about Sun Cluster 3.0, see the white paper entitled DB2 and High Availability on Sun Cluster 3.0, that is available from the DB2 UDB and DB2 Connect Online Support Web site. For information about VERITAS Cluster Server, see the white paper entitled "DB2 and High Availability on VERITAS Cluster Server", that is also available from the "DB2 UDB and DB2 Connect Online Support" Web site at: http://www.ibm.com/software/data/pubs/papers/



– Multi-Computer/ServiceGuard, for Hewlett-Packard. For detailed information about HP MC/ServiceGuard, see the white paper that discusses IBM DB2 implementation and certification with Hewlett-Packard's MC/ServiceGuard high availability software, that is available from the IBM Data Management Products for HP Web site at: http://www.ibm.com/software/data/hp/pdfs/db2mc.pdf
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 Availability of the database is interrupted due to maintenance and other utilities. This area of high availability is often overlooked. The time that your database is unavailable for query can be greatly impacted by backup, loads, and index builds. DB2 has made many of the most frequently used maintenance facilities online: – Load. With DB2, you can choose to use the load utility in an online mode. – Index Creation. DB2 also has the capability to perform an online index build. – Backup. DB2 supports online backup while using Log Retain. DB2 also supports two types of incremental backup: both Incremental and Incremental Delta. – Reorg. Periodically, tables may need to be reorganized. DB2 also supports this capability while online.



5.2 Information integration Distributed data is the reality in most modern enterprises. Competition, evolving technology, mergers, acquisitions, geographic distribution, and decentralization of growth all contribute to creating a diversity of sites and data formats in which critical data is stored and managed. Only by combining (integrating) the information from these systems can an enterprise realize the full value of the data it contains. The two primary approaches to integrating information are consolidating data for local access, and accessing data in place through data federation technology.



5.2.1 Data federation Information integration through data federation is the technology that enables applications to access diverse and distributed data as if it were a single source, regardless of location, format, or access language. Both data federation and data consolidation have their advantages. Once you understand them, you can choose the one that best satisfies your particular objectives. For example, effective use of data federation can result in:  Reduced implementation and maintenance costs  Real-time access to the data  Ability to access data from different databases to solve business problems
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5.2.2 Access transparency Information integration utilizing DB2 provides transparent access by users to a large number of heterogeneous, distributed data sources. DB2 provides two types of virtualization to users:  Heterogeneity transparency: This is the masking of data formats, hardware, and software, where the data resides.  Distribution transparency: This is the masking of the distributed nature of the data sources and network. To the user and development community, a federated system looks and feels as if it were a single DB2 database. A user can run queries that span data sources by using the functionality of DB2.



5.3 DB2 and business intelligence In order to effectively store and manage the volume of data that is generated to support Business Intelligence (BI), you need an industrial strength relational database. DB2 developers have incorporated very sophisticated BI features in the base product that provide great capabilities, insight, and ROI for customers. For example, Multidimensional Clustering (MDC) provides an elegant method for flexible, continuous, and automatic data organization along multiple dimensions. This capability allows customers to organize data easily to perform faster and more insightful queries. By organizing information with this new MDC capability, DB2 can perform certain queries and analytics significantly faster than before. In addition, this patented technology also minimizes reorganizations and index maintenance. To enable your continued growth and evolution, your database of choice must be capable of supporting a real-time environment. This capability requires more than simply performing concurrent data loads. There are a number of other considerations, for example, in support of the BI environment. As examples, consider continuous update, concurrency, summary tables, and application logic.



5.3.1 Continuous update of the data warehouse As mentioned above, loading your data warehouse continuously is not sufficient, by itself, to support a real-time BI environment. The database must be capable of updating summary tables and data marts continuously as well. You can accomplish this by utilizing a combination of the DB2 capabilities described here.
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Materialized Query Tables (MQTs). An MQT is built to summarize data from one or more base tables. After an MQT is created, the user does not need, nor have, any knowledge of whether their query is using the base tables or the MQT. The DB2 optimizer decides whether the MQT should be used based on the cost of the various data access paths and the refresh age of the MQT. Many custom applications maintain and load tables that are really precomputed data representing the result of a query. By identifying a table as a user-maintained MQT, dynamic query performance can be improved. MQTs are maintained by users, rather than by the system. Update, insert, and delete operations are permitted against user-maintained MQTs. Setting appropriate special registers allows the query optimizer to take advantage of the precomputed query result that is already contained in the user-maintained MQT. System Maintained MQTs can be updated synchronously or asynchronously by using either the refresh immediate or refresh deferred configuration. Using the database partitioning capability of DB2 UDB, one or more MQTs can be placed on a separate partition to help manage the workload involved in creating and updating the MQT. You can also choose to incrementally refresh an MQT defined with the REFRESH DEFERRED option. If a refresh deferred MQT is to be incrementally maintained, it must have a staging table associated with it. The staging table associated with an MQT is created with the CREATE TABLE SQL statement. When insert/delete/update statements modify the underlying tables of an MQT, the changes resulting from these modifications are propagated and immediately appended to a staging table as part of the same statement. The propagation of these changes to the staging table is similar to the propagation of changes that occur during the incremental refresh of immediate MQTs. A REFRESH TABLE statement is used to incrementally refresh the MQT. If a staging table is associated with the MQT, the system may be able to use the staging table that supports the MQT to incrementally refresh it. The staging table is pruned when the refresh is complete. Prior to DB2 Version 8, a refresh deferred MQT was regenerated when performing a refresh table operation. However, now MQTs can be incrementally maintained, providing a significant performance improvement. For information about the situations under which a staging table will not be used to incrementally refresh an MQT, see the IBM DB2 Universal Database SQL Reference, Version 5R2, S10J-8165. You can also use this new facility to eliminate any lock contention caused by the immediate maintenance of refresh immediate MQTs. If the data in the MQT does not need to be absolutely current, changes can be captured in a staging table and applied on any schedule.
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The following are some examples of when and how you might use an MQT:  Point-in-time consistency: Users may require a daily snapshot of their product balances for analysis. An MQT can be built to capture the data grouped by time, department, and product. Deferred processing can be used with a scheduled daily refresh. The DB2 optimizer will typically select this table when performing the product balances analysis. However, users must understand that their analysis does not contain the most current data.  Summary data: Call center managers would like to analyze their call resolution statistics throughout the day. An MQT can be built to capture statistics by client representative and resolution code. Immediate processing is used, and hence the MQT is updated synchronously when the base tables change.  Aggregate performance tuning: The DBA may notice that hundreds of queries are run each day asking for the number of clients in a particular department. An MQT can be built, grouping by client and department. DB2 will now use the MQT whenever this type of query is run, which will significantly improve the query performance.  Near real-time: The use of an MQT must be carefully analyzed in a near real-time environment. Updating the MQT immediately can impact performance of the data warehouse updates. And, configuring the MQT with refresh deferred means the currency of the data in the MQT will likely not be identical with the base tables.



5.3.2 Concurrent update and user access Since many users access and change data in a relational database, the database manager must be able to allow users to make these changes and to ensure that data integrity is preserved. Concurrency refers to sharing resources by multiple interactive users or application programs concurrently. The database manager controls access to prevent undesirable effects, for example:  Lost updates. Two applications, A and B, might both read the same row from the database and both calculate new values for one of its columns based on the data they read. If A updates the row with its new value and B then also updates the row, the update performed by A is lost.  Access to uncommitted data. Application A might update a value in the database, and application B might read that value before it was committed. Then, if A does not actually commit, the value is backed out and, therefore, the calculations performed by B are based on uncommitted (and presumably invalid) data.  Nonrepeatable reads. Some applications execute the following sequence of events: Application A reads a row from the database, then goes on to process other SQL requests. In the meantime, application B either modifies or deletes
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the row and commits the change. Later, if application A attempts to read the original row again, it receives the modified row or discovers that the original row has been deleted.  Phantom Read Phenomenon. The phantom read phenomenon occurs when: – Your application executes a query that reads a set of rows based on some search criterion. – Another application inserts new data or updates existing data that would satisfy your application query. – Your application repeats the query from step one (within the same unit of work). The issue of concurrency can become more complex when you are using WebSphere Information Integrator, because a federated database system supports applications and users submitting SQL statements that reference two or more database management systems (DBMSs) or databases in a single statement. DB2 uses nicknames to reference the data sources, which consist of a DBMS and data. Nicknames are aliases for objects in other database management systems. In a federated system, DB2 relies on the concurrency control protocols of the database manager that hosts the requested data. A DB2 federated system provides location transparency for database objects. For example, with location transparency if information about tables and views is moved, references to that information through nicknames can be updated without changing the applications that request the information. When an application accesses data through nicknames, DB2 relies on the concurrency control protocols of data-source database managers to ensure isolation levels. Although DB2 tries to match the requested level of isolation at the data source with a logical equivalent, results may vary depending on the capabilities of the data source manager.



5.3.3 Configuration recommendations When tuning DB2 so it will work together with WebSphere and BPM, two key factors must be taken into account: performance and concurrency. Performance. In setting up an already existing data warehouse to integrate with the WebSphere suite of tools, very little has to be changed to get the desired performance. Indexes. We recommend you run the index advisor on the queries you plan to run. This is an excellent means of getting the best performance from your SQL. Buffer pools. Sometimes it may be necessary to create a new buffer pool to accommodate the new workload being put on the data warehouse. When
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creating a buffer pool (DB2 CREATE BUFFERPOOL), you have to specify the size of a buffer pool. The size specifies the number of pages to use. In prior releases of DB2, it was necessary to increase the DBHEAP parameter when using more space for the buffer pool. With version 8, nearly all buffer pool memory, including page descriptors, buffer pool descriptors, and the hash tables, comes out of the database shared-memory set and is sized automatically. Using the snapshot monitor will help you determine how well your buffer pool performs. The monitor switch for BUFFERPOOLS must be set to ON. Check the status with the command DB2 GET MONITOR SWITCHES. Concurrency. When utilizing the data warehouse for business monitoring, it is important not to impact existing applications. By focusing on the factors that influence concurrency, we can minimize that risk. An isolation level determines how data is locked or isolated from other processes while the data is being accessed. The isolation level will be in effect for the duration of the unit of work. DB2 supports the following isolation levels:    



Repeatable read (RR) Read stability (RS) Cursor stability (CS) Uncommitted read (UR)



Repeatable Read: This level locks all the rows an application references within a unit of work. With Repeatable Read, a SELECT statement issued by an application twice within the same unit of work in which the cursor was opened, gives the same result each time. With Repeatable Read, lost updates, access to uncommitted data, and phantom rows are not possible. An application can retrieve and operate on the rows as many times as needed until the unit of work completes. However, no other applications can update, delete, or insert a row that would affect the result table until the unit of work completes. Repeatable Read applications cannot see uncommitted changes of other applications. Every row that is referenced is locked, not just the rows that are retrieved. Appropriate locking is performed so that another application cannot insert or update a row that would be added to the list of rows referenced by your query, if the query was re-executed. This prevents phantom rows from occurring. For example, if you scan 10,000 rows and apply predicates to them, locks are held on all 10,000 rows, even though only ten rows qualify. The isolation level ensures that all returned data remains unchanged until the time the application sees the data, even when temporary tables or row blocking are used.
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Since Repeatable Read may acquire and hold a considerable number of locks, these locks may exceed the number of locks available as a result of the locklist and maxlocks configuration parameters. In order to avoid lock escalation, the optimizer may elect to acquire a single table-level lock immediately for an index scan, if it believes that lock escalation is very likely to occur. This functions as though the database manager has issued a LOCK TABLE statement on your behalf. If you do not want a table-level lock to be obtained, ensure that enough locks are available to the transaction or use the Read Stability isolation level. Read Stability (RS) locks only those rows that an application retrieves within a unit of work. It ensures that any qualifying row read during a unit of work is not changed by other application processes until the unit of work completes, and that any row changed by another application process is not read until the change is committed by that process. That is, "nonrepeatable read" behavior is not possible. Unlike repeatable read, with Read Stability, if your application issues the same query more than once, you may see additional phantom rows (the phantom read phenomenon). Recalling the example of scanning 10,000 rows, Read Stability only locks the rows that qualify. Thus, with Read Stability, only ten rows are retrieved, and a lock is held only on those ten rows. Contrast this with Repeatable Read, where in this example, locks would be held on all 10,000 rows. The locks that are held can be share, next share, update, or exclusive locks. The Read Stability isolation level ensures that all returned data remains unchanged until the time the application sees the data, even when temporary tables or row blocking are used. One of the objectives of the Read Stability isolation level is to provide both a high degree of concurrency as well as a stable view of the data. To assist in achieving this objective, the optimizer ensures that table level locks are not obtained until lock escalation occurs. The Read Stability isolation level is best for applications that include all of the following:  Operate in a concurrent environment.  Require qualifying rows to remain stable for the duration of the unit of work.  Do not issue the same query more than once within the unit of work, or do not require that the query get the same answer when issued more than once in the same unit of work. Cursor Stability (CS) locks any row accessed by a transaction of an application while the cursor is positioned on the row. This lock remains in effect until the next
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row is fetched or the transaction is terminated. However, if any data on a row is changed, the lock must be held until the change is committed to the database. No other applications can update or delete a row that a Cursor Stability application has retrieved while any updatable cursor is positioned on the row. Cursor Stability applications cannot see uncommitted changes of other applications. Recalling the example of scanning 10,000 rows, if you use Cursor Stability, you will only have a lock on the row under your current cursor position. The lock is removed when you move off that row (unless you update that row). With Cursor Stability, both nonrepeatable read and the phantom read phenomenon are possible. Cursor Stability is the default isolation level and should be used when you want the maximum concurrency while seeing only committed rows from other applications. Uncommitted Read (UR) allows an application to access uncommitted changes of other transactions. The application also does not lock other applications out of the row it is reading, unless the other application attempts to drop or alter the table. Uncommitted Read works differently for read-only and updatable cursors. Read-only cursors can access most uncommitted changes of other transactions. However, tables, views, and indexes that are being created or dropped by other transactions are not available while the transaction is processing. Any other changes by other transactions can be read before they are committed or rolled back. Cursors that are updatable operating under the Uncommitted Read isolation level will behave as if the isolation level were cursor stability. When it runs a program using isolation level UR, an application can use isolation level CS. This happens because the cursors used in the application program are ambiguous. The ambiguous cursors can be escalated to isolation level CS because of a BLOCKING option. The default for the BLOCKING option is UNAMBIG. This means that ambiguous cursors are treated as updatable and the escalation of the isolation level to CS occurs. To prevent this escalation, you have the following two choices:  Modify the cursors in the application program so that they are unambiguous. Change the SELECT statements to include the FOR READ ONLY clause.  Leave cursors ambiguous in the application program, but precompile the program or bind it with the BLOCKING ALL option to allow any ambiguous cursors to be treated as read-only when the program is run. As in the example given for Repeatable Read, of scanning 10,000 rows, if you use Uncommitted Read, you do not acquire any row locks.
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With Uncommitted Read, both nonrepeatable read behavior and the phantom read phenomenon are possible. The Uncommitted Read isolation level is most commonly used for queries on read-only tables, or if you are executing only select statements and you do not care whether you see uncommitted data from other applications. In this chapter we have discussed a number of the key success factors for implementing a robust business performance management and business intelligence solution. One key success factor is to have a solid infrastructure upon which to build them. The infrastructure is comprised of the enterprise information assets, and the data warehousing environment in which they are stored. To satisfy the requirements for this environment, you need a robust and scalable database management system. We have discussed just a few of the powerful capabilities of DB2 that can satisfy the stringent requirements for such an environment.
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Chapter 6.



BPM and BI solution demonstration In this chapter we describe a business scenario we implemented during the redbook project. We demonstrated how well IBM BPM and BI products can be integrated together to support a complete BPM solution. The text first presents the business scenario and IBM products implemented in the demonstration. Then we discuss in detail the development and execution of the demonstration.



6.1 Business scenario We use a scenario in the demonstration based on a credit approval business process. The issue facing the fictitious company is that credit requests from key customers are sometimes rejected. This problem is caused by business users handling the approval process, but they do not have complete information about the customers who request credit. They are not aware, for example, of the amount of business the company does with any particular customer. Customer satisfaction is of high importance to the company, and it likes to ensure that key customers are offered the best service, so that a good business relationship can be maintained. To help solve the credit rejection problem, the application in the demonstration gives credit managers in the company access to performance data about credit
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applications, and enables them to compare credit rejection data with information about top customers. This solution helps credit managers proactively detect and correct issues that could impact relationships with important customers due to a rejected credit application. Figure 6-1 shows the products used in the demonstration and how data and metadata flowed between them.
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Figure 6-1 BPM and BI demonstration environment



The main tasks and capabilities implemented in the demonstration by each of the products shown in the figure are described below.  WebSphere Business Integration Workbench (WBI Workbench) – Develop the workflow process model of the business process. – Add the required performance metrics to the process model. – Export the process model to WebSphere MQ Workflow in Flow Definition Language (FDL) format. – Export the process model to WBI Monitor in XML format.  WebSphere MQ Workflow (WebSphere MQWF) – Import and run the FDL model developed using WBI Workbench. – Write detailed process performance data to the MQ Workflow database. – Display performance data using WebSphere Portal.
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 WebSphere MQ (not shown Figure 6-1) – Provide message queuing for MQ Workflow.  WebSphere Business Integration Monitor (WBI Monitor) – Import the XML model developed using WBI Workbench. – Read performance data from the MQ Workflow database. – Calculate and write the required performance metrics to the WBI Monitor database. – Display the summarized performance metrics using the WBI Monitor Web interface.  WebSphere Studio Application Developer (not shown in Figure 6-1) – Develop the DB2 Web service for reading performance metrics from WBI Monitor. The Web Service operates by pulling information as required from WBI Monitor. – Develop Alphablox components that display performance metrics using WebSphere Portal.  WebSphere Information Integrator – Integrate and correlate real-time information (performance metrics) from WBI Monitor with historical data from the data warehouse. WBI Monitor is accessed through a Web service interface.  DB2 Universal Database (DB2 UDB) – Manage the data warehouse, WebSphere MQWF, WBI Monitor, and WebSphere Portal databases. – As an alternative to using WebSphere Information Integrator: •



Run the Web service to retrieve performance metrics from WBI Monitor.



•



Read customer data from the data warehouse and create summarized metrics.



•



Execute SQL queries from WebSphere Portal and DB2 Alphablox that compare performance metrics against customer metrics.



 DB2 Alphablox – Create the components for displaying metrics using WebSphere Portal.  WebSphere Portal – Display the data and metrics created by WebSphere MQWF and DB2 Alphablox.  WebSphere Application Server (not shown in Figure 6-1)
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– Provide the run-time environment for WebSphere MQWF Web client, WBI Monitor, WebSphere Portal, and Web services. – Provide the run-time environment for the Alphablox server-side components. Note: In the scenario, DB2 is used to invoke a Web service to retrieve data from the WBI Monitor. There are other ways of gaining access to this data. The WebSphere Portal, for example, could invoke the Web service directly to retrieve the data. The approach used in the demonstration was chosen to show how Web service data can be integrated with database-resident data with DB2 data federation capabilities.



6.1.1 Extending the scenario The demonstration used in the redbook project shows only a small subset of the capabilities offered by the IBM BPM Platform. There are several ways this demonstration could be extended. WebSphere Business Integration Server (WBI Server) and appropriate WBI Application Adapters, for example, could be introduced to provide access to packaged applications from vendors like SAP and Siebel. These adapters can be integrated at a process level using WebSphere MQWF as shown in Figure 6-2, or at a data level using WebSphere II (this requires WebSphere MQ and WebSphere II Business Integration wrapper). These various options show the flexibility of a service-oriented architecture (SOA); that is, the ability to interconnect and integrate various components based on application requirements without the need to build custom point-to-point connections. It also demonstrates how components can be integrated at the workplace, process, or data level according to business needs.
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Figure 6-2 Integrating packaged applications into the demonstration environment



6.1.2 Scenario product architecture Figure 6-3 is an outline of the physical deployment of the products used in the demonstration. Microsoft Windows client interfaces for WBI Workbench and WebSphere Studio Application developer (WSAD) were used during project application development. A Web browser interface was used to run the demonstration and to interact with the run-time components of products like WebSphere Portal. All of the major server systems and databases were run on a single hardware server.
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Figure 6-3 Demonstration product architecture



Several of the products shown in Figure 6-3 provide more than one user interface, for example, Windows desktop, Web browser, or a programmable API. The purpose of the demonstration was to show the Web interface to products. We also wanted to demonstrate how a portal can provide users with a complete and personalized Web interface to the information and applications they need to do their jobs. If we consider the enablers of the IBM BPM Platform discussed earlier, we can see that the demonstration encompasses information analysis and monitoring (using DB2 and a DB2 Web service, for example), business process (using WebSphere MQ Workflow and WBI Monitor), and user access to information (using WebSphere Portal).



6.1.3 Hardware and software configuration The hardware server we used for the project was an IBM IntelliStation® M Pro, with a 2.2 GHz Pentium® 4 processor and 1.5 gigabytes of main memory. The configuration was just sufficient to run all of the various components simultaneously on one machine. In a production environment, however, it is likely that key components of the configuration would be installed on multiple hardware servers. Database services, application services, and presentation services can, for example, be separated onto different machines. The advanced management
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features of WebSphere Studio Application Developer and WebSphere Application Server make it easy to distribute applications and processing in this manner. We used the following software packages during the project: – Windows 2000 Server with Service Pack 4 – WebSphere MQ V5.3 – WebSphere MQ Workflow V3.5 – WBI Workbench V4.2.4 – WBI Monitor V4.2.4 – DB2 V8.1 – DB2 Alphablox V8.2 – WebSphere Information Integrator V8.2 – WebSphere Studio Application Developer V5.1 – WebSphere Portal Server V5.0 – WebSphere Application Server V5.0 (for hosting the WebSphere Portal, WBI Monitor, and Web services) – WebSphere Application Server V5.1 (for hosting DB2 Alphablox) We installed DB2, WebSphere II, WebSphere MQ, and MQWF after we installed and made sure the Microsoft Windows operating system was working. Next we installed two versions of WebSphere Application Server, as well as WebSphere Studio and WebSphere Portal Server. Finally, we installed WBI Workbench, WBI Monitor, and DB2 Alphablox. It is important to note there are version interdependencies between some of the software packages used. The DB2 Alphablox package is a relatively new addition to the DB2 product line, and it requires Version 5.1 of WebSphere Application Server. On the other hand, the versions of WebSphere Portal Server and WBI Monitor we used required Version 5.0 of WebSphere Application Server. So, for this particular project, we used two application servers on the same machine. In a production environment, you would likely use different components of the system on different machines, and this duplication therefore would not occur. We installed all of the software components in a Microsoft Windows environment. Since most of the components are Java applications, we could have used a Linux or AIX operating environment also.
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6.2 Implementing the BPM scenario The implementation of the business scenario demonstration required us to install, test, and deploy different software and application components. The objective of the demonstration was to get these various components working together to support a BPM environment, and to show using a portal as an interface to the information produced by these products. We discuss the demonstration scenario in the rest of this chapter. It begins with the business processes, then we add each enhancement. The scenario consists of the following:    



Business processes Adding BI Adding DB2 Alphablox Adding WebSphere Portal



In each case, we first discuss specific development considerations, then review the operation of that part of the demonstration in support of the scenario.



6.2.1 The business processes This part of the demonstration shows the development and execution of the workflow process model. Then we gather and display the business process performance data.



WBI Workbench The first step in the demonstration is to describe and model (using WBI Workbench) the business process for the scenario. This model describes the applications, users, and data involved in the business process, and the business metrics to measure the performance of the process. WBI Workbench comes with a set of sample models stored in the samples directory. The model we used in our scenario is based on the CreditRequest process. The workflow diagram of this process is shown in Figure 6-4.
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Figure 6-4 CreditRequest process model



We customized the sample CreditRequest process model to support our business scenario by adding two business metrics (in WBI Modeler terms), Company Name and Request Approved, to the model so that this information can be available to WBI Monitor. Figure 6-5 shows how we added the Company Name metric to the model using WBI Workbench. Note that WBI Workbench uses the term measure, which is a synonym for metric. Once we completed the model definition, two outputs were generated by WBI Workbench for use by other products in the scenario. 1. A Flow Definition Language (FDL) representation of the CreditRequest process model. This representation was imported into WebSphere MQWF to create a run-time implementation of the process. FDL is a standard defined by the Workflow Management Coalition (WfMC). A recent upgrade to WBI Workbench (V5.1) is also able to generate Business Process Execution Language (BPEL) representations of the model for use in BPEL-compliant business process engines. 2. An XML representation of the model for use by WBI Monitor. This representation contains information required for monitoring the process (business metrics, costs, and business activity timings), but not required for
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the run-time execution of the process. The integration of both process data and business measurement data for managing business performance is where WBI Monitor and WebSphere MQWF deliver excellent capabilities for applying technology to business problems.



Figure 6-5 Adding a business metric in WBI Workbench



The process workflow The execution of the CreditRequest process was handled by WebSphere MQ Workflow (MQWF), which controls a process as it executes. It handles tasks such as:  Users to involve in the process (to allocate work items, for example)  Applications to invoke for a particular business activity  Decisions to make based on the data flowing through the model The CreditRequest model is imported from WBI Workbench using an FDL-formatted file. WebSphere MQWF has the ability to generate audit data. This data includes, for example, information about process start and stop times, and about the users who perform activities associated with the business process. Summary and detailed audit data can be written to an audit database, or to a message queue.
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For the project demonstration, audit output from WebSphere MQWF was written to a set of audit tables (see Figure 6-6). This data is collected by WBI Monitor and stored in the WBI Monitor repository for analysis.



Figure 6-6 Setting the MQ Workflow audit settings



The workflow audit data, when combined with the WBI Workbench business metric definitions (contained in the XML export file), enables WBI Monitor to provide detailed analyses of business performance.



Running the credit request process in WebSphere MQWF The CreditRequest process allows business users to create, approve, or reject credit requests. The following list is an example of how a credit request might flow through WebSphere MQWF. 1. The credit request administrator creates a new credit document and identifies the company requesting the credit. In the demonstration, we did this using the WebSphere MQWF portal interface shown in Figure 6-7. This default portal interface can be tailored using Java Server Pages (JSPs).
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Figure 6-7 Creating a new request for credit



2. The document is routed by MQWF to the user responsible for collecting and entering credit information, and the document will then appear as a work item on that person’s worklist. The user can check the item out from the worklist, enter the required information into the credit document as shown in Figure 6-8, and then check the item in again for further processing. This step corresponds to the CollectCreditInformation step in the process model shown in Figure 6-4. You will notice in Figure 6-8, that the user has not approved the credit request (AddApproval=“N”). The reason this has not been approved yet is because a credit request for a customer with a high risk factor (RiskFactor=“H”) or a credit request for an amount in excess of $100,000 requires approval by the credit administrator. 3. The credit document is then routed back to the credit administrator for review and risk assessment (AssessRisk step in the process model). At this point in the workflow, the administrator can change the Approval field to “Y” and the credit document is routed for final processing. If the administrator does not make this change, then the credit request is rejected and routed to a senior manager for final review (RequestApproval step in the process model). 4. At this point the senior manager can approve or reject the credit request. The document will be routed for final processing or sent back to the customer as rejected.
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Figure 6-8 Entering credit request information



Monitoring the workflow We used WBI Monitor in the demonstration to display the status of all the work items, who owns them, in what stage of the process they are, the status of completed work items, and so forth. For WBI Monitor to be able to calculate and show business metrics for the process performance data imported from MQ Workflow, the associated process model (containing definitions for the required metrics) must be imported from WBI Workbench. This step is shown in Figure 6-9. Note that once you have implemented the IBM Common Events Infrastructure (CEI) in the IBM BPM product set, you can use it to route process event data to WBI Monitor, too.
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Figure 6-9 Importing the process model XML file into WBI Monitor



WBI Monitor uses a workflow dashboard and a business dashboard to present information to administrators and users. The workflow dashboard shows the status of the work items in progress (an example is shown in Figure 6-10). The business dashboard is the one of interest in our scenario because we can use it to show the status of credit requests that have completed processing, and this information has context to the business owners of this process. Specifically they can see the details about how many of their top tier customers have had credit refusals, which is exactly what they are trying to prevent. The Business Dashboard shows summaries of information, and enables further analysis. As an example, it is possible to drill down on a summary to see the individual process information. In this example related to credit requests, we can review the specific reasons that led to the credit rejection.
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Figure 6-10 WBI Monitor Workflow Dashboard



We created the business dashboard to show this information using the form shown in Figure 6-11. As you can see in the figure, we entered the name of the process (CreditRequest), the name of the process attribute (RequestApproved), and the time period for which information is required.
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Figure 6-11 Creating a WBI Monitor Business Dashboard



The output for the business dashboard defined in Figure 6-11 is shown in Figure 6-12. Notice that two requests were approved (these were added to the demonstration to make the report seem more realistic), and one was denied. At the bottom of the report, the credit requests are listed by date and by the RequestApproved attribute.
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Figure 6-12 WBI Monitor Business Dashboard



The numbers on the dashboard are also Web hyperlinks. These can be used to drill into detailed information about the status of a credit request, as depicted in Figure 6-13.
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Figure 6-13 Process instance overview from the WBI Monitor Business Dashboard



6.3 Adding BI to the demonstration So far in the demonstration we have seen how you can use WebSphere to design, deploy, and monitor the CreditRequest business process. The next step in the demonstration is to gather metrics about key customers, and correlate the results with the credit request metrics produced by WBI Monitor. This analysis puts us in a position to determine the key customers who have had their credit requests rejected. A key customer is defined as one of the top ten customers. The three software components that typically would be used to add the BI analysis of customer and credit request data to the demonstration are IBM WebSphere Information Integrator, DB2, and Web services. However, in this particular scenario we used an alternative approach, which is described in Section 6.3.2, “Federation through DB2 XML Extender” on page 162. In this scenario, we used DB2 to manage all the BPM data sources in the demonstration, including the data warehouse database (WHDB) containing historical customer sales data. We used Web services to gather credit request data from the WBI Monitor database to correlate with customer data in the data warehouse. These Web service requests were implemented using a “pull” methodology, which refreshed the data every time a user refreshed the Portal page showing the summary of the credit rejections. The data warehouse database has a company table containing financial information about customers. This table is an aggregated view defined over lower-level detailed sales data that has been accumulated in the data warehouse. We show the schema for the table in Figure 6-14.
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Figure 6-14 WHDB company table



6.3.1 Federation through WebSphere Information Integrator Typically, WebSphere II would access the data warehouse through the DB2 wrapper, which uses the DRDA protocol to send requests from WebSphere II to the DB2 data warehouse. However, in this particular scenario we used an alternative approach as described in Section 6.3.2, “Federation through DB2 XML Extender” on page 162. For completeness, we describe here how the scenario would work when using WebSphere II. WBI Monitor 4 does not expose its underlying DB2 database interface for external access, therefore WebSphere II uses the Web service wrapper to access the real-time information from WBI monitor. During the configuration of the Web service wrapper, WebSphere II uses the WSDL file from WBI Monitor to suggest how the XML response data from the Web service call is mapped to nicknames. During runtime, application developers would write SQL queries to access information from those Web service nicknames. WebSphere II then translates the SQL queries into SOAP requests and sends them to the WBI source. It automatically transforms the XML result from the SOAP response into relational structures and returns them as the SQL query result.
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As a result of this configuration, both sources (DB2 data warehouse and WBI Monitor) are accessible in WebSphere II through nicknames. Now the administrator can specify views to integrate the relevant information from the various nicknames. Those views integrate the data from the various sources and hide the underlying heterogeneity. As a consequence, the application developer only needs to submit a single simple query against the view. Advantages of using WebSphere II as the middleware to integrate historical data and real-time information include features like an open architecture to support heterogeneous environments. This enables the extensibility and flexibility to integrate data from a wide range of data sources. It also enables increased productivity and time to market because of the reduced development time when accessing Web services through a wizard-based setup. This configuration aid eliminates the burden of mapping XML data from the Web service response to relational structures, and reduces the overhead for the application developer.



6.3.2 Federation through DB2 XML Extender As an alternative to WebSphere II, the DB2 data warehouse can directly access the WBI Monitor through DB2 XML Extender and Web services. DB2 is used both as the data warehouse and, at the same time, as the middleware to integrate the data warehouse with the WBI Monitor.



Enabling the DB2 XML Extender and Web Services The DB2 configuration for the WHDB data warehouse database included the DB2 XML Extender and DB2 Web service consumer functions. An overview of the definition for the DB2 database is shown below.  Database name: WHDB  Database schema: db2xml (default schema used by the XML Extender)  The DB2 XML extender is enabled using the dxxadm utility, which creates the following objects: – The XML Extender user-defined types (UDTs) – The XML Extender user-defined functions (UDFs) – The XML Extender DTD reference table, DTD_REF, which stores XML DTDs, and information about each DTD – The XML Extender usage table, XML_USAGE, which stores common information for each table column and collection that is enabled for XML  The DB2 Web service consumer functions are enabled using the db2enable_soap_udf utility. These functions are used to invoke a local or remote Web service provider.
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Using the Web service to access WBI Monitor data We defined a Web service to retrieve credit request performance data from the WBI Monitor database and reformat it for use in the demonstration scenario. The required method for accessing Monitor data is through the WBI Monitor API. In this test scenario, the Web service was run on WebSphere Application Server to place it close to the WBI Monitor database. The Web service was invoked from the DB2 instance containing the WHDB database. Two DB2 user-defined functions were used to access the Web service. Although we used only one server in our environment, a Web service can also be called across the network from other systems. This remote invocation mechanism makes it easy to distribute processing and data across multiple local and remote servers. The SQL DDL statements for the two DB2 user-defined functions are shown in Example 6-1 and Example 6-2. The statement in Example 6-1 registers a user-defined function that invokes the DB2-provided Web service consumer function db2xml.soaphttpc. This consumer function is used to call the Web service. The consumer function requires three parameters:  Target URI: This parameter specifies the hostname and port number where the Web service resides.  SOAP action: This parameter sometimes is required by gateways or service providers for routing Web service requests.  SOAP body: This parameter defines an XML-formatted message to be sent to the Web service. It specifies the name and parameters of the method to be invoked. The method in this case is called: getProcessInstanceByModelNames and it has four parameters: – dbname: Name of the database where the WBI Monitor data resides. – userid: Name of the user calling the service. – password: Password of user calling the service. – processModelNames: A list of the process model names for which monitor data is to be returned. Example 6-1 Creating the user-defined function for accessing the Web service CREATE FUNCTION db2xml.getProcessData(dbname VARCHAR(255), userid VARCHAR(255), password VARCHAR(255), procmodel VARCHAR(255)) RETURNS CLOB(1M) RETURN db2xml.soaphttpc ( 'http://localhost:9080/wbi/servlet/rpcrouter', '', xml2clob(XMLElement(NAME "ns:getProcessInstanceByModelNames", XMLAttributes('http://tempuri.org/com.ibm.almaden.wbi.workflow_monitor.WfmDbSer vice' as "xmlns:ns", 'http://schemas.xmlsoap.org/soap/envelope/' as "xmlns:SOAP-ENV", 'http://xml.apache.org/xml-soap/literalxml' as "SOAP-ENV:encodingStyle"), XMLElement(NAME "dbname",
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XMLAttributes('http://schemas.xmlsoap.org/soap/encoding/' as "SOAP-ENV:encodingStyle", 'xsd:string' AS "xsi:type"), dbname), XMLElement(NAME "userId", XMLAttributes('http://schemas.xmlsoap.org/soap/encoding/' as "SOAP-ENV:encodingStyle", 'xsd:string' AS "xsi:type"), userid), XMLElement(NAME "password", XMLAttributes('http://schemas.xmlsoap.org/soap/encoding/' as "SOAP-ENV:encodingStyle", 'xsd:string' AS "xsi:type"), password), XMLElement(NAME "processModelNames", XMLAttributes('http://schemas.xmlsoap.org/soap/encoding/' as "SOAP-ENV:encodingStyle", 'http://schemas.xmlsoap.org/soap/encoding/' as "xmlns:ns2", 'ns2:Array' AS "xsi:type", 'xsd:string[1]' as "ns2:arrayType"), XMLElement(NAME "item", XMLAttributes('xsd:string' AS "xsi:type"), procmodel)))));



The second user-defined function, depicted in Example 6-2, handles the response received from the Web service. The response is an XML message, which the function transforms into a relational format. This transformation process is often called shredding. The version of DB2 used in the demonstration did not have a facility for parsing XML documents, and so the transformation was done using a combination of string and XML Extender functions. Note the use of XPath queries in the user defined function to find the relevant parts of the XML message. For the demonstration, we are interested in company names and the status of their credit requests. Example 6-2 Creating the user defined function for shredding the XML results CREATE FUNCTION db2xml.shredProcessData(data CLOB(1M)) RETURNS TABLE (completetime REAL, company VARCHAR(32), approved CHAR(1)) RETURN WITH s(doc) AS ( SELECT SUBSTR(data, POSSTR(data, '') - POSSTR(data, '


Creating the performance metrics Now that all definitions have been set up, we can gather information about key customers, and correlate the results with the credit request metrics produced by WBI Monitor. The key customer metric is created using information in the company table, which resides in the data warehouse database. This table contains information about companies, including their name and total sales revenue for the year. The
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SQL statement in Example 6-3 produces a metric showing the top 10 companies (ranked by sales) from the company table. Example 6-3 Retrieve the top 10 companies ranked by total sales revenue WITH d AS ( SELECT RANK() OVER (ORDER BY sales DESC) AS rank, SUBSTR(name,1,35) AS name, INTEGER(sales) AS sales FROM db2xml.company ) SELECT * FROM d WHERE rank 


Data from the WBI Monitor database is retrieved using the SQL statement shown in Example 6-4. This statement invokes the Web Service that retrieves data from the WBI Monitor database using the db2xml.getProcessData user-defined function, which can invoke a process that retrieves the data via the WBI Monitor API. The results are in a XML format. Example 6-4 Calling the Web service to retrieve data from WBI Monitor VALUES SUBSTR(db2xml.getProcessData('CreditRequest','userid','pw'),1,1024);



The XML-formatted data retrieved from the WBI Monitor database can be shredded into a relational format using the db2xml.shredProcessData user-defined function. The SQL to do this is shown in Example 6-5. Example 6-5 Reformatting the XML results into a relational form SELECT * FROM TABLE(db2xml.shredProcessData(db2xml.getProcessData('CreditRequest'))) X;



Now that we have demonstrated how to get data out of both the data warehouse and WBI Monitor, we can create the SQL that will join the data from the data warehouse with the data from WBI Monitor. The SQL illustrated in Example 6-6 returns the frequency of credit approval and rejection for the top 10 companies (ranked by sales). This is done using two in-line views: view p returns the names of top ten companies from the data warehouse, and view s calculates the total number of credit requests approved and rejected for all companies. The join column is company name and the final result of the query is the names of top ten companies, and the number of credit requests approved and rejected for those companies. Example 6-6 Joining the data warehouse and WBI monitor data WITH p AS ( SELECT company, SUM(CASE approved WHEN 'Y' THEN 1 ELSE 0 END) AS approved,
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SUM(CASE approved WHEN 'N' THEN 1 ELSE 0 END) AS rejected FROM TABLE(db2xml.shredProcessData(db2xml.getProcessData ('CreditRequest'))) p GROUP BY company), s AS ( SELECT RANK() OVER (ORDER BY sales DESC) AS rank, SUBSTR(name,1,25) AS name, INTEGER(sales) AS sales FROM db2xml.company) SELECT s.rank, s.name AS company, s.sales, p.approved, p.rejected FROM s, p WHERE s.name = p.company AND s.rank 


6.4 Adding DB2 Alphablox to the demonstration The SQL statements shown in 6.3, “Adding BI to the demonstration” on page 160, provided low-level SQL access to the WBI Monitor Web service and the contents of the data warehouse. Business users are not expected to code these statements, or to even be familiar with SQL. To provide a simpler interface for creating and displaying performance metrics in the demonstration, we used DB2 Alphablox.



6.4.1 Configuring the components DB2 Alphablox provides a set of powerful software components called Blox, which make data exploration and analysis easier. We now show how Blox components were tied to the BPM demonstration. We installed DB2 Alphablox as an enterprise application in WebSphere Application Server V5.1. It provides its own Web interface for administration tasks such as defining data sources, applications, and users. We first used the administrative interface to declare the data warehouse database (WHDB) as an Alphablox data source. We depict this in Figure 6-15.
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Figure 6-15 Defining the data source to Alphablox



Next we used the Query Builder feature of Alphablox to construct an initial Blox query definition over the WHDB data source. The Query Builder screen is depicted in Figure 6-16. The Query Builder makes it easy to create a graphical rendering of the results of an arbitrary SQL query, like the ones we showed in the previous section.
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Figure 6-16 The Alphablox Query Builder



A Blox definition was generated automatically by clicking on the ‘Generate Blox Tag” button in Query Builder. The result was a fragment of Java Server Page (JSP) code, as depicted in Figure 6-17.
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Figure 6-17 JSP Blox Code generated by Query Builder



We then launched WebSphere Studio and created a Web project consisting of three blank JSP pages. On each page we placed a JSP code fragment produced by Query Builder along with other HTML code for formatting other information we wanted to appear on the Web page. The details of each Blox, chart titles, colors, and the SQL query used to retrieve data, are easy to modify in the JSP code fragment. Once the JSP pages were developed, we exported the Web project from WebSphere Studio as an Enterprise Archive (EAR) file. The application file was installed in WebSphere Application Server (the same server on which Alphablox runs) and the application started. The next step was to go back to the system administration interface of Alphablox and register the new application as an Alphablox application. This process is depicted in Figure 6-18. Completion of this task makes the application and its Blox components available to Web clients.
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Figure 6-18 Registration of the Alphablox application



6.5 Adding WebSphere Portal to the demonstration The final step in creating our scenario is to install the various Web components we had defined on a WebSphere Portal Server. The Portal Server provides a centralized and convenient location for users to access and view BPM information.
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6.5.1 Configuring the components We created two portal pages:  Workflow management page  Credit request analysis page The workflow management page is used to interact with the WebSphere MQ Workflow system. It does this by using portlets provided by MQ Workflow. The credit request page displays our Alphablox components as portlets which show the summary information that relates to the credit request process. It is rather simple to add pages to a portal. Using the administrative interface of the Portal Server, click on the links provided to allow you to create a page, assign a title, choose a layout, and place a number of portlets on it. WebSphere MQ Workflow comes with several portlets that you can use. Screenshots and examples of the resulting portal interface are shown in Figure 6-7 and Figure 6-8. More work was involved registering the Alphablox components as portlets. Remember that the Blox JSP pages are standalone HTML pages, not portlets containing HTML fragments. So how can we display multiple Blox pages on a simple Web page? The answer is the Web Page portlet, a feature of Portal Server that lets developers render any Web page, in its entirety, as a portlet. In portlet form, the Web page appears as embedded content on a portal page. Figure 6-19 shows how one Web Page portlet was defined in Portal Server. Alphablox 8.2.1 (Fixpack 1) has support for portlets but it was not available at the time we constructed this demonstration.
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Figure 6-19 Creating a Web page portlet for blox components using an iFrame portlet



For the last step in our demonstration, we created a portal page displaying credit request processing information. Three portlets, one for each Blox component, were placed on this page:  Chart Blox showing the credit request status of the top ten companies in graphical form.  Grid Blox showing the same credit request status information in tabular form.  Grid Blox showing a list of credit requests that may require further investigation. Figure 6-20 shows the layout of the portal page.
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Figure 6-20 Defining a page layout for the credit request status page



6.6 Completing the scenario At this point we are ready to complete the demonstration scenario. We have taken the scenario through the steps required to demonstrate the integration of business intelligence and business performance management. Figure 6-21shows the resulting portal page seen by business users. From this portal page they have a view of the performance of the credit request business process. This could be a starting point to construct a complete BPM view including alerts and recommendations. By integrating the process data and operational data we now have complete picture of the status of this business process. This is what is required to be able to manage business performance. With a BPM solution, we can see current status of the processes and take action to proactively avoid issues rather than simply contain their impact after the fact. It is this proactivity that enables us to manage performance against business measurements, goals, and priorities.
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Figure 6-21 The completed credit request status page



This example scenario and demonstration show how IBM WebSphere and DB2 UDB product families integrated together support the IBM BPM Platform and customer BPM application requirements. WebSphere Business Integration (WBI) enabled us to design, deploy, and monitor business transaction processes, while DB2 UDB and DB2 Alphablox provided the ability to extend the WBI and business transaction environment with business intelligence and data warehouse capabilities. The business metrics produced by WBI monitor and DB2 were combined using IBM Web services, and the final results were presented to business users through BPM dashboards created by DB2 Alphablox and WebSphere portal. The inclusion of much of the rest of the BPM infrastructure, particularly on the IT side (TBSM, BPEL monitoring, and CEI) begins to reveal how a complete BPM solution could be built. The demonstration not only shows the power of the IBM BPM capabilities, but also the value of a service-oriented architecture and Web services in supporting a flexible BPM technology framework.
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6.7 Additional dashboard examples In this section we show some additional dashboards to demonstrate what can be, and has been, done to enable BPM solutions. In Figure 6-22 we show a BPM dashboard example from the insurance industry. It gives management a number of strategic elements that require focus and monitoring. For example, it shows new business growth by category and an overview financial snapshot. Management can monitor these elements to make sure the elements are in line with the business goals and strategy. If not, action can be taken immediately. The dashboard also gives a current status on a number of projects with appropriate alerts. Again, management can focus its attention because it now knows where it is required.



Figure 6-22 Insurance BPM dashboard



In Figure 6-23 we show an example retail dashboard. It shows a list of the key business areas and the appropriate alert status. There is also a summary of the current business financial status. With this type of information, management now has the capability to not just monitor, but also to impact the measurements.
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Figure 6-23 Retail BPM dashboard



Figure 6-24 is another example from the insurance industry. It shows process monitoring performed with Tivoli Business Systems Manager (TBSM). Here are the steps in the business process for servicing insurance claims. You can monitor the process, but you can also modify the process as required. It shows the flexibility for immediate change that again enables management to impact outcome, not just to be aware of it.
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Figure 6-24 TBSM processes
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A



Appendix A.



Getting started with BPM This appendix provides a brief set of considerations for getting started with a BPM implementation.
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Getting started with BPM One of the biggest challenges with BPM is knowing where to start. This is not a new challenge, and is quite typical for these types of projects. Typically organizations initially deploy BPM using one of three approaches:  Enterprise-wide: The executive team implements strategic change throughout the enterprise in a top-down manner.  Cross-functional: These projects are driven by financial and operational executives who want to optimize critical business processes that cut across functional areas. As an example, a Customer Relationship Management (CRM) initiative that involves coordinating multiple front-office and back-office processes.  Functional: A functional leader in an area such as human resources or administration implements BPM to enhance management control and improve performance rather than to implement new strategies or initiatives. In terms of specific applications, an organization might start by implementing either a planning or dashboard application. Planning seems to be the number one goal, but dashboards appeal to executives who want greater value and ease of use from their information sources.



Start small Whatever the approach or initial application is, we recommend you start small. This is a fairly common approach, particularly with an initiative with high visibility, and enables benefit realization before making a large investment. In addition, businesses want to see benefits and be confident in a good return on investment (ROI). Businesses are likely impatient, and the tendency is to try to do everything at once. Sometimes you need to be more pragmatic. We suggest you develop a long-term plan or framework. Determine what is in place today and what processes or components are missing or in need of modification. Start with the area that provides the greatest impact, with a goal of delivering short-term, incremental results. However, delivering BPM from the bottom up can put the organization at risk of creating performance silos, or separate, non-integrated, implementations. This may provide incremental benefits to specific organizational entities, but jeopardize and sub-optimize, an enterprise-wide implementation. To avoid this problem, create a high-level road map tied to corporate objectives. It should define the organization’s priorities and exactly what is to be measured. This step-wise incremental approach has advantages. The first step defines a specific business functional area in which to begin the implementation.
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Unfortunately this is not always easy. In addition, the first area typically takes the most time and effort, and possibly be the most expensive because it includes the effort required to set up and deliver most of the infrastructure work. An existing data warehouse can expedite the implementation of BPM because it eases the acquisition of source data. It may require expansion, but that is to be expected. A side benefit of this effort might be the elimination of independent data marts and decision support databases previously established. This can be a good point and an area of cost savings. For more information on how data warehouses are evolving to support BPM, refer to “Data warehousing infrastructure” on page 37.



Selecting measures and KPIs A big challenge implementing a BPM solution is selecting measures to use as key performance indicators (KPIs). There are many measures available, but only use a subset. This subset should represent those having a significant impact on the business. So the challenge becomes, which ones to choose? As part of the process you must determine who owns the measures, how are they defined, what is a good threshold value (a value above or below which indicates a process problem) to use? That is what is required to create a KPI from the associated measure. Since it is the KPI that enables us to evaluate the performance of the process, we use that term rather than measure in our discussions.



Identifying good key performance indicators To identify good KPIs, you must understand the business requirements and associated measurements. These requirements will help determine the goals and objectives of the business, and provide the basis for selecting appropriate KPIs. Since these KPIs will be used to determine business performance, operational management should participate in their selection. They will be the ones most familiar with the base metrics, their own measurement targets, relative importance, and corrective actions. To take this a step further, operational management should be assigned responsibility for specific metrics and the resulting KPIs. Ownership is one of the best ways of getting participation. Keep in mind that all KPIs are not equal in value, context, or use, as depicted in Figure 6-25. For example, some are required for tactical (operational) decisions and problem resolution. Others may be used for more strategic decisions. The KPIs that will have most impact in BPM tend to be the tactical ones.
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Data Warehouse



ƒhistorical trend ƒcomplex analysis ƒdata mining



CRM



tactical decisions



filters



Custom App



ƒevent trigger ƒtactical alert ƒrequested fact ƒthreshold trigger



ERP



strategic decisions



Figure 6-25 All KPIs are not equal



Each KPI has a different function and may impact a different area of the business. It is not a requirement for them all to be equal, but simply to represent a critical business factor. Typically this means there is a target, or goal, associated with each KPI. Figure 6-25 shows a few examples in each area. Listing the KPIs in this fashion can be a good visual method for KPI selection. Examples should be listed, discussed, and agreed upon as KPIs before they are accepted.



CRM Custom App



ƒfreight refusal with adequate space ƒsupplier delay on critical goods ƒcall volume threshold ƒtop clients sales leads not covered ƒ10% increase in warranty claims



Data Warehouse



tactical decisions



filters



ERP



ƒreorder threshold breach in 9 days



strategic decisions



ƒloan quality deterioration



Figure 6-26 KPIs - some examples



Typically, good KPIs exhibit the following characteristics:  Standard measures: It is typically difficult to define KPIs across groups that have dissimilar business processes and ways of measuring operational and financial performance. This is particularly true when there are no enterprise
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standards. This may be a good incentive to begin developing standards. They will become increasingly important as enterprises become more integrated.  Valid data: Of course, a KPI must have data to support it. Unfortunately this is not always true. It may be that a system must first be built to collect that data.  Easy to understand: KPIs should be easy to understand and remember. If not, education may be required to be sure everyone understands how it works and how it might impact them.  Limit number of KPIs: Focus on critical areas of value and growth, and limit the number of KPIs to these critical areas.  Provide context: By definition, KPIs must provide context. That is, they define the acceptable level of performance. This can take several forms: – Thresholds indicating the range of acceptable performance. – Target to define a desired end-state, such as a ten percent growth in net profits by a specific point in time. – Benchmark to compare performance to some external standard.  Positive action: If the KPI is used, then positive action must be defined and executed as a result of the defined threshold being exceeded.  Empower users: The users must be empowered to take action as a result of KPI thresholds being exceeded. Not only empowered, but encouraged and rewarded. Perhaps incentives could be offered for this positive action, once the KPI has been tested and proved valuable. Maintenance: Once KPIs are deployed they must continually be evaluated to validate their effectiveness, and modified as required. If there is no longer a need for a specific metric, it should be removed.
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Abbreviations and acronyms ACS



Access control system



ADK



Archive Development Kit



AIX



CORBA



Common Object Request Broker Architecture



Advanced Interactive eXecutive from IBM



CPM



Corporate Performance Management



ALE



Application Link Enabling



CPU



Central Processing Unit



AMI



Application Messaging Interface



CSA



Common Storage Area



CS-WS



API



Application Programming Interface



Conversation Support for Web Services



DADx



Document Access Definition Extension



AQR



Automatic query re-write



AR



Access register



DB



Database



ARM



Automatic restart manager



DBA



Database Administrator



ART



Access register translation



DB2



Database 2™



ASCII



American Standard Code for Information Interchange



DB2II



DB2 Information Integrator



DB2 UDB



DB2 Universal DataBase



AST



Application Summary Table



DB2 II



DB2 Information Integrator



ATM



Asynchronous Transfer Mode



DBMS



BAPI



Business Application Programming Interface



DataBase Management System



DCE



BAS



Business Application Services



Distributed Computing Environment



DCM



Dynamic Coserver Management



BI



Business Intelligence



BIRA



Business Integration Reference Architecture



DCOM



Distributed Component Object Model



BIW



Business Information Warehouse (SAP)



DDL



Data Definition Language



DLL



Dynamically Linked Library



BLOB



Binary Large OBject



DIMID



Dimension Identifier



BPEL



Business Process Execution Language



DML



Data Manipulation Language



DNS



Domain Name System



BPM



Business Performance Management



DRDA



Distributed Relational Database Architecture™



BSM



Business Service Management



DSA



Dynamic Scalable Architecture



BW



Business Information Warehouse (SAP)



DSN



Data Source Name



CBE



Common Base Event



DSS



Decision Support System



EAI



Enterprise Application Integration



EAR



Enterprise Archive



EBCDIC



Extended Binary Coded Decimal Interchange Code



EDA



Enterprise Data Architecture



EDU



Engine Dispatchable Unit



CCMS



Computing Center Management System



CEI



Common Event Infrastructure



CIO



Chief Information Officer



CLI



Call Level Interface



CLOB



Character Large OBject



CLP



Command Line Processor



EIS



Enterprise Information System



J2EE



Java 2 Platform Enterprise Edition



EJB



Enterprise Java Beans



JAR



Java Archive



EPM



Enterprise Performance Management



JDBC



Java DataBase Connectivity



JDK™



Java Development Kit



ER



Enterprise Replication



JE



Java Edition



ERP



Enterprise Resource Planning



JMS



Java Message Service



ESB



Enterprise Service Bus



JNDI



ESE



Enterprise Server Edition



Java Naming and Directory Interface™



ETL



Extract Transform and Load



JRE



Java Runtime Environment



FDL



Flow Definition Language



JSP



JavaServer™ Pages™



FP



FixPak



JSR



Java Specification Requests



FTP



File Transfer Protocol



JTA



Java Transaction API



Gb



Giga bits



JVM™



Java Virtual Machine



GB



Giga Bytes



KB



Kilobyte (1024 bytes)



GUI



Graphical User Interface



KPI



Key Performance Indicator



HDR



High availability Data Replication



LDAP



Lightweight Directory Access Protocol



HPL



High Performance Loader



LOB



Line of Business



HTML



HyperText Markup Language



LPAR



Logical Partition



HTTP



HyperText Transfer Protocol



LV



Logical Volume



HTTPS



HyperText Transfer Protocol Secure



Mb



Mega bits



MB



Mega Bytes (1,048,576 bytes)



I/O



Input/Output



MDC



MultiDimensional Clustering



IBM



International Business Machines Corporation



MIS



Management Information System



ID



Identifier



MQAI



IDE



Integrated Development Environment



WebSphere MQ Administration Interface



MQI



Message Queuing Interface



IDS



Informix Dynamic Server



MQSC



WebSphere MQ Commands



II



Information Integration



MVC



Model-View-Controller



IIOP



Internet Inter-ORB Protocol



MQT



Materialized Query Table



IMG



Integrated Implementation Guide (for SAP)



MPP



Massively Parallel Processing



IMS



Information Management System



MRM



Message Repository Manager



I/O



input/output



NPI



Non-Partitioning Index



ISAM



Indexed Sequential Access Method



ODA



Object Discovery Agent



ODBC



Open DataBase Connectivity



ISM



Informix Storage Manager



ODS



Operational Data Store



ISV



Independent Software Vendor



OLAP



OnLine Analytical Processing



IT



Information Technology



OLE



ITR



Internal Throughput Rate



Object Linking and Embedding



ITSO



International Technical Support Organization



OLTP



OnLine Transaction Processing



IX



Index



ORDBMS



Object Relational DataBase



OS



Operating System



WLM



Workload Management



PDS



Partitioned Data Set



WORF



PIB



Parallel Index Build



Web services Object Runtime Framework



PSA



Persistent Staging Area



WPS



WebSphere Portal Server



RBA



Relative Byte Address



WSAD



RDBMS



Relational DataBase Management System



WebSphere Studio Application Developer



WSDL



RID



Record Identifier



Web Services Description Language



RMI



Remote Method Invocation



WSFL



Web Services Flow Language



RR



Repeatable Read



WS-I



Web Services Interoperability Organization



RS



Read Stability



WSIC



SAX



Simple API for XML



Web Services Choreography Interface



SDK



Software Developers Kit



WSIF



SID



Surrogate Identifier



Web Services Invocation Framework



SMIT



Systems Management Interface Tool



WSIL



Web Services Inspection Language



SMP



Symmetric MultiProcessing



WSMF



Web Services Management Framework



SOA



Service Oriented Architecture



WWW



World Wide Web



SOAP



Simple Object Access Protocol



XBSA



X-Open Backup and Restore APIs



SPL



Stored Procedure Language



XML



eXtensible Markup Language



SQL



Structured Query



XSD



XML Schema Definition



TMU



Table Management Utility



TS



Table space



UDB



Universal DataBase



UDB



Universal DataBase



UDDI



Universal Description, Discovery and Integration of Web Services



UDF



User Defined Function



UDR



User Defined Routine



UML



Unified Modeling Language



URL



Uniform Resource Locator



VG



Volume Group (Raid disk terminology).



VLDB



Very Large DataBase



VSAM



Virtual Sequential Access Method



VTI



Virtual Table Interface



W3C



World Wide Web Consortium



WAR



Web Archive



WAS



WebSphere Application Server



WBI



WebSphere Business Integration



Glossary ABAP. Advanced Business Application Programming. A fourth generation programming language developed by SAP.



Application Programming Interface. An interface provided by a software product that enables programs to request services.



Access Control List (ACL). The list of principals that have explicit permission (to publish, to subscribe to, and to request persistent delivery of a publication message) against a topic in the topic tree. The ACL defines the implementation of topic-based security.



Asynchronous Messaging. A method of communication between programs in which a program places a message on a message queue, then proceeds with its own processing without waiting for a reply to its message. Attribute. A field in a dimension table.



Aggregate. Pre-calculated and pre-stored summaries, kept in the data warehouse to improve query performance. A multidimensional summary table derived from InfoCube data for performance; can be stored in RDBMS or MS Analysis Services. Aggregation. An attribute level transformation that reduces the level of detail of available data. For example, having a Total Quantity by Category of Items rather than the individual quantity of each item in the category. Alert. A message that indicates a processing situation that requires specific and immediate attention.



Basis. A set of middleware programs and tools from SAP that provides the underlying base that enables applications to be seamlessly interoperable and portable across operating systems and database products. BEx. Business Explorer: The SAP query and reporting tool for end users tightly coupled with BW. BLOB. Binary Large Object, a block of bytes of data (for example, the body of a message) that has no discernible meaning, but is treated as one solid entity that cannot be interpreted. BLOX. DB2 Alphablox software components.



AMI. See Application Messaging Interface. Application Link Enabling. Supports the creation and operation of distributed applications. And, application integration is achieved via synchronous and asynchronous communication, not via a central database. Provides business-controlled message exchange with consistent data on loosely linked SAP applications. Application Messaging Interface. The programming interface provided by MQSeries® that defines a high level interface to message queuing services.
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Broker domain. A collection of brokers that share a common configuration, together with the single Configuration Manager that controls them. Characteristic. A business intelligence dimension. Central Processing Unit. Also called a CPU. It is the device (a chip or circuit board as examples) that houses processing capability of a computer. That processing capability is the execution of instructions to perform specific functions. There can be multiple CPUs in a computer.
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Cluster. A group of records with similar characteristics. In WebSphere MQ, a group of two or more queue managers on one or more computers, providing automatic interconnection, and allowing queues to be shared amongst them for load balancing and redundancy. Compensation. The ability of DB2 to process SQL that is not supported by a data source on the data from that data source. Commit. An operation that applies all the changes made during the current unit of recovery or unit of work. After the operation is complete, a new unit of recovery or unit of work begins. Composite Key. A key in a fact table that is the concatenation of the foreign keys in the dimension tables. Computer. A programmable device that consists of memory, CPU, and storage capability. It typically has an attached device to input data and instructions, and a device to output results. Configuration Manager. A component of WebSphere MQ Integrator that acts as the interface between the configuration repository and an existing set of brokers. Configuration repository. Persistent storage for broker configuration and topology definition. Configuration. The collection of brokers, their execution groups, the message flows and sets that are assigned to them, and the topics and associated access control specifications. Connector. See Message processing node connector. Control Center. The graphical interface that provides facilities for defining, configuring, deploying, and monitoring resources of the WebSphere MQ Integrator network. Dashboard. A business information interface that displays business intelligence with easy-to-comprehend graphical icons.
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Data Append. A data loading technique where new data is added to the database leaving the existing data unaltered. Data Cleansing. A process of data manipulation and transformation to eliminate variations and inconsistencies in data content. This is typically to improve the quality, consistency, and usability of the data. Data Federation. The process of enabling data from multiple heterogeneous data sources to appear as if it is contained in a single relational database. Can also be referred to “distributed access”. Data Mart. An implementation of a data warehouse, typically with a smaller and more tightly restricted scope - such as for a department or workgroup. It could be independent, or derived from another data warehouse environment. Data Mining. A mode of data analysis that has a focus on the discovery of new information, such as unknown facts, data relationships, or data patterns. Data Partition. A segment of a database that can be accessed and operated on independently even though it is part of a larger data structure. Data Refresh. A data loading technique where all the data in a database is completely replaced with a new set of data. Data Warehouse. A specialized data environment developed, structured, and used specifically for decision support and informational applications. It is subject-oriented rather than application-oriented. Data is integrated, non-volatile, and time variant. Database Instance. A specific independent implementation of a DBMS in a specific environment. For example, there might be an independent DB2 DBMS implementation on a Linux server in Boston supporting the Eastern offices, and another separate and independent DB2 DBMS on the same Linux server supporting the Western offices. They would represent two instances of DB2.



Database Partition. Part of a database that consists of its own data, indexes, configuration files, and transaction logs. DB Connect. Enables connection to several relational database systems and the transfer of data from these database systems into the SAP Business Information Warehouse.



Event Queue. The queue onto which the queue manager puts an event message after it detects an event. Each category of event (queue manager, performance, or channel event) has its own event queue. Execution group. A named grouping of message flows that have been assigned to a broker.



Debugger. A facility on the Message Flows view in the Control Center that enables message flows to be visually debugged.



Extenders. These are program modules that provide extended capabilities for DB2, and are tightly integrated with DB2.



Deploy. Make operational the configuration and topology of the broker domain.



FACTS. A collection of measures, and the information to interpret those measures in a given context.



Dimension. Data that further qualifies and/or describes a measure, such as amounts or durations.



Federated Server. Any DB2 server where the DB2 Information Integrator is installed.



Distributed application. In message queuing, a set of application programs that can each be connected to a different queue manager, but that collectively constitute a single application.



Federation. Providing a unified interface to diverse data.



Distribution list. A list of MQSeries queues to which a message can be put using a single statement.



Framework. In WebSphere MQ, a collection of programming interfaces that allows customers or vendors to write programs that extend or replace certain functions provided in WebSphere MQ products.



Drill-down. Iterative analysis, exploring facts at more detailed levels of the dimension hierarchies. Dynamic SQL. SQL that is interpreted during execution of the statement. Element. A unit of data within a message that has a business meaning. Enqueue. To put a message on a queue.



Gateway. A means to access a heterogeneous data source. It can use native access or ODBC technology. Grain. The fundamental lowest level of data represented in a dimensional fact table. Input node. A message flow node that represents a source of messages for the message flow.



Enrichment. The creation of derived data. An attribute level transformation performed by some type of algorithm to create one or more new (derived) attributes.



Instance. A complete database environment.



Event. A signal to the background processing system that a certain status has been reached in the SAP system. The background processing system then starts all processes that were waiting for this event.



Java Database Connectivity. An application programming interface that has the same characteristics as ODBC but is specifically designed for use by Java database applications.



IVews. InfoObjects (master data) with properties, text, and hierarchies.
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Java Development Kit. Software package used to write, compile, debug, and run Java applets and applications.



Message processing node connector. An entity that connects the output terminal of one message processing node to the input terminal of another.



Java Message Service. An application programming interface that provides Java language functions for handling messages.



Message processing node. A node in the message flow, representing a well-defined processing stage. A message processing node can be one of several primitive types or it can represent a subflow.



Java Runtime Environment. A subset of the Java Development Kit that allows you to run Java applets and applications. Key Performance Indicator (KPI). A specific value threshold of a business metric that defines the acceptable business performance level.



Message Queue Interface. The programming interface provided by the WebSphere MQ queue managers. This programming interface allows application programs to access message queuing services.



Listener. In WebSphere MQ distributed queuing, a program that detects incoming network requests and starts the associated channel.



Message queuing. A communication technique that uses asynchronous messages for communication between software components.



Master data. Data that remains unchanged over a long period of time. (attributes, texts, and hierarchies -- similar to data warehouse dimensions).



Message repository. A database that holds message template definitions. Message set. A grouping of related messages.



Materialized Query Table. A table where the results of a query are stored, for later reuse. Measure. A data item that measures the performance or behavior of business processes. Message broker. A set of execution processes hosting one or more message flows. Message domain. The value that determines how the message is interpreted (parsed). Message flow. A directed graph that represents the set of activities performed on a message or event as it passes through a broker. A message flow consists of a set of message processing nodes and message processing connectors.



Message type. The logical structure of the data within a message. Meta Data. Typically called data (or information) about data. It describes or defines data elements. Metrics (business). Measurements of business performance. MOLAP. Multi-dimensional OLAP. Can be called MD-OLAP. It is OLAP that uses a multi-dimensional database as the underlying data structure. MultiCube. A pre-joined view of two or more cubes represented as an OLAP cube to the user. MQSeries. A previous name for WebSphere MQ.



Message parser. A program that interprets the bit stream of an incoming message and creates an internal representation of the message in a tree structure. A parser is also responsible to generate a bit stream for an outgoing message from the internal representation.
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Multi-dimensional analysis. Analysis of data along several dimensions. For example, analyzing revenue by product, store, and date.



Nickname. An identifier that is used to reference the object located at the data source that you want to access.



Pass-through. The act of passing the SQL for an operation directly to the data source without being changed by the federation server.



Node. A device connected to a network.



Pivoting. Analysis operation where user takes a different viewpoint of the results. For example, by changing the way the dimensions are arranged.



Node Group. Group of one or more database partitions. ODS. Operational data store: A relational table for holding clean data to load into InfoCubes, and can support some query activity. OLAP. OnLine Analytical Processing. Multi-dimensional data analysis, performed in real-time. Not dependent on underlying data schema. Open Database Connectivity. A standard application programming interface for accessing data in both relational and non-relational database management systems. Using this API, database applications can access data stored in database management systems on a variety of computers even if each database management system uses a different data storage format and programming interface. ODBC is based on the call level interface (CLI) specification of the X/Open SQL Access Group.



Plug-in node. An extension to the broker, written by a third-party developer, to provide a new message processing node or message parser in addition to those supplied with the product. Point-to-point. Style of application messaging in which the sending application knows the destination of the message. Predefined message. A message with a structure that is defined before the message is created or referenced. Process. An activity within or outside an SAP system with a defined start and end time. Process Variant. Name of the process. A process can have different variants. For example, in the loading process, the name of the InfoPackage represents the process variants. The user defines a process variant for the scheduling time.



Open Hub. Enables distribution of data from an SAP BW system for external uses.



Primary Key. Field in a database table that is uniquely different for each record in the table.



Optimization. The capability to enable a process to execute and perform in such a way as to maximize performance, minimize resource utilization, and minimize the process execution response time delivered to the user.



PSA. Persistent staging area: Flat files that hold extract data that has not yet been cleaned or transformed.



Output node. A message processing node that represents a point at which messages flow out of the message flow. Partition. Part of a database that consists of its own data, indexes, configuration files, and transaction logs.



Pushdown. The act of optimizing a data operation by pushing the SQL down to the lowest point in the federated architecture where that operation can be executed. More simply, a pushdown operation is one that is executed at a remote server. Queue Manager. A subsystem that provides queuing services to applications. It provides an application programming interface so that applications can access messages on the queues that are owned and managed by the queue manager.



Glossary



193



Queue. A WebSphere MQ object. Applications can put messages on, and get messages from, a queue. A queue is owned and managed by a queue manager. A local queue is a type of queue that can contain a list of messages waiting to be processed. Other types of queues cannot contain messages but are used to point to other queues. RemoteCube. An InfoCube whose transaction data is managed externally rather than in SAP BW. ROLAP. Relational OLAP. Multi-dimensional analysis using a multi-dimensional view of relational data. A relational database is used as the underlying data structure. Roll-up. Iterative analysis, exploring facts at a higher level of summarization. Server. A device or computer that manages network resources, such as printers, files, databases, and network traffic. Shared nothing. A data management architecture where nothing is shared between processes. Each process has its own processor, memory, and disk space. Slice and Dice. Analysis across several dimensions and across many categories of data items. Typically to uncover business behavior and rules. SOAP. Defines a generic message format in XML. Static SQL. SQL that has been compiled prior to execution. Typically provides best performance. Subflow. A sequence of message processing nodes that can be included within a message flow. Subject Area. A logical grouping of data by categories, such as customers or items. Synchronous Messaging. A method of communication between programs in which a program places a message on a message queue and then waits for a reply before resuming its own processing.
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Thread. In WebSphere MQ, the lowest level of parallel execution available on an operating system platform. Type Mapping. The mapping of a specific data source type to a DB2 UDB data type. UDDI. A special Web service which allows users and applications to locate Web services. Unit of Work. A recoverable sequence of operations performed by an application between two points of consistency. User Mapping. An association made between the federated server user ID and password and the data source (to be accessed) user ID and password. Virtual Database. A federation of multiple heterogeneous relational databases. Warehouse Catalog. A subsystem that stores and manages all the system metadata. WebSphere MQ. A family of IBM licensed programs that provides message queuing services. Workbook. Microsoft Excel workbook with references to InfoProvider. Wrapper. The means by which a data federation engine interacts with heterogeneous sources of data. Wrappers take the SQL that the federation engine uses and maps it to the API of the data source to be accessed. For example, they take DB2 SQL and transform it to the language understood by the data source to be accessed. WSDL. Language to define specific SOAP messages interfaces understood by the Web services provider. XML. Defines a universal way of representing data, and an XML schema defines the format. xtree. A query-tree tool that allows you to monitor the query plan execution of individual queries in a graphical environment.



Zero latency. This is a term applied to a process where there are no delays as it goes from start to completion.
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Related publications The publications listed in this section are considered particularly suitable for a more detailed discussion of the topics covered in this IBM redbook.



IBM Redbooks For information on ordering these publications, see “How to get IBM Redbooks” on page 198. Note that some of the documents referenced here may be available in softcopy only.  Patterns: Service-Oriented Architecture and Web Services, SG24-6303  On Demand Operating Environment: Creating Business Flexibility, SG24-6633  On Demand Operating Environment: Managing the Infrastructure, SG24-6634  WebSphere Product Family Overview and Architecture, SG24-6963  Preparing for DB2 Near-Realtime Business Intelligence, SG24-6071



Other publications These publications are also relevant as further information sources:  Best Practices in Business Performance Management: Business and Technical Strategies, TDWI report series, March 2004, Wayne Erickson, Director of Research at The Data Warehousing Institute (TDWI)  Building the Real-Time Enterprise by Colin White, President of BI Research, for TDWI Report Series, November 2003  Information integration - Extending the data warehouse, Dr. Barry Devlin, IBM Corporation  Information integration - Distributed access and data consolidation, Dr. Barry Devlin, IBM Corporation  IBM Business Performance Management: Leveraging Lotus Workplace Capabilities to monitor and manage business operations & systems, an IBM Document by Kenneth Perry and Kumar Bhaskaran
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 Establishing a business performance management ecosystem, an IBM White paper  Enable dynamic behavior changes in business performance management solutions by incorporating business rules, an IBM White paper  Enable your applications, subsystems or components for business service management, an IBM White paper



Online resources This Web site is also relevant as a further information source:  BPM Standards Group: http://www.bpmstandardsgroup.org



How to get IBM Redbooks You can search for, view, or download IBM Redbooks, Redpapers, and Technotes, draft publications and additional materials, as well as order hardcopy IBM Redbooks or CD-ROMs, at this Web site: ibm.com/redbooks



Help from IBM IBM Support and downloads: ibm.com/support



IBM Global Services: ibm.com/services
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