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The impacts of performance pay on teacher effectiveness and retention: Does teacher gender matter? Andrew Hill a Montana State University Daniel B. Jones b University of Pittsburgh



Abstract. Teacher performance pay is increasingly common in the United States. We assess the “incentive effects” of performance pay – the change in behavior of teachers present before and after a reform – with a focus on whether male and female teachers respond differently. Evaluating three performance pay programs in North Carolina, we find clear evidence of a gender difference: while male teachers’ value-added remains flat before and after the introduction of performance pay, the value-added of female teachers declines. We also document suggestive evidence of a gender difference in retention, with men more likely to remain in schools with performance pay.
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1.



Introduction How can teacher effectiveness be improved? In the United States, school districts, state



governments, and the federal government have increasingly turned to pay-for-performance programs that are designed to increase teacher effectiveness by linking monetary incentives to improvement in students’ outcomes. Performance pay takes many forms. Some programs reward all teachers in a school or district on the basis of some aggregate measurement of academic achievement or growth; others reward individual teachers on the basis of improvements in their students’ test scores; and a smaller set incorporate other teacher performance measures. In this paper, we take advantage of rich administrative data from North Carolina to provide new evidence on the impacts of performance pay. During the 2000s, several school districts in North Carolina introduced performance pay programs. The programs are typical of programs adopted throughout the United States. Specifically, they provide teachers with bonuses as large as $12,000 a year if some threshold level of student achievement or growth is achieved. We assess the impacts of these programs. Using a difference-in-differences approach, we ask: (1) how does performance pay impact teacher performance on the incentivized dimension (valueadded), teacher retention, and other student-level outcomes; and (2) in all of these dimensions, are there gender differences in response to performance pay? Our focus on gender differences is motivated by a related literature documenting that women may react negatively to competitive compensation schemes (Niederle and Vesterlund, 2007, 2008; Gneezy et al., 2003). Saying that, the setting we study is not explicitly competitive; teachers receive a bonus if their students exceed some threshold level of achievement, and all eligible teachers could theoretically receive the bonus in each year. Our paper therefore explores
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whether female workers display similarly negative responses to other performance-contingent compensation schemes, like performance pay or tournaments, relative to flat salaries. Outside of teaching, there is clear evidence that performance pay leads to higher worker productivity in some private sector firms (Lazear, 2000; Paarsch and Shearer, 2000; Shearer, 2004; Bandiera et al., 2007). This has been shown to occur for two reasons. First, workers increase their effort along the incentivized dimension, and, second, higher ability workers sort into jobs that reward performance. These effects are referred to as the incentive effect and sorting effect, respectively. For reasons described later, our paper largely focuses on the incentive effect, which is not often isolated in the literature on teacher performance pay. In the types of settings studied in existing performance pay papers (e.g., tree-planting, glass installation), it is relatively easy to measure, observe, and incentivize effort. As has been noted elsewhere (Neal, 2011; Podgursky and Springer, 2007), this may be less true of teaching for a variety of reasons. First, it is not immediately clear how to measure teachers’ productivity. Often, and including in the programs studied in this paper, performance pay programs provide teachers bonuses based on their value-added. However, there is substantial disagreement on whether value-added meaningfully captures the impact that a teacher has on students (Rothstein, 2010; Goldhaber and Chaplin 2015; Chetty et al., 2016). Second, even if teachers respond to performance pay programs by increasing their value-added, this may lead to a decrease in effort in other dimensions that are also important for students’ outcomes. As we will discuss in more detail in Section 2, the existing empirical evidence on teacher performance pay has led to mixed results, but mostly points towards a small positive effect of performance pay. Notably, the existing literature has largely identified the combined sorting and incentive effects of
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performance pay in education. Our focus on isolating the incentive effect is therefore somewhat novel to the literature. In our paper, we find that the combined sorting and incentive effects of teacher performance pay lead to a small insignificant increase in teacher value-added that is consistent with other papers. However, when focusing on teachers in treated schools before and after the reform, we find a negative effect of performance pay; in other words, the incentive effect is negative in our setting. Taken as a whole, the weakly positive overall effect and negative incentive effect implies a positive sorting effect from the policy reforms. Most strikingly, the negative incentive effect is entirely driven by female teachers. We also observe suggestive evidence of a similar gender difference in retention; female teachers are retained with lower probabilities than male teachers in schools with performance pay. We do note that there is some evidence of pre-treatment trends in the value-added outcome, driven in particular by male teachers, but our main results are robust to the inclusion of district- and school-specific time trends, suggesting our estimates indeed capture the true effects of the policy. We contribute to the more general literature on gender differences in labor settings. Niederle and Vesterlund (2007, 2008) conduct laboratory experiments which find that women are less productive than men under a competitive compensation scheme and are less likely to remain in such a scheme if given the opportunity to opt out.1 Our analysis of gender differences in the impacts of performance pay on performance echoes these results, and we also find suggestive evidence of gender differences in teacher retention. Masclet et al. (2015) compare flat wages to a tournament-based pay scheme in a laboratory experiment and also detect a gender
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One interpretation of this is that competitive environments introduce compensation risk for workers, and women are more risk averse than men. In earlier work, DeLeire & Levy (2004) find that women also sort into occupations with less physical risk. 
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difference; women are productive under both schemes, while men only increase their effort to match women in the tournament-based scheme. Morin (2015) studies a reform that generated increased competition among college students, finding that male achievement increased relative to females. Lavy (2013), however, finds no evidence of a gender difference in response to the competitive rank order tournament for teachers in Israeli schools.2 Some existing work points towards similar gender differences in response to noncompetitive performance pay. Dohmen and Falk (2011) conduct a laboratory experiment and find a gender difference in the preference for performance pay over flat payment. They also find that women are less likely to report holding a job with performance pay in German survey data. Booth and Frank (1999) and Manning and Saidi (2010) explore a similar question using UK survey data; they find that women in the UK are less likely to be in jobs with incentive pay and enjoy a smaller increase in wages from working in such a job than men. This last point is suggestive of differences in actual productivity under performance pay, which is the focus of our paper. The only research we are aware of that directly tests for gender differences in response to performance pay, aside from Lavy’s (2013) study of tournaments in schools, is the work of Paarsch and Shearer (2007); they study a tree-planting firm that implemented a performance pay scheme and ultimately find no evidence that the performance pay scheme differentially impacted the productivity of women. The remainder of the paper proceeds as follows: Section 2 provides an overview of existing literature on performance pay. Section 3 briefly describes the pay-for-performance programs studied in this paper. Section 4 describes the data, particularly how students and
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While Lavy finds no gender difference in productivity response to performance pay, he does observe a difference in perceived likelihood of receiving a bonus; women are found to be more realistic in their expectations. 
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teachers are linked in the administrative data and how teacher value-added is calculated. Section 5 describes the difference-in-differences methodology. In Section 6, we discuss the results, first reporting the overall effects of individual-level teacher performance pay, and then exploring whether effects differ by gender. Section 7 concludes.



2.



Existing literature on individual level performance-pay The empirical literature on individual-level teacher incentive pay mostly points towards a



small positive impact of pay-for-performance on student outcomes. Eberts et al. (2000) study two schools, one of which introduced performance pay; they find that performance pay improved student outcomes on the incentivized dimensions of student outcomes, but not on other outcomes. Figlio and Kenny (2007) compare schools with and without performance pay in a cross-section; they observe a positive relationship between performance pay and student test scores, but they note that “they cannot be certain whether the positive relationship that we report is due to the incentives themselves or to unobserved school quality.” Atkinson et al. (2009) study reforms in the UK that, for some teachers, increased teacher pay generally and also more closely linked increases in teacher pay to student performance; they find that value-added of teachers eligible to benefit from the reform increased “by 40% of a grade per pupil.” Sojourner et al. (2014) draw on student-level panel data to study a program in Minnesota that introduced a suite of reforms, including individual and team-based performance pay. Their data do not allow them to identify student-teacher matches or disentangle the impacts of individual performance pay, group performance pay, and other reforms, but – like other papers in the literature – their results point towards a positive effect. They conclude that “P4Pcentered HRM reform raises students’ achievement by 0.03 standard deviations.” Dee &
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Wyckoff (2015) use a regression discontinuity approach to study the impacts of the District of Columbia’s IMPACT reforms. In those reforms, teachers who were rated as highly-effective based on both student test scores and several other measures receive a one-time bonus. Being rated as highly-effective for a second year provides teachers with a base salary increase. They find that narrowly achieving eligibility for a raise in base salary increases teacher performance, but has little impact on retention relative to teachers who narrowly missed the highly-effective rating. Lincove (2012) evaluates a set of performance pay programs introduced in Texas, finding no average gains, but positive effects in a small subset of cases with particularly large bonuses. Some recent papers have employed experimental interventions. Lavy (2009) studies the impact of a performance pay scheme in Israel that is different from the typical program introduced in the United States. In particular, he studies a program wherein teachers participated in a tournament with other teachers in their school teaching the same subject; teachers with the highest student performance received bonuses. The tournament led to significantly higher student test scores. Springer et al. (2010) report results from an experiment in the Nashville school system in which some teachers, who volunteered to participate in the experiment, were randomly assigned to participate in individual-level performance pay and other volunteer teachers were randomly assigned to a control group. They find no average effect of performance pay. Muralidharan & Sundararaman (2011) find that a pay-for-performance program in India significantly improved student outcomes. Other papers study the impact of school-level incentive programs and find mixed results.3 Neal (2011) and Imberman (2015) provide a more general overview of the impacts of performance pay programs.
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Goodman & Turner (2013) and Fryer (2013) find no evidence that a group incentive program has an impact on student outcomes. Imberman & Lovenheim (2015), and, outside of the U.S., 
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Relative to these papers, our paper aims to contribute by providing a direct causal estimate of the incentive effect of individual-level performance pay using especially rich data, which allows us to match students to teachers and assess outcomes on both incentivized and unincentivized dimensions. We also test for – and provide evidence of – gender differences in the incentive effect of individual-level performance pay. In addition, our focus on high schools is somewhat unique; much of the existing performance pay literature in the U.S. considers elementary and middle schools where responses to changes in educational inputs may be quite different. 3.



Individual-level teacher incentives in North Carolina school districts Our difference-in-differences approach takes advantage of the introduction of



performance pay in a set of North Carolina school districts throughout the past decade. These districts include Charlotte-Mecklenburg (where the performance pay program started in 20072008), Guilford (program started in 2006-2007), and Cumberland (program started in 20072008). In all three districts, even when performance pay is introduced, only a subset of high-need schools within each district is treated. “High-need” is defined based on percentage of students eligible for free lunch, historical teacher turnover, and academic performance (as measured by state-designed end-of-grade and end-of-course tests).4 Ultimately, 16 schools in CharlotteMecklenburg, 10 schools in Cumberland, and 39 schools in Guilford implemented performance pay.5



Lavy (2002) and Glewwe et al. (2003) document positive impacts of group incentive schemes on student outcomes. 4 This information came from discussions with the director of the performance pay initiatives in Guilford County Schools. 5 Note that four school districts in North Carolina adopted performance pay programs in the time period we study. However, in one of those districts (Winston-Salem/Forsyth), reforms impact 
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In the treated schools, performance pay is awarded on the basis of high value-added. In high school, the level of education we focus on, this is measured as the difference between a student’s actual end-of-course (hereafter shortened to EOC) test score and their predicted test score based on previous end-of-course and end-of-grade scores. We discuss this in more detail in the data section. The EOC tests are designed by the state and are the same for all students across districts in a given year. Not all courses have EOC tests; during the period we study, high school students consistently take EOCs in Algebra 1, Algebra 2, Biology, and English 1.6 Performance pay bonuses are therefore only available for high school teachers who teach one of these four subjects. Bonuses are paid to teachers who achieve some threshold level of value-added. For instance, teachers in Guilford County receive $2,000 if their value-added is “1 standard error above the district mean” and $6,000 if value-added is “1.5 standard errors above the mean.” Specific parameters such as the size of incentivizes and the threshold level of value-added necessary to qualify differ across the three districts, but in all cases this general incentive structure is the same. In the impacted schools in all three districts, recruitment incentives were introduced at the same time that performance pay was introduced. These incentives provided one-time bonuses to new teachers filling hard-to-staff positions; some of these bonuses are particularly aimed at



only elementary and middle schools. We focus on high schools in this paper, so high schools in that district are part of our control group. In Guilford and Charlotte-Mecklenburg the program started with a smaller number of schools and eventually expanded to the number of schools listed here. In our difference-in-differences analysis, we define treatment at the school-level; thus, even though performance pay is present in some schools in Guilford County in 2006-2007, a school that is not treated until 2008-2009 is not coded as treated until then. 6 Mansfield (2015) notes that some other courses also have EOC tests, but as these are not consistently administered (or at least consistently available in the data), they are excluded from the analysis. 
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attracting teachers with a recent record of high value-added, others simply provide bonuses to teachers willing to fill the necessary positions. To avoid conflating the influence of the recruitment incentives and performance pay, we focus our analysis on teachers who were present in their schools before and after the introduction of performance pay, isolating the incentive effect of the performance pay component of the reform. We discuss this more in Section 4. However, we show that results are similar without this restriction.



4.



Data This paper uses data on the population of students and teachers in public North Carolina



high schools between 1997 and 2013 obtained from the North Carolina Education Research Data Center. The data has two key features that make them well-suited for studying individual teacher performance pay: first, we observe information that allows us to match students to their teachers, and, second, we also observe the student end-of-course (EOC) test scores used for evaluating teacher performance. The data also include rich student and teacher demographics, as well as school and district characteristics. As discussed above, students take EOC tests in Algebra 1, Algebra 2, Biology, and English 1 during our study period.7 The analysis is therefore restricted to teachers that we observe teaching these subjects to high school students (whom we will refer to as “EOC teachers”). Summary statistics describing the average characteristics of the full sample of EOC teachers in North Carolina and our estimation sample of EOC teachers are reported in Table 1.
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Jackson (2014) restricts analysis to Algebra 1 and English 1 in his investigation of tracking using the same data, reasoning that these two courses have the most consistently administered EOC tests. We report results in which we both pool the four EOC courses together and consider the individual courses separately, showing that restricting the sample to Algebra 1 and English 1 do not affect the pattern of results. 
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The estimation sample only includes teachers from the types of schools that were eligible for the studied performance pay programs in North Carolina: schools that are deemed “low-achieving” (administratively defined by the share of students at grade level), schools that have a high teacher turnover rate, and schools that have a large share of students on free lunch. The latter two are defined by the school being in the upper quintile of the respective distribution. The final sample contains 4,930 unique teachers observed for an average of 2.5 years each during our study period.8 As expected given the profile of the teacher labor market, there are more female than male EOC teachers. There is no teacher gender composition difference between the full sample and the estimation sample. The difference in the ethnic composition of teachers between the full sample and estimation sample of EOC teachers is more striking. While 12 percent of EOC teachers in North Carolina are black, this share increases to 31 percent in the estimation sample. This is not surprising given that the high-need schools in the estimation sample are likely to be located in high-minority areas. Teachers in the estimation sample are also less likely to have a graduate degree and have fewer years of experience than other EOC teachers, although these differences are smaller in magnitude. Table 2 splits the teachers in the estimation sample by gender. Teacher value-added measures (VAMs) are discussed in more detail in a later subsection, but the first row shows that male teachers have lower value-added than female teachers. The plurality of male teacher-byyear observations is in Algebra 1 (31 percent), with smaller shares in each of the other courses. Female teacher-by-year observations are most likely to be in English 1, representing 40 percent of female observations. Note that the shares of teacher-year observations in each course do not 8



We also report results using the full sample of North Carolina EOC teachers, showing that the above sample restriction has little effect on the findings. 
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sum to one given teachers may teach more than one course in a given year (both Algebra 1 and Algebra 2, for example). We also note that while experience and education are relatively similar across male and female teachers in our estimation sample, the racial composition of male and female teachers differs; a larger share of male teachers are white. Later in the paper, we provide evidence that points against the possibility that gender differences are simply explained by racial (or other) differences in response to performance pay. The next two subsections explain how students and teachers are matched and how teacher value-added is calculated.



4.1 Matching students and teachers Constructing student-teacher matches is necessary because the teacher identifier in the student-level EOC test score file reflects the teacher who administered the EOC test rather than the teacher who taught the course (although these may be the same in some circumstances). Our algorithm for matching students and teachers draws heavily from Jackson (2014) and Mansfield (2015), two papers that use the same North Carolina education data that we do.9 The existence of a separate classroom-level (“activity”-level) file containing the true teacher identifier and a set of classroom characteristics for every course taught by every teacher allows us to generate matches; students (and their individual EOC test scores) can be linked to teachers by matching reported classroom demographic composition from the classroom-level data with constructed classroom demographic composition from the student-level data. We discuss the full details of our
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We are grateful to both authors for making their matching code available through the replication archives of the journal in which these papers were published. The replication code from Rothstein (2010) was also very useful. 
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matching procedure in Appendix A. We note, however, that our algorithm leads to matches of at least an equal quality to Jackson (2014) and Mansfield (2015).



4.2 Calculating value-added Loosely, a teacher’s value-added is the average gain in test scores experienced by his or her students during the academic year. In elementary and middle schools, subject-specific endof-grade (EOG) tests in English Language Arts and Mathematics provide natural “pre-treatment” and “post-treatment” test scores. High school courses, however, are not as naturally sequential. In North Carolina, value-added in high school is therefore computed using the gap between actual and predicted test scores rather than before and after test scores. Predicted test scores are typically a function of a variety of past test scores. We follow the approach used by North Carolina schools in constructing predicted scores and value-added measures for their teachers. Specifically, we predict test scores for Algebra 1, English 1 and Biology based on normalized 8th grade language and mathematics EOG test scores (Algebra 1 test scores are added to the model for predicting Algebra 2 test scores). The cohort of students taking EOG tests in 2006 is used to estimate the parameters for the predictive model as this is the final year before any performance pay programs are introduced in North Carolina; student i’s test score in teacher j’s classroom in course c (such as Algebra 1) in 2006 is a linear function of his or her 8th grade language and mathematics scores:10



𝑦"#$,&''(



=



2 2 𝛼$ + 𝛽-$ 𝐿𝑎𝑛𝑔",&''( + 𝛽3$ 𝑀𝑎𝑡ℎ",&''( + 𝜀"#$,&''(
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Models in which language and mathematics test scores enter quadratically are also considered, but this barely affects the predicted score. 
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Using the estimated parameters 𝛼"$ , 𝛽-$ and 𝛽3$ from the above regression, we obtain predicted scores 𝑦 in course c for students writing EOC tests in other years:



𝑦"#$8



=



2 2 𝛼$ + 𝛽-$ 𝐿𝑎𝑛𝑔"8 + 𝛽3$ 𝑀𝑎𝑡ℎ"8



This predicted test score is important in constructing VAMs and serves as a control in later student-level analyses. Two primary measures of teacher value-added are considered in this paper; we will provide the mathematical expressions for both, and then explain the control variables in the specifications. The first model estimates teacher VAMs that are fixed over time. These can be interpreted as proxies of a teacher’s average effectiveness over his or her career. We define the test score gain for student i with teacher j in course c in year t as ∆𝑦"#$8 = 𝑦"#$8 − 𝑦"#$8 , the difference between the student’s actual and predicted test score. The fixed teacher VAMs are obtained from the teacher fixed effects 𝛾# in the below model (which are normalized to be mean zero and standard deviation one over the study period after they are estimated).



Time-invariant VAM: ∆𝑦"#$8



=



𝛽𝑋"8 + 𝛿𝑋"#$8 + 𝜋? + 𝛼$8 + 𝛾# + 𝜀"#$8



The second model estimates time-varying teacher VAMs, which allow us to assess whether an individual teacher exerts more (or less) effort in response to performance pay. These are obtained by estimating and then normalizing teacher-by-year fixed effects 𝛾#8 in the below specification.
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Time-varying VAM: ∆𝑦"#$8



=



𝛽𝑋"8 + 𝛿𝑋"#8 + 𝜋? + 𝛼$8 + 𝛾#8 + 𝜀"#$8



In addition to the course-by-year fixed effects 𝛼$8 that capture any subject- and yearspecific shocks, our VAM estimation approach follows Jackson (2014) by including controls for student characteristics 𝑋"8 and class composition 𝑋"#8 (both the mean characteristics and lagged outcomes of other students in teacher j’s course c class during year t), track fixed effects 𝜋? , and obtaining teacher fixed effects from the means of the residuals. The importance of controlling for track assignment in the high school context is detailed in Harris and Anderson (2012) and Jackson (2014), and we follow Jackson (2014) by defining school-specific academic tracks using the unique combination of the most common high school courses taken by students, the grade in which students take these courses, and whether the courses are taken at the regular or honors level. We will discuss later in the paper that our results are robust to taking a much simpler VAM as our teacher-level outcome measure. The simpler VAM is constructed in the same way as the main VAM, but excludes all controls except for course-by-subject fixed effects on the right-hand side. Rothstein (2010) notes that the most widely used VAM in practice, the Tennessee Value Added Assessment System (TVAAS), implies a model similar to the time-varying one above.11 The VAMs we use are not necessarily exactly the same as those used to evaluate teacher performance in the various performance pay programs we study (Guilford, for example, uses the
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An alternative VAM, which includes a linear control for past achievement and considers the level test score rather than the test score gain as the dependent variable is commonly used by academic economists (Aaronson, Barrow, and Sander, 2007; Goldhaber, 2007; Jacob and Lefgren, 2008; and Kane, Rockoff, and Staiger, 2008). We do not report results using this VAM in the paper, although note that they were very similar. 
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SAS EVAAS, which is very closely related to the TVAAS), but they are likely to be highly correlated given the general stability of different measures of value-added. It is worth noting that there is considerable debate surrounding whether value-added models’ estimates are biased by selection, such as students being nonrandomly assigned to teachers. Although Rothstein (2010) finds that current measures of value-added affect past scores, arguing that this is evidence of selection, Goldhaber and Chaplin (2015) and Chetty et al (2016) show that tests for balance using lagged outcomes are not robust, and both randomization and Monte Carlo simulations without selection yield similar patterns. Our use of value-added is consistent with the performance pay programs we study (in that they incentivize value-added), so our first-order concern in this paper is if any confounding selection is somehow correlated with the introduction of individual-level performance pay programs, which we think is unlikely. However, given teacher VAMs are one of the primary outcomes considered in this paper, we discuss and report the results from two VAM validity tests in Appendix B. The first test provides evidence that the estimated VAMs account for the nonrandom assignment of students to teachers based on observable student characteristics, while the second test considers selection on unobservables.



5.



Methodology for Estimating Effect of Performance Pay Programs Our main analysis centers on a difference-in-differences estimation of the impact of



performance pay on teachers’ value-added, the dimension of their performance that they are incentivized to improve. With teacher-years as the unit of observation (dropping teachers who appear in more than one school in the same year) and pooling all EOC teachers, our baseline estimating equation can be written as:
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𝑉𝐴𝑀#B$8



=



𝜃𝑇𝑟𝑒𝑎𝑡𝑒𝑑B8 + 𝛾$8 + 𝛿B + 𝜁# + 𝜀#B$8



𝑉𝐴𝑀#B$8 is the value-added measure of teacher j in school s in course c during year t described in the previous section, 𝑇𝑟𝑒𝑎𝑡𝑒𝑑B8 indicates whether an individual-level performance pay program was operational in school s during year t, 𝛾$8 are course-by-year fixed effects, 𝛿B are school fixed effects, and 𝜁# are teacher fixed effects. The course-by-year fixed effects capture any time-varying course-specific shocks such as variation in the difficulty of particular EOC tests across years, while the school fixed effects control for any systematic differences between schools that implement performance pay and those that do not. The inclusion of teacher fixed effects means that the parameter 𝜃 identifies the average change in a given teacher’s value-added during exposure to a performance pay program. An estimate of 𝜃 from the above model, however, may be confounded by a variety of factors in our setting. First, recruitment incentives were introduced at the same time as performance pay in the programs we study. Some teachers that appear as “treated” may have sorted into treatment as a result of recruitment incentives. To eliminate the influence of this second reform and isolate the incentive effect of performance pay, our main specifications include teacher-by-school fixed effects 𝜁#B . Identification of the impact of performance pay therefore stems from teachers who were present in a school before and after the introduction of performance pay; in other words, teachers who do not sort into or out of the school because of the policy changes. Of course, the
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effects of performance pay on teacher recruitment and retention are interesting in their own right, and we explain how we explore these later in this section. Second, teachers or principals may affect class composition in response to performance pay. Although our VAM estimation procedure controls for student characteristics, meaning that class composition is factored out of the estimated teacher VAMs, we nonetheless add class composition controls 𝑋#$8 to the model to further mitigate these concerns. These include controls for class racial composition, gender composition, average level of parental education within the class, and average neighborhood poverty rate within the class. Third, Jackson and Bruegmann (2009) find that students have larger test score gains when their teachers have higher quality peers. Given that both performance pay and the simultaneously-introduced recruitment incentives may affect a school’s teacher composition, we include the mean teacher value-added from the previous year of teacher j’s current colleagues in some models, which we denote by 𝑉𝐴𝑀I#,8IJ . Fourth, performance pay programs may be targeted at schools with declining student achievement if it was thought that performance pay could arrest the decline. On the other hand, performance pay programs may be introduced into schools that are on an upward trajectory if the school improvement is caused by better administrators, and these administrators are also more likely and willing to incorporate new ideas. We include school- or district-specific trends in some specifications to show that results are robust to these concerns. Finally, the central contribution of this paper is exploring whether performance pay effects differ by teacher gender. We investigate this by interacting the performance pay indicator with an indicator for whether the teacher is female. Combining all of these considerations provides our richest model.
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𝑉𝐴𝑀#B$8



=



𝜃𝑇𝑟𝑒𝑎𝑡𝑒𝑑B8 + 𝜇𝑇𝑟𝑒𝑎𝑡𝑒𝑑B8 ×𝐹𝑒𝑚𝑎𝑙𝑒# +𝛽𝑋#$8 + 𝜆𝑉𝐴𝑀I#,8IJ + 𝛾$8 + 𝜁#B + 𝜀#B$8



The coefficient on the performance pay indicator 𝜃 reflects the incentive effect of performance pay for male teachers, the coefficient on the interaction 𝜇 reflects the difference in the effect between males and females, and the sum of the coefficients (𝜃+ 𝜇) reflects the effect for female teachers.12 We weight the teacher-level regressions by the numbers of students they teach in a given year so that effects can be interpreted in relation to the average impact of performance pay on students, the primary policy concern. We cluster our standard errors at the district and teacher level. Our teacher-by-school fixed effects do not account for within-district (across teacher) or within-teacher (across district) correlations. These two levels of clusters are non-nested, so we view two-way cluster-robust standard errors as the most appropriate approach. We subsequently show that results are similar when the regressions are unweighted or when we cluster only at the level of treatment, the school district. The above model provides our main results. An alternative model uses student-by-course level data and considers the direct effect of teacher performance pay on individual student outcomes. The student-level analysis allows us to consider student-level outcomes that were not directly incentivized by the performance pay programs, as well as control for a vector of student
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We also report results from models estimated separately by teacher gender and with controls fully interacted with teacher gender to show that results are not driven by other differences between male and female teachers. 
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characteristics 𝑋"#B$8 (including predicted EOC test score13, race, gender and grade), class composition 𝑋"#$8 , and teacher peer quality 𝑉𝐴𝑀I#,8IJ (as defined in the teacher-level model above). The demographic controls allow us to more directly rule out the influence of differences in classroom composition that may impact our teacher-level analysis. The student-level analysis also allows us to ensure that results are not driven by the way we construct teacher VAMs. Our primary student-by-course level model is:



𝑆𝑡𝑢𝑑𝑒𝑛𝑡𝑂𝑢𝑡𝑐𝑜𝑚𝑒"#B$8



=



𝜃𝑇𝑟𝑒𝑎𝑡𝑒𝑑B8 + 𝜇𝑇𝑟𝑒𝑎𝑡𝑒𝑑B8 ×𝐹𝑒𝑚𝑎𝑙𝑒# + 𝜋𝑋"#B$8 +𝛽𝑋"#$8 + 𝜆𝑉𝐴𝑀I#,8IJ + 𝛾$8 + 𝜁#B + 𝜀"#B$8



Both contemporaneous and future student outcomes are considered. The primary contemporaneous outcome is student EOC test scores, providing an analog to the teacher-level analysis of teacher value-added. The future outcomes include final course grades in Geometry and English 2, which typically follow Algebra 1 and English 1, respectively.14 Neither of these subjects have consistent EOC tests and are therefore not taught by incentivized teachers during our study period.15 Achievement in these courses measures how well teachers have prepared students for material unrelated to the incentivized EOC test (but still in the same subject), providing a measure of teacher effectiveness along a dimension that is not incentivized. We also explore whether potential changes in teacher effort related to EOC test material affects students’ desires to study after high school. 13



In addition to the main specification in which predicted EOC test scores enter linearly, we also report results from models in which previous student achievement controls take the form of predicted score deciles, raw grade 8 language and mathematics scores, and raw grades 6 to 8 language and mathematics scores. 14 Hill (2015) provides descriptions of typical course pathways in high school. 15 There is one exception to this statement: an English 2 EOC test is introduced in the final year of our sample. 
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Teacher performance pay programs may affect teacher recruitment and retention (teacher sorting). Although we cannot isolate the effect of teacher performance pay on teacher recruitment given the simultaneous introduction of the recruitment incentives, we can investigate the effects of performance pay on teacher retention by using as the dependent variable an indicator for whether the teacher is in the same school as the previous year. Given the teacherby-school fixed effects, this model is essentially asking whether a teacher in an “ever treated” school is any more or less likely to remain in the same school after performance pay is introduced. In addition, we provide evidence on the recruitment effects of the overall policy change by doing a school-level analysis in which we investigate whether the mean characteristics of new-to-school teachers are affected by treatment.



6.



Results Before proceeding to our results, we describe a series of balance tests aimed at assessing



whether treatment coincides with any observable changes in the class or school, and, most importantly, whether there are differences by teacher gender in any changes. To do so, we estimate our main teacher-level difference-in-differences specification with teacher-by-school fixed effects considering a variety of outcome variables: several measures of class composition (share of students who are female, share of students who are white, share of honors students), teacher peer quality (𝑉𝐴𝑀I#,8IJ ), and several measures of students’ prior achievement. Results are presented in Table 3. Panel A reports the results from the version of our model where we assess the overall impact of the treatment; Panel B reports the results from our primary model, where we allow the treatment to have different effects by teacher gender. Ultimately, we find no significant relationship between treatment and any of the covariates considered (Panel A).
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Moreover, treatment does not contribute to gender differences in any of the covariates (Panel B). This helps rule out the possibility that any gender differences that arise in our main outcome variable in response to treatment are due to, for instance, male teachers selecting into teaching courses where a higher share of students are honors students. We now turn to our main empirical results, employing the difference-in-differences design described in the previous section. Our first set of results assesses whether performance pay has an impact on teachers’ value-added. We then explore how performance pay impacts the composition of teachers sorting into a school and teacher retention. In both cases, we assess whether there are gender differences in response to performance pay. We then probe the impact of performance pay on other outcomes.



6.1 Impacts of performance pay on value-added and student achievement Table 4 reports the results of teacher-by-year level analyses in which teacher VAMs (the teacher performance measure directly linked to the performance pay bonuses) are the outcome of interest. We begin with a simple specification in Column 1 and build up to our richest specification in Column 5. Panel A reports the overall performance pay effect, while Panel B reports results that allow performance pay effects to differ by teacher gender. We begin with the overall treatment effect (Panel A). Column 1 reports the results of a simple difference-in-differences specification. Unlike our main specification, here we only include school fixed effects. This specification is simpler than our main specification in that it does not rely on within-teacher variation in treatment and makes no attempt to strip away the potential influence of sorting driven by the suite of reforms. Recall that we cannot cleanly identify the sorting effect of performance pay due to the simultaneously-introduced recruitment
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incentives. The estimate in Column 1 of Panel A reveals a positive, but insignificant, effect of treatment on the average teacher value-added in treated schools. Notably, in including only school fixed effects and assessing the combined impact of the sorting and incentive effects, this specification provides a relatively close comparison to much of the existing literature. Existing papers also typically find a small, positive effect. Pham et al. (2017) conduct a meta-study of research on teacher merit pay and find that the average estimated effect is 0.052 standard deviations, which is similar to our estimated effect of 0.044 standard deviations. Column 2 replaces the school fixed effects with teacher fixed effects. This is still simpler than our main specification given that part of the within-teacher variation in treatment may be driven by teachers sorting into schools introducing reforms. Because we do not have school fixed effects in this model, we include a “School ever treated” dummy so that our model still maintains the basic features of a difference-in-differences estimator. In this specification, we see a negative – but still insignificant – effect of treatment. The remaining columns report our main specifications. Column 3 includes teacher-byschool fixed effects, eliminating any effects from teacher sorting, Column 4 adds controls for the demographic composition of teachers’ classrooms, and Column 5 further adds the average lagged value-added of other teachers in the high school to account for the potential influence of increased teacher peer quality driven by the reforms. The inclusion of the peer teacher quality control slightly reduces the sample size as it is not available for all observations. Across these three specifications, we find that performance pay has a significant negative effect. Because these specifications are identified from teachers who were present in schools that introduced performance pay before and after the reform, these estimates provide evidence that performance pay has a negative incentive effect in these schools. The fact that the specification with school
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fixed effects (Column 1) yields an insignificant positive coefficient suggests that the negative incentive effect documented in Columns 3 to 5 is counteracted by a positive sorting effect, either driven by the recruitment incentive or performance pay itself. Turning to Panel B, motivated by a literature discussed in the introduction, we assess whether male and female teachers react differently to performance pay. Existing evidence from other contexts suggests that women may react negatively to performance pay. The negative coefficient on “Treated X Female” in our main specifications (Panel B, Columns 3, 4, and 5) indicates a clear gender difference in response to performance pay. Male teachers demonstrate a weak and insignificant positive response to performance pay, while female teachers’ value-added is significantly lower under performance pay. The gender difference is also observed in the simpler specification with teacher fixed effects in Column 2, which - unlike our main results conflates the effects of sorting and the direct effects of the performance pay bonuses. Table 5 reports a series of robustness tests. In Column 1, we show that results are robust to taking a simpler VAM as the outcome variable.16 In Columns 2 and 3, we show that our results are robust to the inclusion of district- or school-specific linear time trends. As noted in a previous section, we may be concerned that schools or districts that introduced performance pay were on a different trajectory than other schools. Controlling for trends helps minimize this concern. An event study approach, presented below, further minimizes these concerns. In Column 4, we report results without weighting the regression by student count. Column 5 reports results where standard errors have been clustered only at the school level. In Column 6, we repeat our analysis taking all non-treated high school teachers in North Carolina as the control
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The VAM taken as an outcome in this table is more similar to the one used by schools in our sample to determine who receives performance-based bonuses. It simply measures the teachers’ contribution to students’ gains, without accounting for tracking, classroom composition, etc. 



24



group rather than the subset of teachers from the high-need schools in the estimation sample. Results are similar when using this more general control group.17 It is worth noting that in some of these specifications, we lose precision on our estimate of the overall effect of performance pay (top panel), but the gender difference is consistently negative and significant (bottom panel, “Treated X Female” coefficient). In Appendix Table 3, we report results from models where we separately estimate the effects of performance pay for male teachers and female teachers, as well as a third specification that achieves the same flexibility by fully interacting all controls (including year-by-subject fixed effects) with teacher gender. The pattern of effects in this table is consistent with our main result. To assess the likelihood that the gender difference we have identified could have occurred by chance, we conduct a placebo test where we re-estimate our main specification one thousand times, each time randomly assigning every teacher a “placebo gender” under the constraint that the share of “placebo females” in the sample matches the actual share of female teachers in our sample. Figure 1 plots a cumulative distribution function of the estimated “Treated X (Placebo) Female” coefficients. Our actual estimate of the gender difference in response to treatment (from Table 4) is indicated in the figure as a vertical, solid, red line, with 95% confidence intervals indicated by the surrounding dashed lines. First, note that the distribution of the estimated coefficients is roughly symmetrical around zero, suggesting that there is no underlying bias towards observing a gender difference in response to treatment. More importantly, our actual estimate is in the left tail of the placebo distribution; only 7.9% of the placebo estimates are more negative than our actual estimate.
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We also found the same pattern of effects when restricting the sample to ever-adopters (the subset of schools that implement performance pay during the study period), although results were less precise in this small sample. 
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Next, we modify our richest specification (Column 5 of Table 4) to estimate event study specifications. Specifically, we replace the “Treated” indicator with a vector of indicators that are equal to one if a teacher will be treated in 3 or more years, 2 years, the current year, 1 year ago, 2 years ago, or 3 or more years ago. Teachers that will become treated in one year (“1 year pre-treatment”) serve as the omitted category. This specification allows us to assess both the dynamics of the treatment effect and whether there is any difference in teacher VAMs in the years leading up to treatment between schools that will introduce treatment and those that will not. This indicates whether we need to be concerned about non-random selection of schools and pre-treatment trends. We repeat this more flexible specification to investigate gender differences in two ways: (1) by running the specification separately for male and female teachers and (2) by interacting each time period indicator (“2 years pre-treatment”, etc.) with an indicator for a female teacher. The dynamic treatment effects are presented graphically in Figure 2. The upper left panel shows results from the simple specification where we do not allow for gender differences in the treatment effect. We plot the coefficient, 90% confidence interval, and 95% confidence interval for each “time to/since treatment” indicator. The VAMs of soon-to-be treated teachers are not statistically different from zero in the years leading up to treatment. The post-treatment estimates further support the conclusion from Panel A of Table 4: there is some evidence of a negative incentive effect of performance pay overall, which remains relatively stable over time. The upper right panel reports the results from a specification where we have restricted the sample to male teachers, while the lower left panel does the same for female teachers. The lower right panel reports the estimated gender difference, plotting the “Treated X Female” coefficient from a specification similar to our main one. We find that male teachers exhibit no clear positive or
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negative response to performance pay, while female teachers experience a clear negative incentive effect. The final panel is suggestive of the gender difference documented in the main model above, although it is imprecisely estimated due to the imprecision associated with the male estimates. We do note that some caution may be warranted in interpreting the male teachers-only event study as there appears to be some evidence of pre-treatment trending. Insofar as the gender differences panel (bottom right) relies on trends from both male and female teachers, the same caution is warranted there. Of course, with the small number of male teachers further subdivided into teacher-by-year cells, confidence intervals are quite wide making it difficult to make a definitive statement one way or the other regarding pre-trends. The female teachers-only panel, on the other hand is more precisely estimated owing to the much larger number of female teachers, reveals no clear evidence of pre-trends, but does provide evidence of a reduction in the value-added measure after treatment begins. Figure 3 addresses a different concern. Given the non-uniform distribution of male and female teachers across subjects (a relatively larger share of female teachers in English and a relatively smaller share of female teachers in Algebra 1), it is possible that any detected gender difference in the effect of treatment reflects heterogeneity in the treatment effect across subjects rather than an actual gender difference. Figure 3 graphically depicts the results from four separate specifications, one for each subject, allowing us to test within-subject gender differences in performance pay effects. While less precise than our main estimates, we observe negative gender differences across all four subjects. We explore whether the size of the available performance-based bonus affects the estimated gender difference in Appendix Table 4. Bonuses vary across districts and, in some cases, over time in the performance pay programs we study. Our expectation is that larger
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bonuses may generate larger responses. We investigate this by replacing the treatment indicator with either the minimum or maximum bonus available to a treated teacher in the district in the given year. The results are roughly in line with our main results. Larger bonuses generate lower value-added overall, but this is entirely driven by a negative response from female teachers. Interestingly, the coefficients are larger in magnitude when we consider the minimum dollar amount available, suggesting teachers are more responsive to the size of the easier-to-obtain bonus than they are to the maximum amount possible. These results are presented with the caveat that it is difficult to disentangle district-specific and size-of-bonus effects given that much of the variation in bonus sizes is across districts rather than over time. As there are some gender differences in time-invariant VAMs (a broad measure of teacher ability) and other characteristics like teachers’ racial composition, in Table 6 we test whether other dimensions of treatment heterogeneity can explain the gender difference. Columns 1 to 4 test for treatment heterogeneity along several other dimensions; Column 5 includes all interactions in a single specification to test whether the gender difference survives when allowing for other sources of heterogeneity. The results in Column 1 consider heterogeneous treatment effects along the teacher ability dimension by interacting “Treated” with “High VAM”, a dummy that equals one if a teacher has above median time-invariant value-added. We find a difference in the effect of performance pay between high- and low-VAM teachers; high-VAM teachers are more likely to respond negatively to treatment. Note that this could be explained by the fact that high-VAM teachers are more likely to be female. Column 2 shows that there is no heterogeneity in the treatment effect by teacher race. Dividing teachers into those with above and below median years of experience, Column 3 shows that performance pay has negative incentive
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effects on the most experienced teachers18. Column 4 tests whether the impact of treatment varies with the level of educational attainment the teacher has received, and finds no such evidence. Finally, Column 5 includes all of the interactions from Columns 1 to 4 as well as our typical “Treated X Female” interaction. We find that the gender difference remains significant and negative, even when accounting for other treatment interactions; in fact, the gender difference in response to treatment is the largest estimated source of heterogeneity. We now turn to student-by-course level data to directly assess the impact of performance pay on student EOC test scores. There are several advantages to repeating the analysis at the student level. Recall that in our main student-level specifications, we regress a student’s EOC test score on the treatment indicator, the student’s predicted EOC score, teacher-by-school fixed effects, year-by-course fixed effects, and a limited set of demographic controls. By controlling for the student’s predicted EOC score on the right-hand side, this specification becomes a student-level assessment of value-added; therefore, like the teacher-level analysis, the studentlevel analysis assesses the impact of performance pay on the incentivized dimension. Additionally, student-level analysis allows us to explore alternative outcome variables which may be impacted by performance pay, which we return to in a later section. Table 7 reports results from our main student-by-course level analysis. As before, Panel A reports the overall effect of performance pay on student test scores, while Panel B tests for gender differences in teachers’ responses to performance pay. We begin with a simple specification with school fixed effects in Column 1 and build up to our main specifications. We view Columns 3 to 5 as our main specifications in the student-by-course level analysis; in these specifications, we include teacher-by-school fixed effects to strip away the impact of teacher 18



This is broadly consistent with Sojourner et al. (2014) who found productivity increases in schools with a higher share of less experienced teachers. 
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sorting. Column 4 adds controls for student characteristics; Column 5 further adds controls for class composition controls, as in the teacher-level analysis. The results in Table 7 generally parallel those from our teacher-level analysis. Focusing on Panel A first, we observe a negative average incentive effect of performance pay. Turning to Panel B, we observe a clear gender difference in response to treatment across all specifications: treated students whose teachers are female achieve significantly lower EOC scores than treated students whose teachers are male. Our student-level results are robust to a number of alternative controls for prior student achievement.19



6.2 Impacts of performance pay on the composition of teachers and teacher retention Next, we explore how performance pay impacts teachers’ labor market sorting decisions and whether there is evidence of a gender difference in sorting decisions. This is of interest for two reasons. First, the school districts that introduced performance pay and the associated recruitment incentives did so with the goals of attracting higher quality teachers and increasing retention. And, second, the literature on gender differences in response to competition highlights that women respond more negatively to competition and are less likely than men to seek out competitive environments. These two effects parallel the incentive and sorting effects from the performance pay literature. We again note that the environment we study is not, strictly speaking, competitive, but we may expect similar patterns in response to performance pay.
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In particular, we show that results are robust to controlling for dummies indicating deciles in predicted score, simply entering raw grade 8 language and mathematics scores as controls, or even including a full vector of language and mathematics scores from grades 6 to 8. See Appendix Table 5. In addition, results are robust to restricting the sample to students only in 9th grade, or either in 9th or 10th grade. This eliminates any potential biases arising from 8th grade test scores being systematically worse measures of ability as students progress to higher grades (further away from 8th grade). 
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We first ask whether treatment induces a change in the characteristics of teachers sorting into a school. To do so, we run a series of simple school-by-year level difference-in-differences models with school fixed effects and a “Treated” indicator. We take as outcome variables the average characteristics of teachers who are a new to a school each year (e.g., the share of new-toschool teachers who are female in school s, year t). Note that this average includes teachers who have transferred from another school or district and teachers who are new to the profession altogether. It is also important to emphasize that the “Treated” indicator in this case combines the effects of the performance pay program (our focus) and the simultaneously-introduced recruitment incentives, so we view this primarily as a descriptive exercise. We eliminate the influence of the recruitment incentives when we examine teacher retention later in this subsection. Table 8 reports the results. In schools where performance pay and other reforms have been activated, the share of new teachers (new-to-school and new-to-the-profession) who are female increases by 5.3 percentage points (Column 1), but this increase is only marginally significant. Similarly, there is no evidence that treatment attracts new teachers with significantly higher time-invariant VAMs (Column 2) or performance on teaching qualification examinations (Column 3). We do however find that the average years of experience amongst new-to-school teachers is approximately two years higher post-treatment (Column 4). Column 5 shows that the fraction of teachers who are new to the school is slightly but insignificantly lower in schools that have introduced treatment, perhaps due to lower turnover. We examine where new teachers come from when schools are treated in Columns 6 to 8. Column 6 takes as an outcome variable the fraction of new-to-school teachers who have sorted in from a different school in the same district. We find a large positive effect (12 percentage point
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increase) of treatment on this type of sorting. This increase comes at the expense of the share of teachers sorting in from outside of the district and teachers who are new to the profession; as seen in Columns 7 and 8, the shares of these groups decline by roughly similar magnitudes. We now turn to the related question of whether performance pay impacts teachers’ retention. Focusing on retention allows us to isolate the effects of performance pay on teacher sorting; although recruitment incentives may influence the flow of teachers into a school, teachers who are already in the school are only impacted by the performance pay component of the reform. Any change in the likelihood of staying at the same school after treatment has been introduced can be primarily attributed to performance pay.20 To investigate this, we estimate teacher-by-year level models that are identical to our main specifications (Table 4), but take as our outcome variable an indicator for whether a teacher is in the same school that he or she taught in the previous year. We report results in Table 9. Columns 1 and 3 reveal no impact of performance pay on the likelihood that a teacher remains in a school. Columns 2 and 4 are suggestive of a gender difference in retention, with male teachers more likely to be retained and minimal changes for female teachers, although these results are imprecisely estimated. We also estimate a more flexible model allowing for time-varying treatment effects (as in Figure 2). This allows us to test for pre-trends in retention and for the potential that the treatment effect evolves over time. Results are depicted graphically in Figure 4. As in Figure 2, we present four panels: the impact of performance pay on retention overall (upper left), on males (upper right), on females (lower left), and on the gender difference (lower right). Notably, there are no
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Note that it is possible that the recruitment incentives attract better teachers, and this in turn may impact retention. We acknowledge that we cannot fully rule out that possibility even in our specifications with teacher-by-school fixed effects. 
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clear pre-trends in any of the panels. More interestingly, the results suggest that the simple regressions in Table 9 concealed an important feature of the dynamics of retention in response to performance pay. We find that for both male and female teachers, retention falls immediately upon introducing performance pay, but then increases relative to the pretreatment period. These results are consistent with the existence of heterogeneity in preference for performance pay: teachers who dislike performance pay leave the school immediately, but, conditional on staying, performance pay increases retention. This latter effect is stronger for male teachers: there is a significant negative gender difference in the later years of the “Gender difference” event study (lower right panel). These results, to some degree, parallel findings from the literature on gender differences in competition. This literature finds that men are more likely than women to prefer a work environment with a competitive compensation structure (e.g., Niederle & Vesterlund, 2007). Table 9 and the gender difference panel of the event study provide suggestive evidence that women are significantly less likely than men to choose to work in an environment with performance pay.



6.3 Impacts of performance pay on other outcomes In this section, we consider the impacts of performance pay on other outcomes. First, we investigate the effects on two unincentivized student-level outcomes: performance in future related courses and stated intention to attend college after graduation. The impact of performance pay on unincentivized outcomes is of interest given concerns around “teaching to the test” and, more generally, the multi-tasking problem inherent in performance pay programs in any complex labor setting. Second, we explore whether performance pay affects the types of homework
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teachers assign. This is interesting because it provides a rare opportunity to see how teachers may actually change their behavior to affect test scores. The first outcome we consider is performance in future courses. We ask how having an incentivized teacher for Algebra 1 or English 1 impacts students’ preparation for the next samesubject courses they take (Geometry and English 2, respectively).21 Geometry and English 2 teachers are not eligible for performance-based bonuses as there is no EOC test for those courses during our sample period. We standard-normalize letter grades from transcript data to measure student performance given we do not observe standardized test scores for students in these courses. If performance pay causes “teaching to the test”, we may find that students of treated teachers suffer when they reach Geometry and English 2. If, on the other hand, performance pay generates more general improvement in student ability or preparation, students of treated teachers may perform better in the subsequent courses than their untreated peers. In addition, it is possible that teachers respond to achievement-based incentives by including more advanced material in their curricula, either hoping that this will improve students’ current understanding and performance, or because this is simply a natural way for teachers to exert more effort in the classroom. Results are reported in Table 10. Panel A Column 1 reports the average effect of performance pay on subsequent course performance. We see positive, but insignificant, effects of treatment on students’ performance in related future courses. Given the small contemporaneous impacts reported earlier, this could be interpreted as suggestive evidence of teachers responding 21



We omit Biology from these analyses as, unlike Algebra 1 and English, there is no single course that most students take after having taken Biology. As noted in the methodology section, Hill (2014) shows that Geometry is the most common mathematics course that students take after Algebra 1. 
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to performance pay by teaching more advanced material rather than the arguably more difficult task of deepening student understanding of current material. More strikingly, in Panel B, we see evidence of large gender differences. Students who had a male Algebra 1 or English 1 teacher who was eligible for performance pay perform significantly better in subsequent courses (as indicated by the positive and significant coefficients on “Treated”).22 Students of treated female teachers do not experience the same increase in performance in subsequent courses, as indicated by the negative and significant coefficient on “Treated X Female” that is similar in magnitude to the positive coefficients on “Treated”. Next, we test whether performance pay has an impact on an outcome with potentially longer-run consequences: students’ intentions to attend a 2-year or 4-year college after graduation. Students are asked to report this at the time of each EOC test, so we are able to link their responses to their teacher and, importantly, whether their teacher was treated in the year the EOC test was taken and the teacher’s gender.23 Again, we draw on our student-by-course level panel and estimate specifications similar to those estimated in our main analysis of the impact of
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It is worth noting that the magnitude of the effect of a treated male teacher on future course grades is roughly twice the size (measured in standard deviations) of the effect of a treated male teacher on current-course EOC scores. While we cannot say with certainty why this is true, recall that future course grade measures a student’s overall performance in a course, which therefore includes performance on tests but also homework grades and general participation. It is possible that performance pay leads to improvement in a student’s noncognitive skills, which in turn leads to higher scores on tests (as seen in the current grade effect) but also leads to better performance on other assignments, which would then explain the larger effect in the measure that incorporates these other assignments. 23 This is a major advantage over other potential long-run outcomes available to us, such as whether the student eventually graduates. A student takes many courses during high school, but only the four EOC-subject teachers are incentivized, making the link between performance pay and longer-run outcomes not linked to a particular teacher more tenuous. Moreover, we would not be able to test for teacher gender differences in response to treatment for outcomes not linked to a particular course/teacher. 
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performance pay on student achievement. We take indicators equal to one if a student reports that they intend to attend two-year or four-year college as our outcome variables. Table 10, Columns 2 and 3, report the results. Column 2 reports the impacts of performance pay on the likelihood that a student intends to attend a four-year college after graduation; Column 3 reports the impacts on likelihood that a student intends to attend a twoyear college after graduation. There are no notable effects of being taught by an incentivized teacher regardless of gender on the likelihood of planning to attend a four-year college. There is some evidence that being taught by a male incentivized teacher but not a female incentivized teacher increases the likelihood of planning to attend a two-year college (Column 4). Recall that we observed a gender difference in teachers’ response to performance pay on value-added, the incentivized dimension. Here, we similarly find a gender difference, but one that operates differently than in the previous section. The results here suggest that male teachers respond to performance pay in ways that generate gains in dimensions other than current test scores, while this is not evident for females. Finally, we investigate whether performance pay affects teacher behavior inside the classroom. We do so by drawing on the (more limited) data that we have on how teachers teach their courses and evaluate their students. In particular, the student-level data provides information on the type of homework that students have been assigned in every EOC course. We observe a series of dummy variables indicating whether the teacher assigned reading, worksheets, textbook problems, writing, or research for homework. For each of these homework categories, we take the within-teacher-by-year modal student response as the indicator for whether a teacher assigned a particular type of homework in a given year. We run a series of
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linear probability models at the teacher-by-year level, taking the modal response to each of these homework categories as outcomes. Results are reported in Table 11. Panel A reports the overall effect of performance pay. We find that teachers are less likely to assign worksheets or research-oriented assignments. Panel B allows for gender differences in the impact of treatment. We see that male teachers are significantly less likely to assign “Worksheets” and are more likely to assign “Textbook” homework. These shifts align with intuition: if there is increased pressure for students to perform well on state-designed EOC testing, teachers may shift towards problems in state-provided textbooks (and away from worksheets which may have been found or designed by the teacher). Female teachers, on the other hand, are also less likely to assign worksheets, but – although the gender difference is not significant – are not more likely to assign textbooks. The decline in the assignment of research-oriented projects was entirely driven by women (Column 5). Overall, there appears to be some evidence of teachers changing their behavior inside the classroom in response to performance pay, but we present these results with two caveats. First, the available measures describe the types of homework assigned rather than the intensity of homework assigned; we do not know how much of each type of assigned, only whether a given type was assigned at least once during the year. These measures therefore do not directly capture whether teachers asked more of their students when treated. And, second, given we do not independently know the types of homework teachers perceive as being more productive and the associated effort costs of assigning each type of homework, we can only make suggestive inference about whether any changes we observe reflect teachers making costly investments to improve student test scores.
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7.



Conclusion In this paper, we address two main questions: How does performance pay impact



teachers’ performance and retention? Are there gender differences in teachers’ responses to performance pay? We use rich administrative data to study the impacts of performance pay programs introduced in three school districts in North Carolina in the 2000s to answer these questions. These programs provide bonuses to teachers whose students achieve a high level of growth on state-designed end-of-course tests. The incentives are in some cases quite large; in Guilford County, for example, some teachers are eligible for annual bonuses of up to $12,000, which is 27% of the average teacher salary in North Carolina24. We find that the policy changes generated a small positive overall effect. This combines the sorting and incentive effects of performance pay, as well as sorting effects from simultaneously-introduced recruitment reforms. In our main specifications, we isolate the incentive effect, and focus on gender differences in this dimension. We find a negative incentive effect driven entirely by female teachers. This is broadly consistent with the literature on gender differences in competition, but also shows that similar gender differences are evident in related effort-based compensation schemes like the performance pay programs studied here. On the sorting dimension, although we cannot cleanly identify the extent to which teachers move into schools in response to performance pay, we can investigate effects on retention for teachers already in these schools; male teachers are slightly more likely than female teachers to remain in schools with performance pay. We also observe gender differences in other unincentivized outcomes, including students’ preparation for future courses as well as their intention to attend
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college. While there is some evidence of pre-treatment trends in some outcomes, our results are robust to the inclusion of school- and district-specific trends. Although the central contribution of our paper is our finding on gender differences, it is worth noting how our results on the overall impact of teacher performance pay compare to the existing literature. Our model that includes school fixed effects rather than teacher-by-school fixed effects provides the best comparison to existing studies as this specification captures the overall effect of the performance pay programs rather than isolating the incentive effect. In this model, we find that performance pay has a small imprecise impact on teachers’ value-added. This broadly aligns with experimental evidence from middle schools in Tennessee (Springer et al., 2010), as well as Sojourner et al.’s (2014) findings; we find support for generalizing earlier estimates of pay-for-performance effects to a high school setting. There are a number of reasons to expect that monetary incentives would fail to increase performance in the context of teaching. One possibility is that the performance pay programs are simply ignored by teachers. While this might have been an explanation for results in other papers in the literature that find a limited overall effect of performance, our evidence of a clear negative gender difference in the incentive effect rules this explanation out. We also note that the negative incentive effect we find for female teachers is inconsistent with typical models of worker effort given the policies only introduce upside wage uncertainty. This means we need to turn to less traditional explanations. We suggest that one plausible explanation considers the role of intrinsic motivation in teaching. A long line of research in education has investigated the motivation to become a teacher and has highlighted the predominance of intrinsic and altruistic motivations.25 In a
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For a recent example, see Thompson et al. (2012). 39



separate literature, a number of researchers have raised the possibility that extrinsic rewards can crowd-out workers’ intrinsic motivations and reduce productivity. Theoretically, this may occur either because workers feel their autonomy is threatened (Ryan and Deci, 2000) or because their ability to project an image, to oneself or others, of an intrinsically motivated worker is weakened (Benabou and Tirole, 2003). Experimental research in psychology (Deci, Ryan, and Koestner, 1999) and economics (e.g., Gneezy and Rustichini, 2000) provides evidence of negative responses to performance-contingent rewards. The typical experiment on performancecontingent rewards assigns individuals to a payment scheme, and therefore – as in the main focus of our paper – implicitly tests the incentive effects of performance pay. While our overall positive results when including only school fixed effects are consistent with the existing literature on teacher performance pay, our clear negative effect when isolating the incentive effect is consistent with experimental research on the crowding-out of intrinsic motivation. Notably, the theoretically-negative consequences of extrinsic rewards are strongest for more intrinsically motivated workers. This fact may provide another explanation for the gender difference in our paper. Existing research has documented gender differences in response to incentives in other contexts where intrinsic motivation may be important. For instance, Mellström & Johannesson (2008) find that while women donate blood at a higher rate in the absence of payment, men – and not women – are more likely to donate blood when payment is offered. Women, in fact, are less likely to donate when payment is offered in their study. It is possible that men and women have similarly contrasting motivations in teaching, and, as a result, react to performance incentives differently.26 This hypothesis is speculative, but suggests more



26



Such differences between men and women in the teaching profession have been suggested by researchers in education. Jungert et al. (2014) provide a review. 
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research should be conducted to pin down the role that intrinsic and extrinsic motives play in mediating the impact of performance pay in education.







41



References 1. Aaronson, Daniel, Lisa Barrow, and William Sander. "Teachers and student achievement in the Chicago public high schools." Journal of Labor Economics 25.1 (2007): 95-135. 2. Angrist, Joshua, and Victor Lavy. "The effects of high stakes high school achievement awards: Evidence from a randomized trial." American Economic Review (2009): 13841414. 3. Atkinson, Adele, et al. "Evaluating the impact of performance-related pay for teachers in England." Labour Economics 16.3 (2009): 251-261. 4. Bandiera, Oriana, Iwan Barankay, and Imran Rasul. "Incentives for Managers and Inequality among Workers: Evidence from a Firm-Level Experiment." Quarterly Journal of Economics 122.2 (2007): 729-773. 5. Benabou, Roland, and Jean Tirole. "Intrinsic and extrinsic motivation." The review of economic studies 70, no. 3 (2003): 489-520. 6. Besley, Timothy, and Maitreesh Ghatak. "Competition and incentives with motivated agents." American economic review 95.3 (2005): 616-636. 7. Booth, Alison L., and Jeff Frank. "Earnings, productivity, and performance-related pay." Journal of Labor Economics 17.3 (1999): 447-463. 8. Chetty, Raj, John N. Friedman, and Jonah E. Rockoff. "Using Lagged Outcomes to Evaluate Bias in Value-Added Models." NBER Working Paper No. 21951 (2016). 9. Chetty, Raj, John N. Friedman, and Jonah E. Rockoff. "Measuring the Impacts of Teachers I: Evaluating Bias in Teacher Value-Added Estimates." American Economic Review 104.9 (2014a): 2593-2632.







42



10. Chetty, Raj, John N. Friedman, and Jonah E. Rockoff. "Measuring the Impacts of Teachers II: Teacher Value-Added and Student Outcomes in Adulthood." American Economic Review 104.9 (2014b): 2633-2679. 11. Deci, Edward L., Richard Koestner, and Richard M. Ryan. "A meta-analytic review of experiments



examining



the



effects



of



extrinsic



rewards



on



intrinsic



motivation." Psychological bulletin 125, no. 6 (1999): 627. 12. Dee, Thomas S., and James Wyckoff. "Incentives, selection, and teacher performance: Evidence from IMPACT." Journal of Policy Analysis and Management 34.2 (2015): 267297. 13. Delfgaauw,



Josse,



and



Robert



Dur.



"Signaling



and



screening



of



workers’



motivation." Journal of Economic Behavior & Organization 62.4 (2007): 605-624. 14. Dohmen, Thomas, and Armin Falk. "Performance pay and multidimensional sorting: Productivity, preferences, and gender." American Economic Review (2011): 556-590. 15. Eberts, Randall, Kevin Hollenbeck, and Joe Stone. "Teacher performance incentives and student outcomes." Journal of Human Resources (2002): 913-927. 16. Figlio, David N., and Lawrence W. Kenny. "Individual teacher incentives and student performance." Journal of Public Economics 91.5 (2007): 901-914. 17. Fryer, Roland G. "Teacher Incentives and Student Achievement: Evidence from New York City Public Schools." Journal of Labor Economics 31.2 (2013): 373-407. 18. Glewwe, Paul, Nauman Ilias, and Michael Kremer. "Teacher Incentives." American Economic Journal: Applied Economics (2010): 205-227. 19. Gneezy, Uri, and Aldo Rustichini. "Pay enough or don't pay at all." The Quarterly Journal of Economics 115, no. 3 (2000): 791-810. 







43



20. Goldhaber, Dan, and Duncan Dunbar Chaplin. "Assessing the “Rothstein Falsification Test”: Does It Really Show Teacher Value-Added Models Are Biased?" Journal of Research on Educational Effectiveness 8.1 (2015): 8-34. 21. Goldhaber, Dan. "Everyone’s doing it, but what does teacher testing tell us about teacher effectiveness?" Journal of Human Resources 42.4 (2007): 765-794. 22. Goodman, Sarena F., and Lesley J. Turner. "The design of teacher incentive pay and educational outcomes: Evidence from the New York City bonus program." Journal of Labor Economics 31.2 (2013): 409-420. 23. Hanushek, Eric A. "The Failure of Input-Based Schooling Policies." Economic Journal (2003): F64-F98. 24. Harris, Douglas N., and Andrew Anderson. Bias of public sector worker performance monitoring: Theory and empirical evidence from middle school teachers. Working paper, Tulane University, New Orleans, LA. (2013) 25. Hill, Andrew J. "The costs of failure: Negative externalities in high school course repetition." Economics of Education Review 43 (2014): 91-105. 26. Imberman, Scott A. "How effective are financial incentives for teachers?" IZA World of Labor (2015). 27. Imberman, Scott A., and Michael F. Lovenheim. "Incentive strength and teacher productivity: Evidence from a group-based teacher incentive pay system." Review of Economics and Statistics 97.2 (2015): 364-386. 28. Jackson, C. Kirabo. "Teacher Quality at the High School Level: The Importance of Accounting for Tracks." Journal of Labor Economics 32.4 (2014): 645-684.







44



29. Jackson, C. Kirabo and Elias Bruegmann “Teaching Students and Teaching Each Other: The Importance of Peer Learning for Teachers.” American Economic Journal: Applied Economics. 1.4 (2009) 30. Jacob, Brian A., and Lars Lefgren. "Can principals identify effective teachers? Evidence on subjective performance evaluation in education." Journal of Labor Economics 26.1 (2008): 101-136. 31. Jungert, Tomas, Fredrik Alm, and Robert Thornberg. "Motives for becoming a teacher and



their



relations



to



academic



engagement



and



dropout



among



student



teachers." Journal of Education for Teaching 40.2 (2014): 173-185. 32. Kane, Thomas J., Jonah E. Rockoff, and Douglas O. Staiger. "What does certification tell us about teacher effectiveness? Evidence from New York City." Economics of Education Review 27.6 (2008): 615-631. 33. Lavy, Victor. "Evaluating the effect of teachers’ group performance incentives on pupil achievement." Journal of Political Economy 110.6 (2002): 1286-1317. 34. Lavy, Victor. "Gender Differences in Market Competitiveness in a Real Workplace: Evidence from Performance-based Pay Tournaments among Teachers." Economic Journal 123.569 (2013): 540-573. 35. Lavy, Victor. "Performance Pay and Teachers’ Effort, Productivity, and Grading Ethics." American Economic Review 99.5 (2009): 1979-2011. 36. Lazear, Edward P. "Performance Pay and Productivity." American Economic Review 90.5 (2000): 1346-1361.







45



37. Lincove, J. A., Can Teacher Incentive Pay Improve Student Performance? Evidence from a Diverse Implementation. PEEQ Working Paper. Project on Educator Effectiveness and Quality, University of Texas at Austin. (2012) 38. Manning, Alan, and Farzad Saidi. "Understanding the gender pay gap: what's competition got to do with it?" Industrial & Labor Relations Review 63.4 (2010): 681-698. 39. Mansfield, Richard K. "Teacher quality and student inequality." Journal of Labor Economics 33.3 Part 1 (2015): 751-788. 40. Masclet, David, Emmanuel Peterle, and Sophie Larribeau. "Gender differences in tournament and flat-wage schemes: An experimental study." Journal of Economic Psychology 47 (2015): 103-115. 41. Mellström, Carl, and Magnus Johannesson. "Crowding out in blood donation: was Titmuss right?" Journal of the European Economic Association 6.4 (2008): 845-863. 42. Muralidharan, Karthik, and Venkatesh Sundararaman. "Teacher opinions on performance pay: Evidence from India." Economics of Education Review 30.3 (2011): 394-403. 43. Neal, Derek. “The Design of Performance Pay in Education.” Handbook of the Economics of Education, Vol. 4, (2011), pp. 495-550. 44. Niederle, Muriel, and Lise Vesterlund. "Do women shy away from competition? Do men compete too much?" Quarterly Journal of Economics (2007): 1067-1101. 45. Niederle, Muriel, and Lise Vesterlund. "Gender differences in competition." Negotiation Journal 24.4 (2008): 447-463. 46. Paarsch, Harry J., and Bruce Shearer. "Piece rates, fixed wages, and incentive effects: Statistical evidence from payroll records." International Economic Review 41.1 (2000): 59-92.







46



47. Podgursky, Michael J., and Matthew G. Springer. "Teacher performance pay: A review." Journal of Policy Analysis and Management 26.4 (2007): 909-949. 48. Rivkin, Steven G., Eric A. Hanushek, and John F. Kain. "Teachers, schools, and academic achievement." Econometrica 73.2 (2005): 417-458. 49. Rockoff, Jonah E. "The impact of individual teachers on student achievement: Evidence from panel data." American Economic Review 94.2 (2004): 247-252. 50. Rothstein, Jesse. "Teacher Quality in Educational Production: Tracking, Decay, and Student Achievement." Quarterly Journal of Economics 125.1 (2010): 175-214. 51. Ryan, Richard M., and Edward L. Deci. "Intrinsic and extrinsic motivations: Classic definitions and new directions." Contemporary educational psychology 25, no. 1 (2000): 54-67. 52. Shearer, Bruce. "Piece rates, fixed wages and incentives: Evidence from a field experiment." Review of Economic Studies 71.2 (2004): 513-534. 53. Sojourner, Aaron J., Elton Mykerezi, and Kristine L. West. "Teacher Pay Reform and Productivity Panel Data Evidence from Adoptions of Q-Comp in Minnesota." Journal of Human Resources 49.4 (2014): 945-981. 54. Springer, Matthew G., et al. "Teacher Pay for Performance: Experimental Evidence from the Project on Incentives in Teaching (POINT)." Society for Research on Educational Effectiveness (2011). 55. Thomson, Margareta Maria, Jeannine E. Turner, and John L. Nietfeld. "A typological approach to investigate the teaching career decision: Motivations and beliefs about teaching of prospective teacher candidates." Teaching and teacher education 28, no. 3 (2012): 324-335.







47



Figures Figure 1: Placebo test: Randomly assigning teacher gender and repeating main specification 1,000 times 1 .9
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Figure notes: The figure plots the cumulative distribution of the “Treated X (Placebo) Female” coefficient from 1,000 placebo estimations. In each estimation, we randomly assign each teacher a “placebo gender” such that the fraction of “placebo females” matches the true fraction of female teachers. For comparison, the coefficient estimate from our main specification (Table 4, Column 5) is depicted as a solid red vertical line, with the 95% confidence interval around that coefficient depicted as dashed gray lines. The figure reveals that only 7.9% of placebo estimates are more negative than our true estimate of the “Treated X Female” coefficient.
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Figure 2: Event-study: Impact of performance pay on teacher value-added



Figure notes: The figure graphically depicts the results of event studies taking teachers’ value-added as the outcome variable. All four panels are estimated from separate regressions. The top left panel estimates a modified version of our main specification, without allowing for gender differences in response to treatment (paralleling the top panel of Table 4, Column 5). We replace the “Treated” indicator with a series of indicators equal to one when a teacher is 3 or more years before treatment, 2 years before treatment, zero years after treatment, one year after treatment, etc. The omitted category is one year before treatment, so all estimates are relative to that year. The red line reports the estimated coefficient for each year to/since treatment, the gray area around the line reports the 90% confidence intervals, and the dotted gray lines report the 95% confidence intervals. The upper right (lower left) panel is from a separate specification restricting the sample to male (female) teachers. The lower right panel is from a specification where the event study indicator variables are all interacted with “Female”. We report the interacted indicators, which can be interpreted as the gender difference.
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Figure 3: Subject-specific gender differences in impact of performance pay on teacher valueadded
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Algebra 1 Algebra 2 Biology English 1 Figure notes: The figure graphically depicts the coefficients from four separate regressions, where we assess the impacts of performance pay separately for each subject. For instance, the blue dots report the Treated and Treated X Female coefficients from a variation of our main specification where we restrict the sample to Algebra 1. Bold bars around the coefficients indicate the 90% confidence intervals, narrow bars indicate the 95% confidence intervals.
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Figure 4: Event-study: Impact of performance pay on likelihood of teacher retention



Figure notes: The figure graphically depicts the results of event studies. The outcome variable is a dummy variable equal to one if the teacher is in the same school as he or she was in the previous year. All four panels are estimated from separate regressions. The top left panel estimates a modified version of our main specification, without allowing for gender differences in response to treatment (paralleling the top panel of Table 4, Column 5). We replace the “Treated” indicator with a series of indicators equal to one when a teacher is 3 or more years before treatment, 2 years before treatment, zero years after treatment, one year after treatment, etc. The omitted category is one year before treatment, so all estimates are relative to that year. The red line reports the estimated coefficient for each year to/since treatment, the gray area around the line reports the 90% confidence intervals, and the dotted gray lines report the 95% confidence intervals. The upper right (lower left) panel is from a separate specification restricting the sample to male (female) teachers. The lower right panel is from a specification where the event study indicator variables are all interacted with “Female”. We report the interacted indicators, which can be interpreted as the gender difference.
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Tables Table 1: Summarizing teacher characteristics in North Carolina and in our sample (1)



(2) EOC teachers: All NC Estimation sample Female 0.74 0.74 (0.00) (0.00) Ethnicity: black 0.12 0.31 (0.00) (0.00) Ethnicity: white 0.85 0.63 (0.00) (0.00) Ethnicity: other 0.02 0.05 (0.00) (0.00) Graduate degree 0.32 0.28 (0.00) (0.00) Experience (years) 11.91 10.61 (0.04) (0.10) Teacher-by-year observations 55,699 11,947 Unique teachers 16,804 4,930 Standard errors in parentheses



Table 2: Summarizing teacher characteristics by gender Estimation sample (1) (2) Male teachers Female teachers Teacher VAM -0.13 0.06 (0.02) (0.01) Algebra 1 0.31 0.22 (0.01) (0.00) Algebra 2 0.22 0.15 (0.01) (0.00) Biology 0.27 0.25 (0.01) (0.00) English 1 0.25 0.40 (0.01) (0.00) Ethnicity: black 0.23 0.34 (0.01) (0.01) Ethnicity: white 0.72 0.60 (0.01) (0.01) Ethnicity: other 0.05 0.05 (0.00) (0.00) Graduate degree 0.28 0.28 (0.01) (0.00) Experience (years) 10.24 10.75 (0.19) (0.11) Teacher-by-year observations 3,150 8,797 Unique teachers 1,440 3,490 Standard errors in parentheses
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Table 3. Balance tests (1) Share of students who are white



(2) Share of students who are female



(3) Share of students are honors’ students



(4) Teacher peer quality



(5) Mean predicted score amongst students



(6) Mean 7th grade language score amongst students



(7) Mean 7th grade math score amongst students



Panel A: Overall impact of performance pay Treated -0.028 0.005 -0.029 0.024 0.052 -0.011 0.027 (0.024) (0.007) (0.034) (0.085) (0.034) (0.041) (0.031) Panel B: Impact of performance pay, allowing for gender difference Treated -0.026 -0.002 -0.025 0.018 0.079 -0.017 0.045 (0.025) (0.017) (0.023) (0.043) (0.057) (0.060) (0.055) Treated X Female -0.001 0.009 -0.004 0.008 -0.033 0.007 -0.023 (0.007) (0.016) (0.021) (0.111) (0.065) (0.033) (0.042) X X X X X X Course-by-year FEs X Teacher-by-school X X X X X X X FEs Observations 11,947 11,947 11,947 11,865 11,947 11,414 11,413 Table notes: All specifications in this table are at the teacher-by-year level. The outcome variables vary across columns. Outcomes are average characteristics of teachers’ students in a given year, except for Column 4, which takes the average of a teachers’ colleagues in a given year as the outcome. The specifications here aim to test that other observable characteristics of a teachers’ students (or colleagues) do not vary with treatment. Robust standard errors (clustered at school district and teacher level) in parentheses *** p


Table 4. Effect of performance pay on teacher value-added (1)



(2)



(3)



(4)



(5)



-0.082 (0.069) -0.099 (0.193)



-0.112* (0.057)



-0.119* (0.060)



-0.126*** (0.047)



Panel A: Overall impact of performance pay Treated



0.044 (0.072)



School ever treated



Panel B: Impact of performance pay, allowing for gender difference Treated Treated X Female Female



-0.009 (0.093) 0.058 (0.087) 0.188*** (0.037)



School ever treated Course-by-year FEs School FEs Teacher FEs Teacher-by-school FEs Class composition controls Teacher peer quality controls Observations



X X



0.090 (0.142) -0.220* (0.114)



0.080 (0.077) -0.240*** (0.034)



0.077 (0.079) -0.245*** (0.034)



0.071 (0.081) -0.246*** (0.051)



-0.109 (0.199) X



X



X



X



X



X X



11,947



11,947



X X X 11,865



X



11,947



11,947



Table notes: All specifications in this table are at the teacher-by-year level. The outcome variable is the standardnormalized value-added measure, as described in the text. Robust standard errors (clustered at school district and teacher level) in parentheses *** p
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Table 5: Robustness tests (1)



(2)



(3)



(4)



(5)



(6)



-0.039 (0.031)



-0.125* (0.074)



-0.063 (0.089)



-0.126** (0.062)



-0.088*** (0.025)



Panel A: Overall impact of performance pay Treated



-0.112*** (0.041)



Panel B: Impact of performance pay, allowing for gender difference Treated



0.019 (0.072) -0.164*** (0.061) X X X X



0.157** (0.063) -0.248*** (0.071) X X X X



0.048 (0.064) -0.225* (0.117) X X X X



0.106 (0.092) -0.219*** (0.032) X X X X



0.071 (0.108) -0.246*** (0.068) X X X X



0.143** (0.071) -0.290*** (0.084) X X X X



Additional variation



Simple VAM



District trends



School trends



No weighting



All NC teachers



Observations



11,865



11,865



11,865



11,865



Only school clustering 11,865



Treated X Female Course-by-year FEs Teacher-by-school FEs Class composition controls Teacher peer quality controls



55,507



Table notes: All specifications in this table are at the teacher-by-year level. With the exception of Column 1, the outcome variable is the standard-normalized value-added measure, as described in the text. Robust standard errors (clustered at school district and teacher level) in parentheses *** p


Table 6: Heterogeneity in treatment effects along other dimensions of teacher characteristics Treated



(1)



(2)



(3)



(4)



(5)



-0.057 (0.036)



-0.122** (0.059)



-0.027 (0.044)



-0.142** (0.053)



0.055 (0.060)



0.248** (0.112) -0.264*** (0.070) -0.115*** (0.040) -0.053 (0.083) -0.164*** (0.033) 0.103 (0.065)



X X X X



X X X X



Treated X Female Treated X High VAM



-0.133** (0.059)



Treated X White



-0.008 (0.100)



Treated X Above Med. Exp.



-0.146*** (0.028)



Treated X Grad. degree Course-by-year FEs Teacher-by-school FEs Class composition controls Teacher peer quality controls



X X X X



X X X X



X X X X



Observations 11,865 11,865 11,865 11,865 11,865 Table notes: All specifications in this table are at the teacher-by-year level. The outcome variable is the standardnormalized value-added measure, as described in the text. Robust standard errors in parentheses *** p
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Table 7. Effect of performance pay on student test scores (1)



(2)



(3)



(4)



(5)



-0.034*** (0.012) 0.034 (0.027)



-0.034*** (0.011)



-0.032*** (0.011)



-0.032*** (0.012)



Panel A: Overall impact of performance pay Treated



-0.020 (0.025)



School ever treated



Panel B: Impact of performance pay, allowing for gender difference Treated Treated X Female Female



-0.023 (0.037) 0.001 (0.029) 0.051*** (0.010)



Ever treated Course-by-grade-by-year FEs School FEs Teacher FEs Teacher-by-school FEs Predicted score Student characteristics controls Class composition controls Observations



X X



-0.005 (0.027) -0.037 (0.026)



-0.008 (0.016) -0.031** (0.012)



-0.006 (0.015) -0.033*** (0.011)



-0.008 (0.015) -0.030*** (0.009)



0.031 (0.027) X



X



X



X X X X X 560,881



X X



X



X X



X X X



569,590



569,590



569,590



569,590



Table notes: All specifications in this table are at the student-by-course level. The outcome variable is the standardnormalized score on the relevant end-of-course test. Robust standard errors (clustered at school district and teacher level) in parentheses *** p
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Table 8. Effect of performance pay on school-level average characteristics of new-to-school teachers (1) (2) (3) (4) Share of new to school Average new-to-school Average new-to-school Average new-to-school teachers who are teacher VAM teacher qualification teacher years of female test z-score experience Treated 0.053* -0.074 0.013 2.137*** (0.028) (0.183) (0.089) (0.511) Observations 1,250 1,244 1,143 1,205 R-squared 0.178 0.186 0.263 0.245 (5) (6) (7) (8) New teachers in New from same New from another First-time teachers/ school/ district/ district/ new teachers all teachers in school new teachers new teachers Treated -0.022 0.119** -0.073 -0.046 (0.022) (0.047) (0.055) (0.040) Observations 1,551 1,250 1,250 1,250 R-squared 0.345 0.248 0.196 0.242 Table notes: All specifications are at the school level and measure changes in average characteristics of new teachers in response to the introduction of performance pay. Regressions include year fixed effects and school fixed effects. Robust standard errors (clustered at school district and teacher level) in parentheses *** p


Table 9: Effect of performance pay on teacher retention (1) (2) (3) (4) Pr(Teacher in same school as last year) Treated -0.005 0.048 -0.005 0.048 (0.019) (0.042) (0.018) (0.042) Treated X Female -0.067 -0.067 (0.062) (0.061) Course-by-year FEs X X X X Teacher-by-school FEs X X X X Class composition controls X X Teacher peer quality controls X X Observations 10,251 10,251 10,182 10,182 Table notes: All specifications in this table are at the teacher-by-year level. The outcome variable is an indicator variable equal to one if the teacher is in the same school as he or she was in the prior year. That is, we test whether the teacher has been retained. Robust standard errors (clustered at school district and teacher level) in parentheses *** p
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Table 10. Effect of teacher performance pay on student grade in subsequent course (1) (2) (3) Performance Intends to attend Intends to attend (letter grade) in 4-year college 2-year college subsequent course Panel A: Overall impact of performance pay Treated 0.046 -0.010 0.001 (0.072) (0.010) (0.004) Panel B: Impact of performance pay, allowing for gender difference Treated 0.155*** -0.008 0.014* (0.040) (0.010) (0.007) Treated X Female -0.137*** -0.003 -0.016*** (0.050) (0.005) (0.006) Teacher-by-school FEs X X X Predicted score X X X Student characteristics controls X X X Observations 152,373 509,825 509,825 Table notes: All specifications in this table are at the student-by-course level. The outcome variable varies across columns. Column 1 assesses the impact of being treated in Algebra 1 and English 1 on performance in Geometry and English 2. We omit the impacts of treatment on students in Algebra 2 and Biology as these classes do not have natural subsequent courses. Geometry and English 2 do not have end-of-course exams, so the outcome variable here is the overall grade received in the course according to the student’s transcript. In Column 1, Teacher-by-school fixed effects are for the teacher who taught the incentivized courses (Algebra 1 or English 1) rather than the teacher of the subsequent course. Columns 2 and 3 take students reported intentions to attend college as the outcome variable, which is taken from a survey that students complete at the time that they are taking each of their end-ofcourse tests. Robust standard errors (clustered at school district and teacher level) in parentheses *** p


Table 11. Effect of teacher performance pay on type of homework assigned by teacher (1) (2) (3) (4) (5) Reading Worksheets Textbook Writing Research Panel A: Overall impact of performance pay Treated -0.023 -0.088* 0.035 0.015 -0.060* (0.024) (0.050) (0.038) (0.029) (0.034) Panel B: Impact of performance pay, allowing for gender difference Treated -0.036 -0.109*** 0.084** 0.042 0.052 (0.024) (0.033) (0.032) (0.053) (0.031) Treated X Female 0.016 0.026 -0.060 -0.032 -0.136** (0.043) (0.036) (0.077) (0.048) (0.065) Course-by-year FEs X X X X X Teacher-by-school FEs X X X X X Observations 11,209 11,166 10,912 11,236 11,253 Table notes: All specifications in this table are at the teacher-by-year level. The outcome variable varies across columns. In each column, we test whether a teacher is more or less likely to assign a particular type of homework. Homework assignment data comes from student surveys wherein students are asked whether their teacher had assigned homework of various types. We collapse this to teacher-by-year level by taking the modal student response for a given teacher-year pairing. For instance, if a majority of students report that they were assigned a “Reading” homework assignment during the course, then the outcome variable would be equal to one, and zero otherwise. Robust standard errors (clustered at school district and teacher level) in parentheses *** p
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Appendix A: Student-teacher matching algorithm We use counts of students in a set of grade and gender-by-race bins to measure classroom demographic composition. Grade is 9th, 10th, 11th or 12th, gender is male or female, and race is white, black or Hispanic, resulting in four grade bins and six gender-by-race bins. With the addition of total student count (reported separately to the other characteristics in the classroomlevel file), there are a total of 11 dimensions used for describing classroom composition. Matches on classroom demographic composition from the two sources are not expected to be perfect for a variety of reasons. First, the reported and constructed measures of classroom demographic composition are from different points in time; the classroom-level information is from the beginning of a course, while the student-level EOC file reflects composition at the end of a course (when students take the EOC test). Students may change classrooms or schools during this period. Second, some students may take the course but not write the EOC test (if they are absent on test day, for example). And, third, it is possible that classroom demographics from both sources are simply measured with error. As a result, we use the following algorithm to obtain course-specific student-teacher matches: (Matched classes are set aside after each step.) 1. In schools with only one teacher of the relevant course (in a given year), students and the teacher are matched. For example, in a school with only one teacher of Algebra I, all students writing the Algebra I EOC test are matched to this teacher. (13 percent of matched students are linked to their EOC teachers in this step.) 2. When reported classroom demographic composition (from the classroom-level file) perfectly matches constructed composition (from the student-level file) in all 11 categories, students from the student-level file are matched to teachers from the classroom-level file. (31 percent) 
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3. “Total student count” is excluded from the measure of classroom demographic composition (for this step and future steps). This is because it is the sum of students in either the grade or race-gender bins, so would exaggerate errors if the counts in any of these bins are incorrect. When reported composition perfectly matches constructed composition in the remaining 10 categories, students and teachers are matched. (
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multiple classrooms in the student-level file, for every classroom in the classroom-level file, only keep the match with the smallest distance measure to ensure mutual best matching. Repeat the above step after setting aside the matches from the first iteration of the fuzzy algorithm. (25 percent)
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Appendix B: VAM validity tests



We show in this section that the teacher VAMs we estimate in this paper (and use as a primary outcome variable) are not biased by the selection of students to teachers. We do so by performing two tests proposed by Chetty et al. (2014a; 2014b). First, we consider selection on observables. A given teacher’s time-varying value-added measure should be (mechanically) correlated with the actual test score gains experienced by students in the teacher’s class. Column 1 of Appendix Table 1 confirms that this relationship holds for the time-varying teacher VAM we estimate; a one standard deviation in teacher VAM is associated with a 0.380 standard deviation increase in student test score gains. In Column 2, we consider the correlation between our estimated teacher VAM and a predicted student test score gain. The prediction is based on a vector of student characteristics: race, gender and 7th grade language and mathematics scores. Given these characteristics are predetermined by the time the student is assigned to a given EOC teacher, any gains predicted only by these characteristics should be orthogonal to the measured quality of this teacher. If not, this would suggest that there may be sorting of students to teachers based on observable characteristics. The coefficient of 0.008 in Column 2 of Appendix Table 1 indicates that a one standard deviation increase in teacher VAM is associated with less than one percent of a standard deviation increase in predicted test score gains. The considerable attenuation in the coefficient from Column 1 to 2 (it falls by 98 percent) mitigates concerns about selection on observables. The second test investigates selection on unobservables. This test involves aggregating the estimated time-invariant teacher VAMs and student test score gains to the school-year level and showing that changes in the school-year mean of our estimated teacher value-added affect
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the school-year mean of student test score gains. The idea behind this test is that selection among students within a cohort at a given school will be eliminated by aggregating to the school-year level. To be clear, if estimated teacher VAMs only capture student sorting, then changes in the school-year mean of estimated teacher value-added due to the arrival or departure of a teacher should have no effect on mean student outcomes. If not, and the VAMs actually measure teacher quality, then they should be correlated. We show in Appendix Table 2 that both the estimated VAM we actually use (Column 2), and a VAM estimated using a simpler approach in which we do not include class composition and track fixed effects (Column 1) pass this test. The above two tests provide confidence that the VAMs we estimate and use to measure teacher performance are accurate reflections of teacher quality (in the dimension of student scores on standardized tests).
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Appendix C: Tables Appendix Table 1. Validity of teacher value-added measure: test 1 (1) Actual gain in student EOC test score



(2) Gain in student EOC test score predicted by student characteristics Teacher VAM 0.380*** 0.008*** (0.002) (0.001) Observations 556,626 556,626 R-squared 0.495 0.972 Robust standard errors (clustered at school district level) in parentheses *** p


Appendix Table 2. Validity of teacher value-added measure: test 2 (1) (2) School-year mean student EOC test score gain School-year mean teacher VAM 0.224*** (time invariant, simpler) (0.004) School-year mean teacher VAM 0.201*** (time invariant, fully specified) (0.008) Observations 36,913 36,913 R-squared 0.812 0.795 Robust standard errors (clustered at school district level) in parentheses *** p
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Appendix Table 3. Effect of performance pay separately by gender and with full gender interaction (1) Male teachers Treated



0.118 (0.124)



(2) Female teachers -0.201*** (0.044)



X X X X



X X X X



Treated X Female Course-by-year FEs Teacher-by-school FEs Class composition controls Teacher peer quality controls



(3) Full interaction 0.115 (0.121) -0.314*** (0.107) X X X X



Observations 3,127 8,738 11,865 R-squared 0.740 0.681 0.701 Table notes: This table tests the robustness of our main result (Main text, Table 4, Column 5). We repeat our main specification, but run the specification on a subsample of only male teachers (Column 2) or only female teachers (Column 2). Finally, in Column 3, we modify our main specification to interact all variables with female, not only the treatment indicator. Robust standard errors (clustered at school district and teacher level) in parentheses *** p


Appendix Table 4. Heterogeneity in effect of teacher performance pay by size of potential bonus



Treated X Minimum bonus ($1k) Treated X Female X Minimum bonus ($1k) Treated X Maximum bonus ($1k) Treated X Female X Maximum bonus ($1k) Course-by-year FEs Teacher-by-school FEs Class composition controls Teacher peer quality controls



(1)



(2) (3) Teacher VAM -0.078*** -0.002 (0.020) (0.031) -0.098*** (0.018) -0.026*** (0.006)



(4)



X X X X



-0.001 (0.009) -0.034*** (0.006) X X X X



X X X X



X X X X



Observations 11,865 11,865 11,865 11,865 R-squared 0.696 0.696 0.696 0.696 Table notes: All specifications in this table are at the teacher-by-year level. We test how the impact of treatment varies with the size of the bonus. Columns 1 and 2 test how treatment varies with the size of the smallest possible bonus within the district (typically awarded for reaching the lowest threshold of value-added). Columns 3 and 4 test how treatment varies with the size of the largest possible bonus (awarded for reaching the highest threshold of value-added). Otherwise, the specifications are the same as our main specifications (Main Text, Table 4, Column 5). Robust standard errors (clustered at school district and teacher level) in parentheses *** p
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Appendix Table 5. Effect of performance pay with alternate control for previous student achievement (1)



(2) (3) Student EOC test score



(4)



Panel A: Overall impact of performance pay Treated



-0.032*** -0.027** -0.028** -0.030*** (0.011) (0.011) (0.011) (0.011) Panel B: Impact of performance pay, allowing for gender difference Treated -0.006 -0.000 -0.010 -0.002 (0.015) (0.016) (0.014) (0.017) Treated X Female -0.033*** -0.033*** -0.023** -0.035*** (0.011) (0.012) (0.009) (0.012) Course-by-year Fes X X X X Teacher-by-school Fes X X X X Control for previous achievement: Linear predicted score (main specification) X Predicted score deciles X Raw grade 8 math and reading scores X Raw grades 6-8 raw math and reading scores X Observations 569,590 569,590 569,590 459,561 Table notes: All specifications in this table are at the student-by-course level and take a student’s standardnormalized end-of-course test score as the outcome variable. All specifications are modifications of the main student-level specification (Main Text, Table 7, Column 4), where the only change is the control for students’ prior achievement. In the main text, we include a control for predicted score. That specification is replicated in Column 1 of this table. In Columns 2 to 4 we employ alternate controls. The number of observations in Column 4 is smaller because not all students were present in the data in 6th or 7th grade, so their 6th or 7th grade test scores are missing. Robust standard errors (clustered at school district and teacher level) in parentheses *** p
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